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ARTICLE INFO ABSTRACT

Dataset link: Stochastic Knapsack Problem (Ori
ginal data)

We develop mathematical programming approximations to tackle the stochastic knapsack problem. In this
problem, the decision maker considers items for which either weights or values, or both, are random. The aim
is to select a subset of these items to be included into their knapsack. We study both static and dynamic variants

I;z:}z;;r;ﬁ.c knapsack of this problem: in the static setting, the decision about which items should be included in the knapsack is
Static taken at the outset, before any random item value or weight is revealed; in the dynamic setting, items are
Dynamic received sequentially, and the decision about a particular item is made by taking into account previously
Milp observed values and weights. The knapsack has a given capacity, and if the total realised weight exceeds this
Correlation capacity then a penalty cost is incurred for each unit of excess capacity utilised. The goal is to maximise the

expected net profit. We tackle the case of normally distributed item weights and we show that our approach
extends to the case in which item weights are correlated and follow a multivariate normal distribution. In
addition, we show our approach represents an effective heuristic for the case in which item weights follow
generic probability distributions. In an extensive computational study we demonstrate that our models are
near-optimal and more scalable than other state-of-the-art approaches.

1. Introduction previously observed values and weights. When item weights and values
are random, there are several possible alternative ways of modelling
what happens if the knapsack capacity is exceeded. In this work, we

follow the established framework discussed in works such as (Kleywegt

The knapsack problem was first discussed by Dantzig (1957); since
Dantzig’s pioneering work, the problem has been intensively studied

because of its relevance to both the theory and practice of combina-
torial optimisation (see e.g. Martello and Toth, 1990; Cacchiani et al.,
2022). In its original formulation, the decision maker considers several
items with predetermined weights and values. Their goal is to select a
subset of these items that maximises the knapsack total value, whilst
ensuring the knapsack weight stays below a specified capacity. In
practice, it is often the case that item weights and values are unknown
at the time item insertion decisions are made. Stochastic knapsack
problems were introduced to address the situation in which either item
weights or values, or both, are random. Stochastic knapsack problems
can be categorised into two classes: “static” and “dynamic.” In the
static setting, the decision about which items should be included in
the knapsack is taken at the outset, before any item value or weight is
revealed. In the dynamic setting, items are received sequentially, and
the decision about a particular item is taken by taking into account

et al., 2002; Merzifonluoglu et al., 2012; Fortz et al., 2012): the knap-
sack features a given capacity, and if the total realised weight exceeds
this capacity, a penalty cost is incurred for each unit of excess capacity
utilised; moreover, a salvage value can be claimed for each unit of
capacity that remains unused. The goal is to maximise the expected
net profit of the knapsack.

We make the following contribution to the literature on the stochas-
tic knapsack problem:

» We develop mathematical programming approximations to tackle
the Static Stochastic Knapsack Problem (SSKP) under normally
distributed item weights; our models do not require any dedicated
coding and can be implemented directly in standard mathematical
programming packages without specialised callbacks or decom-
position code. To model expected capacity shortfall, we adopt a
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piecewise linearisation strategy and we derive explicit conditions
on the numbers of segments that guarantee a given absolute
optimality tolerance.

Our approach extends to the case in which item weights are
correlated and follow a multivariate normal distribution; to the
best of our knowledge, ours is the first quadratically constrained
programming formulation for SSKP under multivariate normal
item weights.

In an extensive computational study, we compare our SSKP
heuristic against four state-of-the-art baselines from the litera-
ture (Kleywegt et al.,, 2002; Merzifonluoglu et al., 2012; Fortz
et al., 2012; Range et al., 2018) and we find that our approach
is more scalable, whilst remaining near-optimal. In addition, we
demonstrate empirically that our approach can be used to gen-
erate near-optimal solutions to instances in which item weights
follow generic probability distributions.

Finally, we investigate a dynamic setting in which items are
considered sequentially, and a decision on an item inclusion
may depend on previous item weight realisations; we deploy our
SSKP heuristic in a receding horizon control framework (Kwon
and Han, 2005), and compare its performance against optimal
solutions obtained via stochastic dynamic programming for un-
correlated and correlated item weights; for the latter case, we
empirically estimate the cost of ignoring item correlation and
show that this is non-negligible. Additionally, we provide a statis-
tical optimality gap certificate that enables empirical assessment
of solution quality even when stochastic dynamic programming
is computationally intractable.

This work is organised as follows. In Section 2 we survey related
literature. In Section 3 we introduce the SSKP. In Section 4 we pro-
vide relevant formal background on the piecewise linearisation of the
first order loss function. In Section 5, we illustrate how linearisation
strategies can be leveraged to solve the SSKP under weights that follow
a (multivariate) normal distribution. In Section 6, we introduce the
Dynamic Stochastic Knapsack Problem (DSKP), which generalises the
stochastic knapsack problem to a dynamic setting, and we deploy
mathematical programming approaches developed for the SSKP in a
receding horizon control framework to tackle the DSKP. In Section 7
we present our computational study. In Section 8 we draw conclusions.

2. Literature review

The knapsack problem is one of the most active and investigated ar-
eas of research in combinatorial optimisation. A comprehensive survey
of this area, presented in Cacchiani et al. (2022), provides a valuable
overview, which however does not cover stochastic knapsack problems.
In this section, we aim to complement the former study and survey
existing lines of research on the stochastic knapsack problem in both
its static and dynamic variants. The goal is to position our contribution
within this broad stream of literature.

The definition of the deterministic knapsack problem is well-
understood in the literature. Conversely, there are multiple ways in
which uncertainty may affect a knapsack problem. This has led to the
development of several different variants of the so-called stochastic
knapsack problem. As we have previously noted, stochastic knap-
sack problems can be classified as “static” or “dynamic’ on the
basis of the timing of item insertion decisions and observations of
random variables. This leads to two variants of the problem under
scrutiny: the SSKP, and the DSKP. We contribute to streams of liter-
ature encompassing both problems, which we survey in the following
paragraphs.

Early works on the SSKP problem (see e.g. Morton and Wood,
1998) focused on the case in which the weight of each item and the
knapsack capacity are deterministic, while item revenues are random
with known distribution. One of the first works investigating the case
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in which item revenues and knapsack capacity are known and item
weights are random is (Kleywegt et al., 2002), in which the authors
utilised this variant of the SSKP to operationalise their Sample Average
Approximation (SAA) framework. SAA was in fact directly inspired
by Morton and Wood (1998), as discussed by Kleywegt et al. in their
introduction. The SSKP as formulated in Kleywegt et al. (2002) is
the first occurrence in the literature of a model resembling the SSKP
variant investigated in the present study. Agrali and Geunes (2009)
consider a subclass of Kleywegt et al.’s SSKP model in which ran-
dom item weights follow a Poisson distribution; for this setting, they
discuss a polynomial-time solution for the continuous relaxation of
this problem, and a customised branch-and-bound algorithm for the
binary version of the problem. Kosuch and Lisser (2009) focus on the
case in which weights are normally distributed random variables with
known mean and variance, whilst capacity and item revenues remain
deterministic; they investigate continuous relaxations solved using a
stochastic gradient method to provide upper bounds in a branch-and-
bound framework. Merzifonluoglu et al. (2012) consider the same
problem setting and provide an exact solution method as well as some
structural results for a continuous relaxation of the problem; they then
proceed and develop a customised branch-and-bound algorithm and
a fast heuristic approach for obtaining an optimal binary solution.
Moreover, while the knapsack capacity is considered deterministic in
their study, Merzifonluoglu et al. show that problems with random
capacity, as well as problems in which capacity is a decision variable
subject to unit costs, fall within this class of problems. A recent work
by the same authors extends this investigation by considering risk
aversion (Merzifonluoglu and Geunes, 2021). Fortz et al. (2012) discuss
complexity results — showing that the SSKP is weakly NP-hard —
and apply the LP/NLP algorithm of Quesada and Grossmann (1992)
to solve the problem. Chen and Ross (2015) investigate unimodality
and monotonicity properties of the expected knapsack return under
the assumption that all random weight distribution have decreasing
reversed hazard rate; under this assumption, they develop a heuristic
search algorithm similar to simulated annealing. Finally, Range et al.
(2018) consider a variant of the SSKP that penalises the expected
knapsack overfilling and, in addition, enforces a chance constraint on
the overfilling; by leveraging the central limit theorem, the problem
is approximated as a shortest path problem with resource constraints
and solved via dynamic programming. Our work contributes to this
stream of literature by providing a new heuristic, based on mathemat-
ical programming, for tackling the SSKP as formulated in works such
as (Kleywegt et al., 2002; Merzifonluoglu et al., 2012; Fortz et al., 2012)
under normal weights. Our approach is computationally appealing
and can be directly modelled and solved by off-the-shelf optimisation
packages.

Early works on the DSKP assume that objects arrive to and depart
from the knapsack at random times (see e.g. Ross and Tsang, 1989);
these works were motivated by the problem of accepting and blocking
calls to a circuit-switched telecommunication system which supports a
variety of traffic types (e.g. voice, video). Items are generally assumed
to arrive according to a Poisson process, and to feature a demand for
a limited resource (the knapsack capacity) and an associated reward.
Item resource requirements would become known at the time of the
item’s arrival, and an item could be accepted or rejected. If accepted,
the item would attract a reward; if rejected, it would incur a penalty.
In some works (see e.g. Kleywegt and Papastavrou, 1998; Chen and
Ross, 2014) it is up to the decision maker to decide when to stop the
problem and collect a terminal value — in particular, Chen and Ross
(2014) assumes that an overflow event would result in a complete loss
of the entire knapsack value. In others, the problem stops when an
insertion is attempted with insufficient remaining capacity, with the
final overflowing item not contributing to the knapsack value (see e.g.
Dean et al., 2008; Blado et al., 2016; Blado and Toriello, 2019, 2020).
All these problems substantially differ from the definition of DSKP we
adopt in our work, which is the natural dynamic extension of the SSKP
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as discussed in works such as (Kleywegt et al., 2002; Merzifonluoglu
et al., 2012). In this extension, a finite stream of items is sequentially
considered for inclusion, and a knapsack overfill incurs a per unit
penalty cost. We introduce a novel approach, based on mathematical
programming and receding horizon control (Kwon and Han, 2005), for
tackling this DSKP variant under random weights following a generic
distribution.

We are not aware of any work in the literature tackling the SSKP
or the DSKP under items featuring correlated, as opposed to inde-
pendently distributed, random weights. Our models extends — for
both the SSKP and the DSKP — to the case of multivariate normally
distributed weights. In the case of the DSKP, this leads to a stochastic
model in which future item weights depend on observed weights of
items previously considered. This is a class of problems that is seldom
investigated in the literature due to its complexity.

An interesting classification of stochastic knapsack problems can be
drawn, following Lyu et al. (2022), on the basis of three typical ways
that the information is revealed to the decision maker. Accordingly,
the SSKP may be categorised as “anticipative:” a problem in which
the allocation sequence is determined before random variables are ob-
served; the DSKP may be categorised as “adaptive:” a problem in which
information on the actual weight of an item is revealed immediately
after the decision to select this item; while the traditional knapsack
problem may be categorised as ‘“responsive:” a problem in which
information on the actual weight of each item is revealed at the start of
the allocation process, and in which the allocation policy is constructed
after knowing all item weights. A further distinction can then be made
within the adaptive class: problems in which weight forecasts for items
not yet observed are updated on the basis of already observed item
weights, and problems in which random item weights are independent;
as we will show, our framework extends to the forecast update case,
which to the best of our knowledge has not been considered before in
the literature.

Finally, it should be noted that there are several other variants of the
stochastic knapsack problem in which different modelling assumptions
are made in relation to how uncertainty is accounted in the model; for
instance, Goyal and Ravi (2010) investigated the chance-constrained
knapsack problem, in which the goal is to select a set of items such
that profit is maximised and the probability of the total knapsack size
exceeding a bound is at most a given threshold. To keep our discussion
compact, we have excluded cognate streams of literature in which the
modelling assumptions fundamentally differ from ours.

3. The static stochastic knapsack

We introduce the SSKP by following the established problem setup
discussed in the literature; our notation is summarised in Table 1.

We consider a set of n items, each of which features a random
revenue z; per unit of weight and a random weight w;. The capacity of
the knapsack is C. If the total realised weight of selected items exceeds
C, a shortage cost ¢ is charged for each unit of excess capacity. If
the total realised weight of selected items is below C, a salvage value
s < ¢ per unit of capacity remaining is received. The goal is to select a
set of items that maximises the expected total profit, which comprises
the total value of selected items, plus expected salvage value, minus
expected capacity shortage cost.

Let x; be a binary decision variable that is set to one if item i is
included in the knapsack; moreover, x’' = (x|, ...,x,), #’ = (z,...,7,),
and @ = (w,...,w,), where ’ denotes the vector transpose operator.
The SSKP can be formulated as follow:

maximise E[(row) ]x — éE[max(@’x — C,0)] + sE[max(C — @’x, 0)]

subject to:  x € {0,1}",

in which o denotes the Hadamard product, and E[-] is the expected
value operator. We introduce the following well-known result from
stochastic programming.

Computers and Operations Research 194 (2026) 107571

Table 1

Table of symbols
n number of items
i item index

item i random revenue per unit of weight, # denotes the associated
n-dimensional vector

; random weight of item i, @ denotes the associated n-dimensional
vector

C knapsack capacity

c shortage cost per unit of capacity

s salvage value per unit of capacity

X; a binary decision variable set to one if item i is included in the
knapsack,
x denotes the associated n-dimensional vector

? @£ (x - s1,)o0

Lemma 1 (See e.g. Snyder and Shen (2019), p. 664, C.37). Let y be a
scalar and ¢ a random variable,

E[max(y — ¢£,0)] = (y — E[£]) + E[max(¢ — y,0)].

We use the result in Lemma 1 to rewrite the SSKP objective function
as follows.
Let 1; £ (1,1,...,1) denote a row vector of n ones, we rewrite
——

n
maximise E[(x — sln)oa)]'x — (¢ = s)E[max(®’'x — C,0)] + sC

subject to:  x € {0,1}".

We ignore the constant term sC, let ¢ £ (x—s1,)ow, and define ¢ £ ¢—s,
thus obtaining

maximise E[¢']x — cE[max(®’'x — C,0)]

subject to: x € {0, 1}".

In what follows we shall concentrate on this latter formulation.
E[max(@’x — C,0)], which appears in the objective function, is the
so-called “first order loss function.” In the next section, we provide
relevant formal background on piecewise linearisation strategies that
can be applied to the first order loss function.

4. Formal background on piecewise linearisation of the first order
loss function

Definition 1 (First Order Loss Function). Let w be a random variable;
the first order loss function is defined as

L(y,w) 2 E[max(w — y,0)].

L(y,w) is non-linear and cannot easily be embedded in mixed-
integer linear programming (MILP) models. To overcome this issue,
we leverage two well-known inequalities from stochastic program-
ming: Jensen’s and Edmundson-Madanski’s inequalities (see Kall and
Wallace, 1994, p. 167-168), which are applicable because L(y,w) is
convex (see Snyder and Shen, 2019, Section C.3.1) in y regardless of
the distribution of w.

Let g, 2 — Ry, be the probability density function of w.'
Consider a partition of support 2 into W disjoint intervals £, ..., 2y,.
We define, for all i =1,..., W,

p; 2Pr(we Q)= / g,(0dt, Elw|Q;] 2 pi_l / tg,,(Hdt.
Q; 2
When applied to the first order loss function, the lower bound
in Birge and Louveaux (2011, Section 8.2, Theorem 1)

w
Lip(y,0) 2 Y pymax(E[]2,] - y,0) < L(y,0)

i=1

! Note that we illustrate the case of a continuous random variable w;
extension to discrete random variables is straightforward.
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is a piecewise linear function with W + 1 segments (Rossi et al., 2014,
Lemma 10); the ith segment of Ly, (y, w) is

w w
Lh @) 2 Y B El02]-y Y by Elol2]<y<EolQy] @
k=i k=i

where i =1,...,W; and the W +1 segment is x = 0, for E[w|Qy,,]1 <y <
oo. This lower bound is a direct application of Jensen’s inequality.

Edmundson-Madanski’s upper bound, £, (y,®) £ Lip(y,®) + ey, >
L(y, w), is obtained by adding a value ey, which denotes the maximum
approximation error of the Jensen’s bound; for any given W € N, ey,
can be easily obtained by checking the linearisation error at breakpoints
of the piecewise linear approximation.

This discussion assumes that a partition of the support €2 is given,
but the quality of the approximation closely depends on the structure
of this partitioning. Gavrilovi¢ (1975) and Imamoto and Tang (2008)
discussed how to obtain an optimal partitioning of the support under
a framework that minimises the maximum approximation error. In
essence, one must find parameters ensuring that approximation errors
at piecewise function breakpoints are all equal. These results can be
directly applied to compute optimal linearisation parameters for the
loss function of a standard normally distributed random variable. When
the number of partitions increase, the bound converges to the true
function, therefore the approximation error can in principle be made
as small as necessary.

5. MILP-based solution methods for the SSKP

In this section, we present our MILP reformulation and approxi-
mation framework to solve the SSKP under normally distributed item
weights.

5.1. Normally distributed item weights

When o is normally distributed, well-known standardisation tech-
niques can be leveraged to ensure we only need to use a precompiled set
of linearisation parameters for the standard normal random variable.
The standardisation approach relies on the following lemma.

Lemma 2 (See e.g. Snyder and Shen (2019), p. 664, C.31). Let ¢ be a
normal random variable with mean yu and standard deviation ¢

Lo =oL (22F4,7),
c
where Z is the standard normal random variable.

Let p,, E[Z [€;] and é,, denote optimal linearisation parameters>

that minimise the maximum approximation error with respect to L(y, Z).

Then, by combining (1) and Lemma 2, we obtain the following result.

Lemma 3. The ith segment of Ly(x,¢) is
w ( _ ) w

Lo (2 HEZIQ) - 2 ﬁk>, E[Z|Q) <y < E[Z]2,,),
k=i k=i

where i =1,...,W; the W + 1 segment is y = 0, for E[Z|Qy,] <y < .

This result, together with £, presented in Section 4, can be lever-
aged to obtain compact and yet very effective mathematical program-
ming formulations to compute upper and lower bounds for the SSKP.
In addition to being competitive with the state-of-the-art in terms of
computational time, our formulations are more convenient than those
presented in Merzifonluoglu et al. (2012) — as we do not need to
deal with a non-linear continuous relaxation that is neither convex nor
concave — and are also more general, in the sense that they extend

2 We emphasise only dependency of ¢, on W, albeit all linearisation
parameters depend on W.
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to the case of a multivariate normal distribution; they are also more
convenient than (Fortz et al., 2012), as they avoid callbacks.

Consider a vector of normally distributed random weights ¢ 2
i»---»¢,)- Let w2 (E[¢], ..., EIZ,]) be the vector of mean weights, and
6% £ (c2,...,02) be the vector of item weight variances. The SSKP can
be approximated via the following deterministic mixed-integer nonlin-
ear program, where M, V, and S are the expected knapsack mean,
variance, and standard deviation, respectively; (6) directly follows from
Lemma 3 after simplifying for o, and P represents the expected capacity
shortfall.

maximise E[@']x —cP (2)
subject to: M =x'p 3
V =x'c? ()]

s=VV )

w w
P2SZpkE[w|Qk]—(C—M)Zpk+éWS i=1..,W

k=i k=i
(6)
P>eyS @)
x € {0,1}". (8)

While piecewise linearisation has been leveraged before to embed
the first order loss function in MILP models, the modelling strategy
here introduced is different and, to the best of our knowledge, novel.
For instance, in stochastic lot sizing (see e.g. Tarim and Kingsman,
2006), one typically deals with a polynomial number of loss functions,
this makes it possible to precompute the o terms of the expression
in Lemma 3, and to use binary variables to select the relevant loss
function in a given constraint by relying on linear expressions. This
is not possible in the case of the SSKP, which features an exponential
number of loss functions that need to be considered — one for each
possible knapsack. Deviating from established modelling practices in
stochastic inventory control, we therefore model the ¢ term of Lemma
3 as a decision variable; this modelling choice leads to a non-linear and
non-convex formulation stemming from the use of ./ in (5). To revert
to a fully linear formulation, we piecewise linearise \/ (see Appendix A)
by using the IBM ILOG OPL piecewise command (Nickel et al., 2022,
p- 150). However, while linearising ,/, one must carefully select the
number of segments, and build suitable piecewise linear upper or lower
bounds. The model embeds Edmundson-Madanski’s upper bound in
(6). This means the model overestimates the first order loss function in
the objective function; and in turn this means the model underestimates
the true knapsack value. To preserve this behaviour, the model must
embed a piecewise linear upper bound for , /, so that .§ — the knapsack
weight standard deviation — is also overestimated.® Conversely, to
obtain the model under Jensen’s lower bound, which overestimates the
true knapsack value, it is sufficient to set ey, = 0 in (6), and embed
a piecewise linear lower bound for ./, so that S is underestimated.” If
both models return the same optimal knapsack, then this knapsack is
optimal for the original problem; if not, we use Monte Carlo simulation
to estimate the value of both these knapsacks and we retain the best one
x*. Finally, let U be the value of the optimal solution of Jensen’s lower
bound model, and L be that of Edmundson-Madanski’s upper bound;
we compute a conservative estimate of x* optimality gap as (U — L)/ L.

3 Note that a reformulation S? > V is not practicable as it is non-convex:
it describes the region below the parabola V = S2.

4 In this case, reformulation S? < V is convex, but under Jensen’s lower
bound, the optimiser would minimise S to zero to improve the objective,
effectively collapsing the model to an expected-value formulation that ignores
variability. Therefore piecewise linearisation of V/ and an equality constraint
(5) are both necessary to preserve the intended role of .S as standard deviation.
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5.1.1. Multivariate normal weights

Let us assume that normally distributed random weights in ¢ are
correlated with variance-covariance matrix X. The model presented
in the previous section can be modified to accommodate this setup by
replacing constraint (4) with the following quadratic inequality

V>x'Zx, 9

where x’Xx is convex (X > 0); moreover, by leveraging the law of
total expectation (Weiss, 2005), it is easy to show that the objective
function remains unchanged. In other words, the new model does not
need to consider weight realisations, and can be built solely on the
basis of unconditional means and covariances. In turn, this means
that the SKP under multivariate normal weights can be tackled in a
way that is similar to the case in which weights are independently
distributed. The resulting mixed-integer quadratically constrained pro-
gram is (2), (3), (9), (5), (6), (7), and (8). This model features convexity
and semi-definiteness and can be solved by standard mathematical
programming packages (e.g. CPLEX). Furthermore, since elements of
x are binary, the bilinear terms can be linearised by using McCormick
envelopes (McCormick, 1976), but this typically adds a quadratic num-
ber of additional binary variables and it is not a practicable modelling
path for large instances. Instead, we introduce reformulations to en-
hance model efficiency. First, let I,, denote the n x n identity matrix
and 1,, the all-ones matrix. We exploit symmetry of the variance—
covariance matrix and reformulate the quadratic inequality as follows:
V > x'(Zol,)x + x'(Zo(1, — I,))x. This decomposition halves the
number of quadratic terms in the constraint by separating diagonal and
off-diagonal contributions. Second, we impose the bound V' < 1/ 21,
which represents the maximum possible variance. Finally, we filter
entries in X that are zero or negligible (i.e. below 107, the absolute
tolerance of CPLEX).

5.1.2. Approximation accuracy

Due to the interplay between the two piecewise linearisation strate-
gies adopted to deal with the first order loss function and the
function, existing results from the literature cannot be applied to an-
alytically estimate the approximation accuracy of our mathematical
programming approach. In this section, we derive explicit conditions
on the numbers of segments W + 1 (first-order loss) and Q (square-
root) that guarantee a given absolute optimality tolerance ¢ > 0 for our
piecewise linearised model. We are not aware of any similar analysis
in the literature.

Let V.« be an upper bound for the variance of a knapsack weight.
For any Q € N let s 2 V,,,/0 and define break-points b, £ ks (k =
0,...,0). On each interval [b,_,, b, ] we consider the chord
wow) = Vb + \/l}—b Vot b)), U E by, byl.

k ~ Dk—1
Because the square-root is concave, y, is a lower piecewise-linear
bound of \/E Using the standard construction of Appendix A, shifting
it upward by 4 2 4/s/4 yields an upper bound; we summarise both
bounds as

v (v),
o) =
ot {wQ(vHA,

lower bound,
upper bound.

The resulting worst-case deviation is
) 2 max

N
VEL0.V ] \/—_WQ(U)| T4 10

Recall that ¢, denotes the maximum approximation error of a
(W +1)-segment Jensen bound of the standard normal loss. After scaling
to a normal random variable with variance V' via Lemma 2 this yields

ey = éy S, an

where S £ \/7 is the standard deviation of the aggregate knapsack
weight.
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Fix a partition with W subregions and denote standard normal
loss linearisation probability masses and conditional means by p, and
E[Z | 2] (k=1,...,W). Foreach i = 1,..., W define

w
A = ; BEIZ 1) Apy = max 4 12

Lemma 4. If W is even, then A, = Apax
then A, < A

= @(0) = 1/V/2z; if W is odd

max max-*

Proof. see Appendix B. []

Let x be an arbitrary feasible 0-1 decision vector and let Z*
denote the true objective value. Replacing the loss by the Edmundson—
Madanski upper bound increases the objective by at most cey, =
céy S. Afterwards, every occurrence of S in the objective and in
the right-hand side of constraint (6) is over-estimated by no more
than 6. Consequently the additional error introduced by the square-
root approximation does not exceed c¢ (A, + éy) 5. Hence, define
Smax = V/Vax» the absolute objective error satisfies

‘Z(x)_Z*‘ < Clp S + €Ay +ép) 5. (13)

Lemma 5 (Global e-Accuracy). Let ¢ > 0 and € > 0 be given. Choose
integers W, Q such that

¢ 3
L I
€

B < st
2¢ (Apax +éw)

where A, is defined in (12) and 8¢ in (10). Then both MILP relaxations
satisfy

14)

(15)

0<ZYW,00-2* <e, 0<Z*-Z'W,0) < ¢ 16)

and hence ZY(W,Q) — ZL-(W, Q) < 2e.

Proof. Under (14) the first term on the right-hand side of (13) does
not exceed £/2. Under (15) the second term is also bounded by /2.
Applying (13) to the optimal solutions of the two MILPs yields (16). []

We finally characterise the asymptotic growth of W and Q. For a
uniform Jensen partition one has ¢, = O(W~2) — see Appendix GC;
moreover, §, = ©(Q~!/?) by (10). Condition (14) therefore implies W =
O(e~!/?). Substituting ¢;,, = O(e) and A,,,, = O(1) into (15) shows that
0 = O(¢7?), so the required number of \/— segments grows quadratically
as the tolerance ¢ decreases. A numerical example illustrating these
results is provided in Appendix D.

6. The dynamic stochastic knapsack

In this section, we generalise the stochastic knapsack problem to
a dynamic setting. Instead of formulating the problem as a two-stage
stochastic program in which items must be selected at the beginning
of the planning horizon, we assume that items arrive sequentially —
the item number denoting its position in the sequence; when item i
arrives, we must decide if it should be included in the knapsack or
not. We assume that an item weight is revealed only after this decision
is made, but the models and the approaches here presented can be
easily modified to accommodate a situation in which the item weight
is revealed after the item arrives, but before this decision is made.
In contrast to most existing literature, we assume that item weights
are potentially correlated. Thus, w; follows the conditional probability
density function g, (0;|0,_;), where O; 2 (0),...,0,), Oy £ @, and o,
denotes the realisation of random variable ;.

We formulate this problem as a stochastic dynamic program (Bell-
man, 1957).
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State. The state is a tuple (i, C, O,_,), where i is the index of the item to
be considered, C is the residual capacity, and O,_, are realised weights
of items previously considered.

Action. The action is a binary variable x; € {0,1} denoting item i
selection.

Immediate profit. The immediate profit after selection of object i is

xE[o;] i<n
xE[@;] —cmax(xo; —C) i=n

fi(x,C,0) & {
where g; is the ith element of vector ¢ as defined in Section 3.

Functional equation. Let F;(C,0O;_;) denote the expected total profit
of an optimal policy for the selection of items i,...,n, given residual
capacity C, and realisations O;_, for previous items. Then, for i =
1,...,n

R0 2 mun [ (£5.C.0+ Fy(€=0.0))z,, 010, ).
A

where F,,; £ 0 represents the boundary condition.

6.1. A receding horizon heuristic for the DSKP

To tackle the stochastic knapsack problem in a dynamic setting
(DSKP), we leverage the MILP models discussed for the SSKP under
a receding horizon control framework (Kwon and Han, 2005). In con-
trast to rolling horizon control, in which a fixed-length time window
rolls many times over a potentially infinite planning horizon, receding
horizon control sets the length of the time window equal to the number
of remaining periods in the planning horizon. In the context of the
DSKP, receding horizon control proceeds as follows: when an item
arrives, a selection plan is obtained for all remaining items, but only
the imminent decision is implemented; re-planning is then carried out
when the next item arrives, until the end of the item sequence. We will
discuss the algorithm for the more general case in which item weights
are correlated.

We first summarise some basic results from multivariate analysis.
Let ¢ be an n-variate normal random variable with mean E¢ and
covariance matrix X. Let { £ (£, ¢,) be a partitioned multivariate
normal random n-vector, where {; £ (@;....,®,), {3 £ (@4, ... 0,),
with mean E¢ £ (E¢, E¢,) and covariance

X x
A [ 11 12] )
2 Zp

Then the conditional distribution of ¢, given {; = z; is normally
distributed with mean E¢, + 22,21’11 (z; — E¢)), and variance X,, —
%, 27! Z,, (Billingsley, 2017).

Our algorithm (see Algorithm 1) proceeds as follows: when item
k arrives, weight realisations for all previous items are available, we
therefore update weight distributions for item k and all successive items
(line 4) as discussed in the previous paragraph; then selection decisions
for items k,k+ 1, ..., n are obtained by solving one of the MILP models
for the SSKP discussed in Section 5 (line 5); the relevant decision for
item k is implemented (line 6), item k weight is observed, and knapsack
profit (line 7) and residual capacity (line 8) are updated; after the last
item decision is implemented, shortage cost is incurred (line 10).

The heuristic discussed here can be immediately applied to tackle
stochastic knapsack problems with weight forecast update following
the Martingale Model of Forecast Evolution (MMFE) (Heath and Jack-
son, 1994). The AR, MA, and ARMA processes are special cases of
the MMFE, therefore our approach can tackle all these time-series
processes.

6.2. A statistical optimality gap certificate for the receding horizon heuristic

The receding horizon (RH) heuristic of Section 6.1 yields a feasible
policy for the DSKP. As such, its expected value is a lower bound on
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Algorithm 1 Receding horizon heuristic

1: knapsack value v « 0;
2: residual capacity g < C;
3: for k < 1tondo
4 update the conditional distribution of (w,, ..., ®,) given realisa-
tions Oy_y;
solve the MILP for a SSKP over items k,...,n with residual
capacity g;
implement imminent decision x, for item k;
U< U+ @pXy;
q < g = OpXy;
: end for
10: v < v + ¢ min(g, 0);

a9

0 ® N

the optimal value of the stochastic dynamic program in Section 6. In
this section, we describe a statistical optimality gap certificate that
combines this observation with a path-wise upper bound based on
perfect information (see e.g. Birge and Louveaux, 2011); the resulting
simulation-based certification procedure is related in spirit to Monte
Carlo bounding approaches (Mak et al., 1999).

Let x; € {0,1} denote the imminent decision prescribed by the RH
policy at stage k, given residual capacity C and previously observed
weights O,_,. For a realised sample path O™ 2 (0(1’"),... ,0™), let
¢ be the realised value obtained by simulating the RH policy on
that path, namely by sequentially applying x,, updating the residual
capacity after each realised weight observation, and finally charging
the shortage penalty. Since this policy is feasible for the original DSKP,
if F(C,0,) denotes the optimal value from the initial state, then
E[£™] < F|(C, Op).

To obtain an upper bound, for the same realised sample path OEI'")
we consider the deterministic knapsack problem in which all item
weights are assumed to be known in advance. In other words, we solve
the responsive knapsack problem induced by the weight vector Ofi’"),
and let u™ denote its optimal objective value:

um A xér(l&f}" {El@) x — c max((0™)'x - C,0)}.

This is precisely the perfect-information relaxation of the problem
for sample path m, hence it is optimistic and therefore F,(C,0,) <
E[u™]. Quantity E[u™] is the expected value with perfect information
(EVwPI).
Now suppose that N sample paths are generated. We define 7y £
% SN ¢, and @y 2 % >N u™. To improve stability, the same set
of sampled paths is used to compute both 75 and iy. Let s, and s,
denote the sample standard deviations of 71, ..., #™ and u®, ..., 4™,
respectively. We then compute one-sided Student-z confidence bounds:
S¢

Licapy 20y =ty ioap—= !
1-a - N N-1,l-«a ’
VN

Uy +IN_)1—a/2——>
VN

where 7y_, 1_4, is the (1 — «/2) quantile of the Student-s distribution
with N — 1 degrees of freedom. By Bonferroni’s inequality, with con-
fidence at least 1 —a, L;_,/, is a valid lower bound for the value of
the feasible RH policy and U,_,, is a valid upper bound for the EVwPI
relaxation.

Finally, we define the absolute (4, 2 U _,/, — L|_,/»,) and relative
(4 2 U, /2 = Li_ay2)/Li_yy2) certification measures. The quantity
A, provides a conservative certification measure for the distance
between a feasible adaptive policy and a perfect-information relaxation,
while 4, reports the same information on a relative scale. This cer-
tificate is inexpensive to compute, statistically meaningful, and can be
utilised with the RH implementation discussed in this paper to obtain
certificates for larger instances that cannot be solved to optimality using
stochastic dynamic programming. Moreover, the upper bound can be
tightened by leveraging the batch-means approach discussed in Mak
et al. (1999).

A

Ui_ap2
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7. Computational study

This section presents an extensive numerical study on the computa-
tional performance and optimality gap of the proposed mathematical
programming approach. After introducing our test bed, we examine
both the static (SSKP) and dynamic (DSKP) versions of the stochastic
knapsack problem.

Numerical experiments are conducted using IBM ILOG CPLEX Op-
timisation Studio 22.11 with default settings (except where stated
otherwise) and Java on an Intel(R) Xeon(R) E-2146G CPU @ 3.50 GHz,
3504 Mhz, 6 Core(s), 12 Logical Processor(s) with 64 GB of RAM.
Monte Carlo simulations (Hammersley and Handscomb, 1964) are car-
ried out via Latin Hypercube Sampling (LHS) (McKay et al., 1979)
using Common Random Numbers (Conway, 1963) and 10° runs. Rel-
ative tolerance for all approaches is set to 10~* (equivalent to CPLEX
default), which corresponds to a percent optimality gap of 10-2. All
methods are assigned a time limit of 10 min. Code and numerical
results: https://github.com/gwr3n/skp.

7.1. Test bed generation

We follow the benchmark design from Pisinger (2005). Let R = 100
represent the so-called data range, that is the maximum value of an item
expected weight and expected revenue per unit; note that this upper
bound is comparable to that considered in Merzifonluoglu et al. (2012).
We consider the following instance types, where Unif[a, b] denotes a
uniform distribution over [a, b].

U (Uncorrelated): E[w;] ~ Unif[1, R], and E[¢;] ~ Unif[1, R], indepen-
dently.

WC (Weakly Correlated): E[w;] ~ Unif[1, R]; E[¢;] ~ Unif[U,U+2R/10],
where U £ max(E[w;] — R/10, 1).

SC (Strongly Correlated): E[w;] ~ Unif[1, R]; E[¢;] & E[w;] + R/10.

ISC (Inverse Strongly Correlated): E[¢;] ~ Unif[1, R]; E[w;] = E[lp;] +
R/10.

ASC (Almost Strongly Correlated): E[w;] ~ Unif[1, R]; E[¢;] ~ Unif[E[w;]
+ R/10 — R/500,E[w;] + R/10 + R/500].

SS (Subset Sum): E[w;] ~ Unif[1, R]; E[g;] £ E[w;].

USW (Uncorrelated with Similar Weights): E[w;] ~ Unif[R, R + 10];
E[g;] ~ Unif[1, R].

PC (Profit Ceiling): E[w;] ~ Unif[1, R]; E[g;] = d[E[w;]/d], with d = 3;
i.e. expected revenue per unit is a multiple of a given parameter d.

C (Circle): E[w;] ~ Unif[l,R]; Elp,] = d\/4R% — (Elw,] — 2R)?, with
d = 2/3; i.e. expected revenue per unit as a function of the expected
weights form an arc of an ellipsis.

We consider different problem sizes n, and to “smooth out” varia-
tions due to the choice of capacity as described in Pisinger (1999) for
each combination of R, instance type, and problem size, we generate
H = 10 instances whose capacity is defined as follows,

h

C, 2
R H 41

n
Y Elw] forh=1,. H.
i=1

Let y4; and o, be the expected value and the standard deviation of w;,
respectively. For the problem under normally distributed weights, we
consider n € {25,50,100,200,500} and two levels for the coefficient
of variation ¢, € {0.1,0.2}, where ¢, £ o,/y;. For the problem under
multivariate normal weights, we consider n € {25,50, 100} two levels
for the coefficient of variation ¢, as discussed above, and two levels
for the correlation coefficient p € {0.75,0.95}. For the problem under
generic distributions, we consider n € {25,50} gamma and lognormal
distributed weights w; with parameters such that ¢, = 5;/4;. Finally, the
shortage cost is ¢ = 10. The test bed comprises a total of 900 instances
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under normal distribution, 1080 instances under multivariate normal
distribution, and 360 instances under both gamma and lognormal dis-
tributions. Our benchmark design generalises the one adopted by Fortz
et al. (2012), which in turn is based on (Martello et al., 1999).

7.2. Static stochastic knapsack problem

In this section, we report computational results for the MILP ap-
proaches that tackle the SSKP. For brevity, we label the MILP model
from Section 5.1 as PWL. We first introduce relevant baselines from the
literature (Section 7.2.1); then we proceed and illustrate computational
results for normal (Section 7.2.2), multivariate normal (Section 7.2.3),
and generic (Section 7.2.4) item weight distributions.

7.2.1. Baselines
We consider the following four baselines from the literature.

SAA. The first baseline implements the Sample Average Approxima-
tion of Kleywegt et al. (2002) with large-deviation (LD) guided sizing.
Instead of fixing the scenario size via their crude global bound N,
(2.23) — which under our relative tolerance regime is far too con-
servative (see Kleywegt et al., 2002, p. 485) — we adaptively choose
(N) using their Proposition 2.2 under Assumption A (Section 2.2). The
two-phase implementation we adopted is outlined in Appendix E.

LC. The second baseline, is the LP/NLP algorithm discussed in Fortz
et al. (2012, Section 4.1.1) that relies on lazy (global) cuts implemented
in CPLEX. To implement this method it is necessary to disable the dual
presolve and dynamic search in line with the discussion in Fortz et al.
(2012, p. 213). While we left all other CPLEX settings to their default
values, it should be noted that a lazy (global) cuts strategy prevents
CPLEX from using multithreading and other default features. As we will
discuss later, this is clearly a major limitation of LC compared to other
approaches here considered. Finally, LC is exact and, if it does not time
out, yields an optimal solution within numerical tolerance.

KKT. The third baseline is the KKT-based heuristic discussed in Merz-
ifonluoglu et al. (2012, Section 4.2).

RNG. The fourth baseline is the shortest path-based approach of Range
et al. (2018), which we aligned to our problem setting by not enforcing
the chance-constraint in their model — this is achieved by setting
the maximum overfill to a sufficiently large value — and by only
considering the penalty function for violation of the capacity constraint.

7.2.2. Performance of PWL under normally distributed item weights

Before comparing our PWL approach against established baselines
in the literature, we investigate its computational and optimality gap®
performance. In particular, we investigate the sensitivity of runtimes
and of optimality gaps with respect to the number of first-order loss
segments utilised.

Recall PWL leverages piecewise linearisation of two functions: the
first-order loss and the \/ By leveraging Lemma 4 and Lemma 5,
we fix the square root piecewise linearisation step size (s = 0.1), so
that the component ¢ (A, + éy)8y of the absolute objective error
in (13) is negligible in the context of our test bed. The effect of the
remaining component of the absolute objective error, i.e. céy Spaxs
dominates as it depends on S,,,,, and can be reduced by increasing W
and thus reducing ey, ; this is the aspect we investigate next by varying
the number of partitions W € {25,50,100} used in the first-order
loss piecewise linearisation. For the 900 instances considered under
normally distributed item weights computational times and optimality
gaps for varying W are shown in Fig. 1 and Fig. 2, respectively.

5 Recall that, as discussed in Section 5.1, by solving Jensen’s and
Edmundson-Madanski’s variants of PWL, it is possible to directly obtain a
conservative estimate of the optimality gap for the optimal solution obtained.


https://github.com/gwr3n/skp

R. Rossi et al.

Computers and Operations Research 194 (2026) 107571

1000 A

)
@
Q
[Z]
(2]
2 400
)
(0]
S
'_
T
c
S
kS
3
g 10+
o
)

ltems

50

100
200
500

{HIHIHTH T

25 50

100

Partitions (W)

Fig. 1. Boxplot with jitter illustrating runtimes for PWL under normally distributed item weights and varying number of partitions (W); the dashed red line

represents the time limit of 10 min.
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Fig. 2. Boxplot with jitter illustrating optimality gaps for PWL under normally distributed item weights and varying number of partitions (W); the dashed red

line represents the target tolerance.

PWL scales remarkably well in the number of first-order loss segments
utilised. Moreover, in the context of our test bed, W = 100 is sufficient
to ensure most instances are solved to optimality (up to the prescribed
relative tolerance) within the given time limit. In what follows, we will
therefore adopt this W value.

PWL computational performance is stable across various instance
types in the test bed (see tables in Appendix F), with ISC instances being
slightly more difficult to solve than others; average runtime increases
from 7.04 s (25 items) to 22.0 s (500 items), and this increase is
stable for varying c,. We observed 3 timeouts in total across the 900
instances. Over 95% of the instances were solved to optimality (up to
the prescribed relative tolerance); the maximum percent optimality gap
observed was 6.8 - 1072 — only slightly higher than the target percent
relative tolerance 1072,

We next compare PWL against the four baselines (PWL, SAA, LC
and RNG) introduced in Section 7.2.1 for the 900 instances under
normally distributed item weights.® The comparison is illustrated in
Fig. 3. Recall that our SAA baseline uses an LD-driven scenario size:

® Due to a known CPLEX issue, we could not strictly enforce the time
limit. For large problems, CPLEX may exceed it since the limit applies only
during optimisation—not during model construction, presolve, root relaxation,
or heuristics. As a result, some solution times in our study surpass the set
limit. While not officially documented, this behaviour is widely discussed on
forums like IBM TechXchange, Stack Overflow, and OR Stack Exchange. Given
this limitation, we chose not to impose a time limit for KKT, allowing it to
run to completion for all instances.
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Fig. 3. Boxplot with jitter illustrating runtimes for PWL and the four baselines considered under normally distributed item weights; the dashed red line represents

the time limit of 10 min; see Appendix G for a discussion on KKT dot clustering.

Phase 0 dynamically grows N until the LD bound is met, the time
budget is exhausted, or N reaches N, In our benchmark, even
when considering only instances with 25 and 50 items, Phase 0 only
successfully selected a suitable N in 35% of cases; when it did succeed,
the median N selected was 1024; and when it failed, the median of the
last N reached was 2048, while the respective median crude global
bound Nyp was 2-107 — indeed a very conservative figure. This phase is
followed by a confidence-based replication loop whose aim is to certify
optimality of a solution. In Phase 1, only 36.9% of certified gaps crossed
the target tolerance before hitting the wall clock or the maximum
number of replications M,,,, (wall clock hits: 225, M, hits: 2), with
the average percent gap for uncertified instances stabilising at 1.74 -
107!, one order of magnitude above tolerance. Under our resource and
tolerance regime, SAA with LD-driven sizing is therefore non-viable as a
time-to-solution competitor. Likewise, RNG perform poorly even for the
smallest instances, and times out for most of the larger instances; this
is the reason why in Fig. 3 we show SAA results only for instance sizes
25 and 50, and RNG results only for instance sizes 25, 50, 100. Both
LC and KKT are very fast for small instances, but their computational
time grows exponentially as the number of items increases. Conversely,
PWL is slightly slower for small instances, but its computational time
grows at a lower rate compared to other approaches with the number
of items. For very large instances comprising 200 and 500 items, PWL
is orders of magnitude faster in our computational study.

Finally, we investigated the performance of a “warm start” ap-
proach in which a PWL model with a limited number of segments
(i.e. W = 25) is paired with LC of Fortz et al. (2012). Results are
presented in Appendix F and show that the performance of this strategy
does not substantially differ from LC. Our analysis suggests that the
performance gap observed with respect to PWL is likely caused by the
missing components of CPLEX (e.g. dynamic search, dual presolve) that
are disabled to accommodate lazy-constraint callbacks; this is further
confirmed by the fact that we observe a noticeble drop in performance
if we disable these components for PWL (see Table F.8).

7.2.3. Performance of PWL under multivariate normal distributed item
weights

Once more, before comparing our PWL approach against established
baselines in the literature, we illustrate its performance. In this section,
we limit our study to instances under multivariate normal distributed

item weights comprising up to 100 items, as for larger item sizes all
approaches time out for most instances.

An analysis similar to that carried out in the previous section (see
Appendix I) reveals that a linearisation setup W = 100 and s = 0.1 is
also appropriate in this context. We solved 1080 instances (see tables
in Appendix F). PWL presents some degree of variability linked to
instance types across the test bed: SC, ISC, ASC and USW instances
being the hardest to solve; average runtime increases from 8.2 s (25
items) to 75.1 s (100 items), and this increase is stable for varying
, and p. We observed 11 timeouts. Around 94% of the instances
were solved to optimality (up to the prescribed relative tolerance). The
average, median, and maximum percent optimality gap observed across
the whole test bed were 0.001, 0.000, and 0.068, respectively. This
demonstrates that PWL remains near optimal even when correlation
among item weights is considered and modelled via a multivariate
normal distribution.

Next, we consider the performance of PWL against the following two
baselines from the literature: SSA and the LC approach of Fortz et al.
(2012). The comparison is illustrated in Fig. 4.

Once more, SAA performed poorly even for the smallest instances.
LC is again very fast for small instances, but its computational time
grows exponentially as the number of items increases. Conversely, PWL
is slightly slower for small instances, but its computational time grows
at a lower rate compared to other approaches as the number of items
increases. For large instances comprising 100 items PWL scales better.
To the best of our knowledge, these are the first computational results
in the literature investigating the SSKP under multivariate normal
demand.

C,

7.2.4. Performance of LC under item weights following a generic distribu-
tion

We consider the LC approach of Fortz et al. (2012), which relies
on lazy (global) cuts implemented in CPLEX. In their work, despite
designing an algorithm that operates under generic distributions, the
authors limited their computational study to the special case of normal
weights, for which they generated — as we did in the previous sections
— cuts by using efficient closed form expressions for the loss func-
tion (see e.g. Snyder and Shen, 2019, Section C.3.2). In this section, we
generalised their approach and included suitable numerical integration
strategies to generate cuts for instances comprising item weights that
follow generic distributions, then we applied the approach to the 360
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Fig. 5. Runtimes for LC and the SAA baseline considered under gamma
distributed item weights; the dashed red line represents the time limit of
10 min.

instances under gamma and lognormal distributed item weights (n €
{25,50}) from our test bed (see tables in Appendix H). The loss function
is estimated via Monte Carlo simulation and Latin Hypercube Sampling
(1000 replications) using Common Random Numbers. LC performance
across the test bed varies noticeably depending on instance types,
while it is stable for varying coefficients of variation; average runtime
increases substantially with the size of an instance: from 262 s (25
items) to 450 s (50 items) for gamma item weights, and from 34.1 s
(25 items) to 271 s (50 items) for lognormal item weights. Only 55.2%
(gamma) and 82.2% (lognormal) of the instances could be solved to
optimality.

As baseline, we consider SAA; the comparison is illustrated in Fig. 5
and Fig. 6. SAA could only solve 2.5% (gamma) and 38% (lognormal)
of the instances to optimality within the given time limit.

In the next section, since we limit our study to small 25-period
instances, we adopt LC while investigating the performance of our
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Fig. 6. Runtimes for LC and the SAA baseline considered under lognormal
distributed item weights; the dashed red line represents the time limit of
10 min.

receding horizon (RH) heuristic under item weights following a generic
distribution, as this approach is exact and efficient enough for our
purposes. However, computational results presented in this section sug-
gest that a general purpose lazy constraint generation strategy paired
with Monte Carlo simulation for computing the knapsack loss is not
particularly scalable.

Unfortunately, if item weights follow generic distributions, it is not
possible to rely on a closed form expression for computing the loss
function, and one must therefore resort to numerical integration as
suggested by Fortz et al. (2012). In practice, however, if an instance
comprises item weights following a generic distribution, as the instance
size increases, the weight distribution of a knapsack will be approx-
imately normal by the Central Limit Theorem (CLT) — an argument
that was similarly presented by Range et al. (2018) to motivate their
heuristic. Because of this observation, a decision maker faced with such
an instance may then decide to approximate item weights by their
normal counterparts (e.g. via moment matching), and adopt our PWL
approach, in lieu of LC or SAA, as an approximation strategy.
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Table 2

Summary statistics for the average optimality gap (%) of the PWL normal
approximation heuristic to the SSKP under gamma and lognormal distributed
item weights.

Average Median Max 95% quantile
gamma 0.071 0.055 0.824 0.351
lognormal 0.165 0.114 1.84 0.660
Table 3

Average optimality gap (%) of the PWL normal approximation heuristic to
the SSKP under gamma and lognormal distributed item weights for different
instance types.

Instance types c,

0) WC SC IsC ASC SS Uusw PC C 01 0.2
gamma 0.05 0.00 0.11 0.31 0.02 0.38 0.08 0.26 0.04 0.06 0.09
lognormal 0.06 0.01 0.15 0.55 0.18 0.32 0.09 0.27 0.07 0.10 0.23

We carried out further experiments to investigate the effect of this
approximation on the quality of the solutions obtained. More specif-
ically, we solved instances via PWL by replacing the gamma (resp.
lognormal) distribution with its normal counterpart featuring the same
mean and standard deviation — note that PWL computational times
(reported in Fig. 5 and Fig. 6) remain those discussed in Section 7.2.2
and are orders of magnitude smaller than those achieved by LC or
SAA. Then we considered all instances in our test bed under gamma
(199 instances) and lognormal (296 instances) distributions for which
n € {25,50} and for which LC did not time out, and we compared the
simulated value of the solution obtained by PWL against the value of
the optimal solution obtained via LC — recall that LC, when it does
not time out, is exact up to chosen relative tolerance; its solution can
be therefore used as reference to derive an optimality gap. The average,
median, maximum, and 95% quantiles of the optimality gaps observed
are tabulated in Table 2.

The behaviour of the average optimality gap (%) for different
instance types is illustrated in Table 3.

While one may reasonably expect the CLT argument to apply only
to instances comprising a substantial number of items, our results
suggest instead that even for instances comprising a relatively small
number of items (n € {25,50}) approximating item weights by their
normal counterparts represents an effective approximation strategy
producing optimality gaps that generally do not exceed 0.5%; and that
our mathematical programming approach PWL therefore represents
a computationally efficient heuristic for the SSKP with item weights
following a generic distribution.

7.3. Dynamic stochastic knapsack problem

In this section, we report computational results for the RH heuristics
presented in Section 6.1 to tackle the DSKP. This heuristic operates
by iteratively solving n SSKP problems of decreasing size, therefore its
computational efficiency is linear in the efficiency of the model used to
solve each of these problems.

Since we have already extensively discussed the computational effi-
ciency of our approaches to tackle the SSKP in the previous section, in
this section we will concentrate on the optimality gaps of the RH heuris-
tic. These optimality gaps are computed against the optimal dynamic
policy obtained via stochastic dynamic programming. Since solving
these instances to optimality via stochastic dynamic programming and
estimating the performance of the RH heuristic are cumbersome tasks,
we will limit our analysis to instances comprising 25 items. For the
sake of comparison, we will also report optimality gaps of the static
policy obtained via the SSKP model presented in Section 5 when
compared against the optimal dynamic policy. The performance of the
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Fig. 7. Optimality gaps (%) for the RH heuristics presented in Section 6.1 and
the static policy obtained via the SSKP model presented in Section 5.1 under
normally distributed item weights.
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Fig. 8. Optimality gaps (%) for the RH heuristic presented in Section 6.1 and
the static policy obtained via the SSKP model presented in Section 5.1 under
multivariate normal item weights; RH-IC denotes a receding horizon heuristic

in which the underpinning SSKP model ignores correlation among items.

RH heuristic and that of the static policy are estimated via Monte Carlo
simulation.

For the 180 instances considered under normally distributed item
weights, results are summarised via a boxplot with jitter in Fig. 7. The
average optimality gap observed for the RH heuristics was 1.11%. In
comparison, the static policy obtained via the SSKP model presented in
Section 5.1 featured an average optimality gap of 3.80%.

As discussed in Section 6.1, under a receding horizon framework, if
weights follow a multivariate normal distribution, once the first k item
weights have been observed, we must update successive item weight
distributions by using the conditional distribution. Since weights are
correlated across multiple items, it is prohibitive to find the optimal
solution using stochastic dynamic programming. We therefore impose
a special structure o, = pl~/lo;0; to construct the covariance matrix.
This ensures that the computation of the conditional mean only requires
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Fig. 9. Optimality gaps (%) for the RH heuristics presented in Section 6.1 and
the static policy obtained via the LC approach under gamma distributed item
weights.
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Fig. 10. Optimality gaps (%) for the RH heuristics presented in Section 6.1
and the static policy obtained via the LC approach under lognormal distributed
item weights.

knowledge of the realised weight of the last item observed; in turn,
this reduces the size of the state space that needs to be considered by
stochastic dynamic programming. Nevertheless, even with this special
structure in place, for the 360 instances considered under multivariate
normal distributed item weights, it has been necessary to set the data
range R = 10 in order to generate instances that could be solved
via stochastic dynamic programming in reasonable time. The average
optimality gap observed for the RH heuristic was 4.49%. In comparison,
the static policy obtained via the SSKP model presented in Section 5.1
featured an average optimality gap of 13.8%. To illustrate the value
of considering correlation among item weights while determining the
optimal control policy, we also solved the test bed by using a receding
horizon heuristic in which the underpinning SSKP model ignores cor-
relation among items (RH-IC); for this heuristic the average optimality
gap observed was 6.57%. Results are summarised via a boxplot with
jitter in Fig. 8.

For the 180 instances considered under gamma and lognormal
distributed item weights, results are summarised via a boxplot with
jitter in Fig. 9 and Fig. 10. The average optimality gap observed for
the RH heuristics was 0.785% (gamma) and 0.849% (lognormal). In
comparison, the static policy obtained via the LC approach of Fortz
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et al. (2012) featured an average optimality gap of 3.83% (gamma)
and 3.84% (lognormal).

Finally, in Appendix J we contrast the optimality gaps for the re-
ceding horizon heuristic computed against the optimal policy obtained
via stochastic dynamic programming and those obtained by means of
the statistical certificates produced by the approach in Section 6.2 for
instances under normally distributed item weights; as expected, this
analysis reveals that these latter certificates are valid but typically
conservative.

8. Conclusions

We presented mathematical programming reformulation and ap-
proximation strategies to tackle the SSKP under normally distributed
item weights. In contrast to other competing approaches discussed in
the literature, our approach extends to the case in which item weights
are correlated and follow a multivariate normal distribution. We also
investigated a receding horizon control framework to tackle the DSKP,
in which items are considered sequentially, and a decision on an item
inclusion may depend on previous item weight realisations. This latter
framework can be used in conjunction with our mathematical program-
ming approximations — for (multivariate) normal item weights — or
with other existing approaches from the literature (e.g. Kleywegt et al.,
2002; Fortz et al., 2012) to tackle generic item weight distributions.

In an extensive computational study, we compared our SSKP ap-
proach against four state-of-the-art baselines from the literature on
a large benchmark comprising instances under (multivariate) normal
item weights. We demonstrated that our solution method is near-
optimal (up to a prescribed numerical tolerance) and that it is more
scalable than these state-of-the-art baselines for very large instances.

Motivated by the observation that, under generic item weight dis-
tributions, as an instance size increases the weight distribution of a
knapsack is likely to be approximately normal by the Central Limit
Theorem (Range et al., 2018), we also empirically demonstrated that
approximating generic item weight distributions with normal ones
yields near-optimal solutions with optimality gaps generally below
0.5% in our benchmark study. In turn, this means our SSKP approach,
despite being conceived for (multivariate) normal item weights, can be
deployed as a fast and effective heuristic under item weights following
a generic distribution.

Finally, we investigated the optimality gap performance of the RH
heuristics for the DSKP and found average optimality gaps of 1.1% for
normally distributed weights, 4.5% for multivariate normal distributed
weights, and around 0.8% for both gamma and lognormal distributed
weights. Under multivariate normal distributed weights the average
optimality gap of RH heuristics increases to 6.6% when correlation
among item weights is ignored, this demonstrates the importance of
considering item weight correlation.

While we have not considered the MMFE, or its underpinning time-
series processes such as AR or MA, our models can be directly applied
to these time-series processes, which are all built upon the multivariate
normal distribution. Moreover, as in Merzifonluoglu et al. (2012), it is
possible to extend our study and investigate variants of the problem in
which capacity is random or can be purchased at a given cost per unit.

Future research may further investigate the reasons underpinning
low scalability of lazy cut generation-based approaches such as LC, and
strategies for overcoming the performance gap created by the need to
disable CPLEX features to enable lazy cut generation. Additionally, one
may investigate the intrinsic strength of the formulations presented in
this work by means of LP-relaxation analysis, integrality-gap compar-
isons, and polyhedral studies. Finally, a recent study (Jooken et al.,
2022) investigated structurally hard deterministic knapsack instances
that take a long time to solve despite being small; an interesting direc-
tion of enquiry is to establish what makes a SSKP instance structurally
hard, and to contrast these characteristics with those of its deterministic
counterpart.
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Fig. A.11. Piecewise linear lower and upper bounds for \/;
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Appendix A. Piecewise linearisation of the square root function

Consider the square root function \/;; within interval [0, B], where
B is an arbitrary upper bound, we aim to build piecewise linear lower
and upper bounds for this function. We partition the interval [0, B] by
using a step size s and we build one linear segment for each step.

A piecewise linear lower bound is trivially constructed by taking
breakpoints {0, s, 2s, ..., B} and slopes {1/\/§,...,(\/Fi— \/E)/s,...},
where b; is the ith breakpoint.

To construct a piecewise linear upper bound, we must shift up
the piecewise linear lower bound by an amount x,, so that one of
the segments become tangent to the square root curve, and all other
segments are above it. To determine x,, recall that

d \/; — L,
dx 24/x

and observe that this derivative monotonically decreases as x — oo;
x is therefore equal to the maximum distance between the first linear
segment and the original function. To determine x,, we solve for x

()

and obtain x, = \/5/4, which is the amount one needs to shift up
the piecewise linear lower bound to obtain the piecewise linear upper
bound (Fig. A.11). We implemented this constraint as shown in Fig.
A.12.

Appendix B. Proof of Lemma 4
Let —o0 = z; < z; < -+ < z, = +oo be the breakpoints of partition
{Qk}l‘:‘;l, which is assumed to be contiguous and ordered on R; then,

U;I:;,-Qk = [z;_;, o). Hence, with ¢ the standard normal pdf,

A= / z9p()dz = [~e@)] .27 = 0z;).

Zi-1
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where we used ¢’(z) = —z ¢(z). Therefore

A =

max max (P(Zi—l ),

max A; =
W i=l...W

i=l,.
SO Ap. is attained at the breakpoint z;_; that is closest to 0, because
@ is symmetric, strictly decreasing on [0, o0), and maximised at 0.

If W is even and the partition is symmetric about 0 (as in the
standard Jensen partitions used for the standard normal), then O is itself
a breakpoint, so
A = o(0) = —— ~ 0.398042.
2r

If W is odd under a symmetric partition, then the two breakpoints
closest to O are at +ty, with 7, > 0, hence

Amax = ¢(y) < 9(0),

but for the equal-probability (Jensen) partition one has 1, = &~'()
with W =2m+ 1, so ty, — 0as W - 0, giving A, 1T ®(0).
This proves the claim. []

Appendix C. Convergence of piecewise linear bounds for the first
order loss function

Let L£(y,w) be the first order loss of a standard normal random
variable w and let £y, (y, w) be its Jensen lower approximation obtained
from W partitions. Define the pointwise error

e (y) £ Ly, w) - Lpp(y, o).
We show that

supey () = O(W?)
yeR

as W — oo. (C.1)
Since w ~ N(0, 1), L(y, w) is twice continuously differentiable with
L") = @(y), where @(y) = \/Lye‘yz/2 is the standard normal density.

v/
Hence 0 < £"(y) < 1/v/2x for all y € R.
Let @ and @~! denote the standard normal cdf and quantile func-
tion. Partition the real line into W intervals of equal probability

Qi =lz_.zl z=0"i/W), i=0,..,W.

For each interval set y; = E[lw | £;] and 4; = u;,; — u;. Consider
an arbitrary value # with 0 < 5 < % Because @~! is continuously
differentiable on [#, 1 — n] with bounded derivative

d 1 1
0<—@7 (p) = < ,

dp P@71(p) ~ @@ (m)
there exists C, > 0 such that |z, — z| < C,/W whenever i/W €

[n,1 —7n]. Since y; € [z;_;, z;], the same bound holds for the spacing of
conditional means:

A2 max 4 = oW,

0<i<W -1
Note that the o(1/W) behaviour in the two tails p <y or p > 1—17is
immaterial for the global rate.
Fix y € [u;, pi;1]. By Taylor’s theorem there exists & € [y;, ;] such
that

Ly, w) = Ly, o) + % £ (= u)* +o((y — up)?).

Using £"(¢) = @(&) < l/\/ﬂ and |y — y;| < A we obtain ey, (y) <
@20~ 42,

Since 4 = O(W 1), the right-hand side is O(W ~2), and (C.1) follows.
Appendix D. Numerical example of Section 5.1.2

We consider the following SSKP instance: item weights are normally
distributed with means p’ and standard deviations ¢’ = ¢, ¢/, where ¢,
is a constant coefficient of variation; expected item values (E[¢’]) and
mean item weights are shown in Table D.4; finally, ¢ = 10; and C = 100.
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dvar float+ V;
dvar float+ S;

// knapsack weight variance

// knapsack weight standard deviation
float+ s = ...; // linearisation step

float+ x0 = // value of the function at 0

range breakpoints = 1..Q/s;
float slopes[i in breakpoints] =

(sqrt(i*s) - sqrt((i-1)*s))/s;
= piecewise(b in breakpoints){slopes[b] -> bx*s; 0}(0, x0)(V);

Fig. A.12. Piecewise linear upper bound of function sqrt in IBM ILOG OPL, where Q =1/ 6%, or Q= 1/ %1, in the multivariate normal case.

Table D.4 Table F.6
Expected item values and mean item weights for the test instance. Average solution time (s) of PWL for normally distributed item weights.
Item i 1 2 3 4 5 6 7 8 9 10 n 25 50 100 200 500
Elg;] 111 111 21 117 123 34 121 112 12 U 2.74 3.79 5.42 6.06 9.36
Ui 44 42 73 15 71 12 13 14 23 15 WwC 5.16 7.57 9.53 14.4 17.5
] SC 6.34 18.0 35.4 35.4 26.5
E: 1SC 8.53 11.2 19.2 108 24.4
Table D.5 S ASC 7.46 17.0 22.6 25.1 25.8
Table showing values of W, Q, and gap for combinations of ¢, and &, where § Ss 11.2 14.6 21.0 25.9 24.0
gap is defined as ZU(W, 0) - ZL(W, 0). E Usw 5.53 7.71 11.9 16.2 29.2
. PC 11.0 13.2 16.8 19.8 20.7
v C 5.29 10.6 14.9 20.0 20.5
o1 0-2 0.3 . 0.1 7.43 12.3 16.8 25.5 20.7
w0 gap w Qo gap w Qo gap < 0.2 6.65 10.7 18.1 34.7 23.2
10 5 8 5.08 7 27 587 8 56 6.81 7.04 11.5 17.4 30.1 22.0
e 1 14 620 0.48 19 2500 0.44 23 5607 0.67
0.1 41 62023 0.04 61 247859 0.07 90 557209 0.06
Table F.7

In Table D.5 we report values of W and Q for varying ¢, € {0.1,0.2,0.3}
and € € {10,1,0.1}. Both W and Q grow in line with the asymptotic
analysis presented.

Appendix E. SAA implementation

In this section, we assume the reader is familiar with the discussion
and notation in Kleywegt et al. (2002). Let .S C {0,1}" be the full
decision space of candidate solutions (knapsack selections). With N de-
noting the number of scenarios per SAA replication, we seek to include
the SAA §-optimal set Si] in the true ¢-optimal set ¢ with confidence
1 —a. By Kleywegt et al.’s (2.16), this is ensured if |.§ \ $¢| e~ N7 < q,
where y(5,¢) is the (worst-case) LD rate for misclassification errors.
Since S¢ is unknown, we use the standard bound |S \ S¢| < |S| < 27,
which yields the sufficient condition N > 5; log @, cf. (2.22).
We approximate the LD rate by the quadratlc 'bound (2 20) and use
(G 5) , where 67, c.f. (2.21), is the
largest sample variance — across aﬂnstored replications and candidate
solutions compared to the current incumbent £ — of the per-scenario
difference in objective value computed within each replication’s sce-
nario set. Whenever the incumbent changes, 62 is recomputed against
all stored replications. At each N, we solve rephcations until we obtain
at least one nonzero difference-variance to estimate 62_ . We start from
N, = 64, double N until the LD condition is met, a wall-clock limit T};,,
is hit, or N reaches a cap N, determined as the value of N for which
solving one SAA replication takes longer than Tj;, /33 — the rationale
for the denominator is that we need enough time to run “warm-up”
replications during the certification phase. When increasing or capping
N, we reset and discard prior replications to recompute 6 max at the
new N. Once N is selected, we run SAA replications as follows: we
first collect 32 “warm-up” replications to stabilise the gap estimates,
then add replications one by one until the solution is certified, the
time limit is reached, or we hit M = 1000 replications. We set § = 0,

= 0.05, and ¢ = 10™*. Certification is based on the first CLT-based
optimality gap estimator gy (%) — L_J]A\;I of Kleywegt et al. (2002, Section
3.3). Each incumbent is evaluated out-of-sample with N’ = 10° Monte
Carlo draws; the reported SAA runtime includes all SAA solves plus this
out-of-sample evaluation.

the plug-in estimator 7(5,¢) =

14

Average solution time (s) of PWL for multivariate normal dis-
tributed item weights.

25 50 100
U 2.21 5.00 11.5

we 3.87 5.79 11.6

8 sc 8.15 18.4 134
S ISC 9.41 19.0 138
3 ASC 10.5 25.8 123
g ss 14.1 32,6 46.7
£ Usw 8.35 37.3 137
PC 10.2 20.5 25.9

C 6.79 14.1 46.2

] 0.1 7.43 16.9 59.3

o 0.2 8.96 22.7 91.0
0.75 7.50 13.1 64.4

S 0.95 8.90 26.5 85.9
8.20 19.8 75.1

Appendix F. Performance of PWL

Normally distributed item weights. A pivot table reporting average solu-
tion times for different instance sizes, instance types, and coefficients
of variation considered is presented in Table F.6. In Table F.8 we illus-
trate average solution times when multithreading, dual presolve, and
dynamic search are disabled. In Table F.9 we contrast the performance
of LC and LC with warm start.

Multivariate normal distributed item weights. A pivot table reporting
average solution times for different instance sizes, instance types, coef-
ficients of variation, and correlation coefficients is presented in Table
F.7.

Appendix G. Performance of KKT

In Fig. 3, KKT results appear to cluster around certain runtimes. We
further investigate this matter in Fig. G.13. KKT runtimes are almost
entirely determined by the instance “type” considered (U, WC, SC,
ISC, ASC, SS, USW, PC, C) and by the number of items; when these
two factors are fixed, runtime variability is minimal among instances.



R. Rossi et al.

Computers and Operations Research 194 (2026) 107571

- . ta th
10000 000 ms - J
—_— . - .o
@ 1000000 ms - e
(8]
w
(2]
o
"
& s
g =
< 100000 ms- =
E ’
| =
k=]
2 ‘ - >
S i E3
&« 10 000 ms -
o
S
w
T
1000 ms -
U we sc 1SC

e ] =]
- - -
o
ltems
s o .
=
Ed 100
» E3 200
< - - ES 500
[%5]
* x
-
[
]
ASC ss Usw PC c
Instance

Fig. G.13. Runtimes for KKT by instance type and item number; the dashed red line represents the time limit of 10 min.

Table F.8

Average solution time (s) of PWL for normally
distributed item weights when multithreading,
dual presolve, and dynamic search are disabled.

n 25 50
. U 11.1 105
% wC 15.7 136
" e 64.6 439
g I1SC 220 439
2 ASC 94.2 472
- SS 84.1 416
Usw 160 392
PC 64.4 327
[¢ 22.0 240
) 0.1 18.5 197
© 0.2 145 462
81.9 330

Table F.9
Average solution time (s) for LC and LC with warm start (WS) using 25
piecewise linearisation segments under normally distributed item weights.

n 25 50 100 200 500
Method LC Ws LC wWs LC Ws LC Ws LC WS
0] 0.10 0.46 0.41 0.53 5.84 357 149 70.8 600 600
wC 0.02 051 0.28 1.14 5.04 8.84 104 138 600 600
g SC 0.04 0.75 1.14 995 281 163 372 452 600 600
& 1sc 0.08 0.70 0.97 238 429 168 437 371 600 600
§ ASC 0.04 151 0.69 7.43 176 949 263 315 600 600
g ss 0.06 1.07 0.72 299 175 182 285 241 600 600
£ usw 0.02 055 029 097 794 879 155 86.3 600 600
PC 0.04 1.73 0.66 1.82 108 108 181 135 600 600
C 0.04 0.62 0.51 6.03 498 193 110 170 600 600
01 0.06 1.00 0.69 5.07 199 421 225 226 600 600
0.2 0.04 0.76 057 232 11.4 682 231 214 600 600

Moreover, SS instances — and to a certain extent USW instances —
appear to be easier than others for KKT; conversely, all remaining
instance types are equally difficult.

15

Note that this is not an artefact of our benchmark; it is a direct
consequence of how the KKT-based heuristic enumerates its candi-
date service-level breakpoints z and thresholds. Following notation
from Merzifonluoglu et al. (2012, Sections 3.2 and 3.3), for a fixed item
count » and instance “type,” the algorithm ends up generating (almost)
a fixed number of z-values and threshold positions, so the total amount
of work is nearly constant — hence the tight runtime clusters. Two
types stand out. SS (subset-sum) is especially fast because all pairwise
equalities p;(z) = p (2) collapse to the same z, so |Z| is O(1) rather
than @(n*). USW (uncorrelated with similar weights) is also faster
because many pairwise candidates are discarded — near-degenerate
denominators or ratios outside (0, 1) — so |Z| is small. Everything else
produces many valid, distinct z(i, j), so |Z| = O(n?). Since the code
generates ~ n candidates per z, runtime scales like O(n - |Z|) ~ O(n%)
with a type-dependent constant, giving those horizontal clusters per n
/ type.

Appendix H. Performance of LC

Item weights following a generic distribution. Pivot tables reporting aver-
age solution times for different instance sizes, instance types, and co-
efficients of variation considered are presented in Table H.10 (gamma
distributed item weights) and Table H.11 (lognormal distributed item
weights).

Appendix I. Computational time and optimality gap analysis for
PWL under multivariate normal distributed item weights

For the 1080 instances considered under normally distributed item
weights computational times and optimality gaps for varying W are
shown in Fig. .14 and Fig. 1.15, respectively.

Appendix J. Statistical certificates

For the 180 instances considered under normally distributed item
weights, in Fig. J.16 we illustrate by means of boxplots with jitter
optimality gaps for the receding horizon (RH) heuristics presented in
Section 6.1 computed against the optimal policy obtained via stochas-
tic dynamic programming (RH) and those obtained by means of the
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Fig. 1.14. Boxplot with jitter illustrating runtimes for PWL under multivariate normal distributed item weights and varying number of partitions (W); the dashed
red line represents the time limit of 10 min.
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distributed item weights.

Table H.10
Average solution time (s) of LC for gamma dis-
tributed item weights.

n 25 50
U 29.9 234
we 32.5 212
9 sC 279 586
8 ISC 428 583
3 ASC 298 601
§ ss 594 600
£ USW 50.3 193
PC 552 600
C 94.9 444
i 0.1 247 436
e 0.2 276 465
262 450

Table H.11

Average solution time (s) of LC for lognormal
distributed item weights.

n 25 50
U 2.00 9.48

we 3.03 10
8 sc 12.2 376
S ISC 51.2 415
8 ASC 30.2 417
8 ss 141 585
£ usw 5.67 12.0
PC 53.3 536
C 7.26 83.3
. 0.1 27.5 245
S 0.2 40.6 297
34.1 271

statistical certificates produced by the approach in Section 6.2 (RH
STAT).

Data availability

Research Link Provided

Stochastic Knapsack Problem (Original data) (GitHub)
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