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Abstract

Abstract
The exponential growth of traffic from cloud services, Artificial Intelligence (AI)
workloads, and latency-sensitive edge applications (such as those running close
to end-users or devices) is placing unprecedented demands on the underpinning
telecommunications infrastructure. Supporting such use cases requires networks
that not only can provide for high-capacity, but are also dynamic, resilient, and
more efficient. Yet, despite progress, development and research in disaggregation
and open networking, today’s infrastructure remains highly fragmented, with
separate hardware platforms and control systems for different network domains
— access, metro and core — leading to operational silos, complicated end-to-end
orchestration, duplicated functions, and underused capabilities.

To answer these challenges, this thesis introduces the packetponder concept: it
relies on a fully open and programmable whitebox switch capable of accom-
modating a wide range of modular, common-form-factor pluggable transceivers.
While traditionally designed to support electronic switching functions, the packet-
ponder’s open software stack and programmable hardware enable not only layer
1 and layer 2 convergence, but also position it as a strong candidate for broader
applications spanning access, metro, and core networks, while enabling unified
management across network layers. Indeed, by consolidating packet and opti-
cal functions into a single node, the packetponder reduces the need for multiple
dedicated devices such as Optical Line Terminals (OLTs), transponders, and aggre-
gation switches. This consolidation not only simplifies network architectures but
also lowers operational complexity and, in turn, energy consumption. Moreover,
by exposing all functions to a centralised controller through open and standard-
ised APIs, the packetponder allows end-to-end visibility and control, enabling
more flexible, resilient, and vendor-agnostic networks.

As a proof of concept, this thesis demonstrates, for the first time, the feasibility
of the packetponder across multiple network domains. In the metro/core do-
main, it bridges the gap between packet and optical layers, a convergence that
gained industry traction during the course of this PhD with the rise of coherent
pluggable transceivers. However, managing such a device remains challenging,
as operational responsibility are traditionally split between packet and optical
teams. With a packetponder, the thesis proposes one approach based on common,
standardised APIs and open-source software, to enable vendor-independent inte-
gration. Specifically, an open-source Network Operating System (NOS) originally
designed for packet switching was extended to support the optical-layer control,
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including dynamic configuration of tunable and coherent pluggable transceivers.
This enhancement provides a foundation for multi-domain, multi-vendor inter-
operability. Consequently, the control plane was re-designed to reflect the packet-
ponder’s hybrid role: an advanced Routing and Wavelength Assignment (RWA)
algorithm was developed and embedded in an SDN controller, leveraging the
wavelength tunability of packetponder nodes to improve resource utilisation and
fault recovery. Simulations over realistic topologies demonstrated the ability to
identify and configure additional lightpaths in failure scenarios, even after con-
ventional recovery strategies were applied. Finally, the feasibility of extending
the packetponder to the network edge was experimentally validated, integrat-
ing mixed access-domain traffic via standard form-factor pluggables and open
software interfaces where possible, and successfully transmitting an aggregated
high-capacity signal of 99.56 Gbits/s over metro-scale distances. By co-locating
packet switching with 3R optical-electrical-optical wavelength conversion, the
packetponder introduces a new architectural paradigm with significant implica-
tions for the evolution of TELCO networks.

Through these contributions, this thesis shows that the packetponder is a strong
candidate to enable true node consolidation and end-to-end simplification of
fragmented infrastructures, delivering vendor-agnostic flexibility under a unified
SDN control framework. As data growth accelerates with AI and other emerg-
ing applications, such convergence is not just desirable but essential to ensure
networks remain scalable, efficient, and resilient in the years ahead.
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Chapter 1

Introduction

In this chapter, the motivation for the research is introduced, presenting the key re-
search question of how Software-Defined Networking (SDN) paradigm could address
network complexity challenges while offering potential energy savings.

1.1 Motivation
1.1.1 The growing need for flexibility
Subsea cables are the invisible backbone of the global economy, carrying around
99% of all intercontinental Internet traffic. While satellite communication often
captures the public imagination, it represents only a very small fraction of the
world’s data transmission. These vast networks of fibre optic cables, stretching
across oceans, enable everything from financial transactions and cloud services
to video streaming and global business operations. Without them, modern life
as we know it — instant communication, seamless trade, and global connectivity
— would simply not exist.

However, their indispensability also makes them highly vulnerable to both ac-
cidental damage and deliberate attacks. One such incident occurred in Jan-
uary 2022, when the single undersea cable connecting Tonga to the rest of the
world was severed following a massive volcanic eruption. The island nation
was abruptly plunged into digital isolation for weeks, with serious humanitarian
consequences. At the same time, satellite services were disrupted by the vol-
canic plume, leaving citizens unable to call for help, access weather forecasts,
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or receive tsunami warnings. Emergency services such as hospitals and fire de-
partments were unreachable, highlighting the extreme vulnerability of isolated
regions dependent on limited communication infrastructure.

Another striking example occurred in late 2024, when a critical Baltic subsea
communication cable was severed, leaving thousands without Internet for several
days and causing two months of limited connectivity in affected regions [1].
Whether caused by an accident, such as an anchor dragging across the seabed,
or a more covert act of sabotage, the consequences were severe. This incident
highlighted how fragile these connections are, unforeseeable weather events are,
and how geopolitical tensions have the potential to disrupt entire economies,
financial markets, and national security operations.

As the primary arteries of the Internet, subsea cables represent a major point of
failure and expose a critical vulnerability in global communications, emphasising
the urgent need for greater network flexibility. If not carefully designed with
flexibility, resilience and redundancy, their destruction could disable global con-
nectivity. This is especially critical today, as we rely on low-latency applications
such as remote surgery, autonomous vehicles, and real-time financial trading,
which cannot tolerate network outages. A lack of connectivity, even for a few sec-
onds, could mean catastrophic failures in these time-sensitive applications. These
cables carry enormous amounts of data, and when one is damaged, rerouting
traffic is not always straightforward due to limited available capacity on alterna-
tive paths. In a traditional static provisioning, which means only pre-configured
backup paths can be used, only little room is left for dynamic adjustments based
on real-time network conditions. More adaptive solutions (i.e. highly flexible
network devices and intelligent management systems) need to be found, that
could enable a more efficient, on-demand reallocation of bandwidth, ensuring
that priority traffic is preserved while making the best use of available resources.

The issue is not limited to subsea networks; terrestrial infrastructure faces similar
challenges. Data centres and backbone networks must be capable of handling
sudden shifts in traffic loads without excessive delays or over-provisioning. A
flexible, software-driven approach is needed in the network to dynamically redis-
tribute bandwidth, reconfigure optical links, and adjust network policies based
on real-time demands, which is what this thesis will investigate.
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1.1.2 The rise of power consumption
At the same time, the rapid rise of Artificial Intelligence (AI) applications has
led to the emergence of hyperscale data centres, which are notably power-
demanding. For instance, a ChatGPT search consumes ten times the electrical
energy of a standard Google search [2]. Locally, some power grids are already
on the verge of saturation. In Ireland, for example, the proliferation of data cen-
tres has significantly impacted national energy consumption: they collectively
consumed 11% of the national electricity supply in 2020, compared to 22% for
all urban domestic dwellings and 12% for rural domestic dwellings [3]. By 2023,
this picture had changed significantly: data centres consumed 21% of the na-
tional electricity supply, nearly double their share from three years earlier. This
was more than the consumption of all urban domestic dwellings (18%) and and
twice the consumption of all rural domestic dwellings (10%) within the state
[4]. It is anticipated that electricity consumption will increase to approach 30%
of the Irish power grid by 2030.

This surge challenges the nation’s commitment to renewable energy, as the sud-
den and substantial demand may necessitate reverting to fossil fuel-based power
sources to bridge the gap [5]. Without strategic interventions, the increasing
energy requirements of AI and data centres could lead to increased carbon emis-
sions, affecting global sustainability efforts and preventing the European Union
from meeting its climate neutrality targets under the European Green Deal [6],
which is achieving climate neutrality by 2050. Implementing energy-efficient
and flexible network solutions is therefore crucial to balance technological ad-
vancement with environmental responsibility.

Hyperscaler cloud providers and telecommunications network operators (TEL-
COs) recognise this challenge, making the reduction of energy consumption
across compute, storage, and network resources a target commitment in their
sustainability efforts [7]. Hyperscalers concentrate resources regionally into few,
massive data centres — often exceeding 10,000 square meters in area — of com-
mon modular design [8] scattered across their global infrastructure [9]. Their
respective energy usage is appreciable: Amazon web services (AWS) consumed
24TWh of electricity in 2020 while Google consumed 15.4TWh in 2021 [10].
Nevertheless, they continue to work towards improving energy efficiency, which
is commonly expressed by the power usage effectiveness (PUE) metric [11]. Tele-
com operators also consume substantial amounts of energy: AT&T (17.1 TWh),
Telefónica (6.1 TWh), Vodafone (5.8 TWh), and BT (3.3 TWh) [10]; primarily
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driven by the demands of their mobile and fixed networks. To face this challenge,
hyperscalers and TELCOs have committed to migrate to renewable, low-carbon
energy built atop technical innovations that promote power efficiencies [7]. At
BT, one approach involves dynamically switching interfaces, ASICs, processors,
or transmission links on and off based on traffic demand [12], which allows
networks to scale down power usage during periods of low utilisation. Other
options range from simple-to-implement routing policy changes that re-direct
traffic to traverse lower-carbon routes [13], to opportunities to rationalise and
consolidate functions within fewer hardware devices by harnessing Moore’s Law.
This thesis investigates this approach to consolidation.

1.1.3 Software-Defined Networking for convergence, simplifi-
cation and increase in energy efficiency

One promising technology to succeed the consolidation and thus simplification in
today’s networks is the use of the Software-Defined Networking (SDN) paradigm.
By enabling the decoupling of functions from closed, proprietary systems through
open hardware/software interfaces and Application Programming Interfaces
(APIs), SDN has the potential to be transformative. Organisations such as the
Open Compute Project (OCP) [14], Open Networking Foundation (ONF) [15]
and Telecom Infra Project (TIP) [16] are actively developing open specifications
that provide alternatives to proprietary blackboxes, so called whiteboxes. Such
whiteboxes provide opportunities for technology substitution, elimination and
consolidation that can drive profound changes. This shift toward open, pro-
grammable networks benefits both TELCOs and hyperscalers by simplifying the
infrastructure layer and enabling automated provisioning of network elements
and service functions they support.

SDN has beenwidely adopted across various network domains and layers, demon-
strating its effectiveness in packet, wireless, and, more recently, optical networks.
It has driven innovation, eliminated vendor lock-in, and can provide operators
with greater control. While SDN was not originally designed for energy effi-
ciency, extending its scope to unify network domains and streamline operations
could potentially enhance flexibility, lower costs, and significantly reduce power
consumption.

But for that, achieving a simpler and more adaptable network requires a con-
verged network layer architecture with a multi-domain control plane. At the
hardware level, this means deploying an open and disaggregated platform that
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would support diverse pluggable transceivers, facilitating both packet-optical
convergence, and the integration of access and metro networks into a unified,
programmable system. On the software side, a multi-domain control plane is es-
sential, providing a centralised, SDN-based framework that seamlessly manages
all network layers and domains. By adopting an open architecture, interoperabil-
ity between vendors is ensured, allowing operators to break free from vendor
lock-in while optimising network flexibility, scalability, and efficiency for example
through multi-source agreements.

To align with this vision, this thesis introduces the packetponder, an open and
programmable platform designed to fit this converged architecture. Rather than
being tied to specific hardware or software, the packetponder embraces standard-
ised, common-form-factor pluggables and open APIs. This fosters innovation at
both the hardware and software levels, enabling operators to mix and match
solutions from different vendors while maintaining a highly adaptable and future-
proof network infrastructure.

1.2 Challenges
Networks evolved from very simple point-to-point transmission to complex mesh
networks supporting different services and technology. As demand for connec-
tivity grew, networks expanded by adding more hardware, leading to increased
complexity and power consumption. Each new device required additional space,
power, and cooling, making large-scale networks expensive to operate. Man-
aging this infrastructure became challenging, as any configuration change or
troubleshooting required coordination across multiple teams with different ex-
pertise. This is because each network domain — access, metro, and core — has
historically been developed independently, leading to whitebox hardware and
software solutions that were specifically tailored to function only within their
respective domains. As a result, there has been no unified platform capable of
supporting applications and services across multiple network domains in an open
and seamless manner, and still today, telecommunications are deployed over a
heterogeneous infrastructure in terms of domains, technologies, and manage-
ment platforms, making the implementation of a multi-layer, multi-domain, and
centralised controller solution challenging.

As will be mentioned in Chapter 3, the metro and core domains have received
significant attention in recent years for merging the packet and optical layers.
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Figure 1.1: Traditional network architecture with transponders as packet and
optical layer separator.

Fig. 1.1 represents the traditional network architecture with the use of transpon-
ders but coherent pluggable transceivers are emerging as energy-efficient alterna-
tives to traditional transponders and a promising solution to simplify metro/core
networks. A coherent pluggable transceiver is a compact optical module that
uses coherent detection and advanced digital signal processing to transmit and
receive high-capacity data over long distances, and can be inserted into standard
switch or router ports.

This evolution occurred in parallel with the exponential growth of Ethernet traffic,
driven largely by AI and enabled by those advances in pluggable optics. How-
ever, integrating these transceivers into switches and routers presents challenges,
particularly on the software side for their management. While both academia
and industry are actively working on solutions, a fully open and comprehensive
approach that seamlessly integrates tunable and coherent pluggables is still not
quite there yet. The 400ZR transceivers [17], as an example, began to gain
traction at the beginning of my PhD research and have since become critical
components in modern network architecture, highlighting both the relevance
and the timely nature of this thesis work.

On the access/aggregation side, explored in Chapter 5, pluggable technologies
such as MicroPlug Optical Line Terminals (OLTs) and XR optics are gaining trac-
tion, offering infrastructure simplification, cost reduction, and power savings. Yet,
similar challenges persist in managing these pluggables within generic switches
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and routers.

Despite these advancements, a truly unified hardware platform with an open
software stack, capable of seamlessly supporting and managing all these tech-
nologies across network domains, has yet to emerge.

Additionally, domain convergence also requires organisational alignment, as it
brings together separate teams in charge of managing different network layers.
For example, as depicted in Fig. 1.1, the optical controller and the packet con-
troller are separate entities, each managed independently by different teams.
These teams traditionally rely on distinct protocols, APIs, and software solutions,
making the adoption of a unified control framework a significant challenge. Cur-
rent architectures lack the centralised intelligence needed to optimise resources
and provide end-to-end visibility across domains and layers, highlighting the
importance of continued research and development in this space. A converged
solution would necessitate consensus on standardised control mechanisms, defi-
ning who has write or read-only permissions over various devices. Considerable
work is being undertaken in this area, with academia and industry collectively
collaborating to develop standardised and interoperable approaches.

1.3 Thesis statement
This thesis proposes the packetponder as a novel approach to overcome the oper-
ational and architectural fragmentation that has historically separated network
layers. While inherently more energy-efficient than traditional architectures,
its main contribution lies in consolidating diverse functions into an open, pro-
grammable, and disaggregated platform. The packetponder enables architectural
simplification and unifies management control across domains, supporting the
convergence of packet and optical layers.

1.4 Contribution
The proposed packetponder architecture directly addresses key challenges in mod-
ern telecommunications networks as depicted in section 1.1. By consolidating
packet and optical functions into a single programmable node, this approach
reduces the number of physical devices and inter-domain interactions, which can
contribute to lower end-to-end latency. The consolidation of multiple network
elements, such as transponders, aggregation switches, and access equipment,
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combined with improved utilisation of shared hardware resources, also supports
enhanced energy efficiency, partially illustrated through the analysis presented
in Chapter 5. Furthermore, the use of an SDN-based unified control across layers,
together with open hardware, open-source software, and standardised APIs, en-
ables more flexible and vendor-agnostic network operation, which provides the
foundations for fast and adaptive reconfiguration in response to failures, as ex-
plored in Chapter 4. Finally, the proposed approach is compatible with ongoing
advances in coherent pluggable technologies as demonstrated in Chapter 3, and
can scale with increasing interface capacities (e.g., 400 Gbit/s, 800 Gbit/s, and
beyond), making it applicable to future high-capacity network infrastructures.

Specifically, this thesis addresses key challenges in multi-layer, multi-domain
convergence, highlighted in section 1.2, and the main technical contributions
are as follows:

• Enhancement of an open-source Network Operating System (NOS): To
address the challenge of managing coherent and tunable pluggable trans-
ceivers in a unified, open, and vendor-agnostic manner, this thesis enhances
an existing open-source NOS that was originally designed for packet-based
applications. The extended NOS introduces support for optical-layer pa-
rameters, including the dynamic configuration of frequency settings for
tunable and coherent pluggables, directly from the same control environ-
ment used for packet switching. By embedding optical management into
the packet NOS, the work facilitates a truly disaggregated and open ap-
proach to control packet-optical devices, streamlining deployments, reduc-
ing operational complexity, and paving the way for more energy-efficient
and flexible metro/core architectures.

[JR1] J. Raulin et al., "A programmable Ethernet transport Packetponder
using common compact form factor pluggable tunable transceivers to sup-
port novel DWDM architectures," 2023 Optical Fiber Communications Con-
ference and Exhibition (OFC), San Diego, CA, USA, 2023, pp. 1-3, doi:
10.1364/OFC.2023.Tu3D.6.

• Remote control of tunable/coherent pluggable transceivers: This thesis
demonstrates the ability to remotely configure and reconfigure the fre-
quency of tunable and coherent transceivers using an open-source SDN
controller and standardised protocols such as gNMI. The experimental
results show a reconfiguration time of a few seconds for three different
transceivers’ type in a ROADM-based network. This integration into the
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SDN controller removes the historical separation between packet and op-
tical management systems, allowing coherent/tunable pluggables to be
managed as seamlessly as traditional Ethernet interfaces. The novelty lies
in bridging the operational gap between Layer 2/3 switch/router environ-
ments and the optical transport layer without requiring proprietary vendor
software, thereby enabling a unified control plane for metro and core net-
works.

[JR2] J. Raulin et al., "Packetponder with open-source management sys-
tem for future packet-optical networks", 2023 Optica Advanced Photonics
Congress (APC), doi: 10.1364/NETWORKS.2023.NeM3B.3.

• Development of an advanced Routing and Wavelength Assignment
(RWA) algorithm within an SDN controller: To address the architec-
tural challenge of domain convergence where packet and optical teams
operate with separate controllers, protocols, and operational practices, this
thesis develops an advanced RWA algorithm implemented within an SDN
controller. Unlike traditional approaches, which often overlook the full po-
tential of converged packet-optical nodes, the proposed solution explicitly
leverages the wavelength tunability of the packetponder to enable dynamic
reconfiguration of optical resources, and hence improve network flexibility
and resilience. Simulations on realistic topologies, emulated in mininet-
optical, demonstrate that the controller can rapidly reconfigure lightpaths
in response to faults, thereby reducing service disruption and improving
resource utilisation. This work showcases how a centralised, open, and
programmable framework can extract greater operational value from con-
verged network nodes.

• Experimental validation of the packetponder at the network edge: To
address the lack of a truly unified, open, and domain-spanning hardware
platform, this thesis presents the experimental validation of the packet-
ponder at the network edge. The demonstration evaluates the feasibility
of using the same open, disaggregated platform for edge aggregation, inte-
grating mixed traffic from the access domain through standard form-factor
pluggables under an open software and API framework wherever possible.
While certain components employed in the proof-of-concept are not yet
fully open, the architecture is designed with the ultimate goal of achieving
complete openness and centralised control. The system successfully aggre-
gated and transmitted a 99.56 Gbit/s signal over 80 km of single-mode
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fibre, validating the performance of the approach. By extending the packet-
ponder concept beyond metro and core into the access/aggregation layers,
this work demonstrates a concrete step towards an open, programmable,
and truly end-to-end converged network architecture.

[JR3] J. Raulin et al., "Single Open Programmable Packetponder Element for
Access/Metro Aggregation and Network Consolidation," 2024 International
Conference on Optical Network Design and Modeling (ONDM), Madrid,
Spain, 2024, ISBN: 978-3-903176-62-1.

[JR4] J. Raulin et al., "Simplification of Edge Network Architecture with
Open Packet Switches and Pluggable Transceivers," 2024 IEEE Photonics
Society Summer Topicals Meeting Series (SUM), Bridgetown, Barbados,
2024, pp. 1-2, doi: 10.1109/SUM60964.2024.10614540.

The foundations of this thesis rely on a set of key enabling technologies, in-
cluding coherent pluggable transceivers, open-source software platforms, and
standardised interfaces, which are discussed in more detail in Chapter 2. These
technologies have not emerged simultaneously, as shown in Fig.1.2: some were
already established prior to this work, while others have matured during the
course of this PhD, reflecting the rapid and continuous evolution of the field.
Overall, this evolution reflects a highly competitive, industry-driven field, where
technological directions are largely defined by industrial players.

Figure 1.2: Development timeline of packet-over-DWDM technologies.
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1.5 Thesis outline
In this chapter, we stated themotivation for this work with themain contributions,
as well as the thesis outline.

Chapter 2 provides the foundational background for this work, exploring the
SDN paradigm in both packet and optical networks. It delves into the evolution of
IP-over-DWDM evolving to general packet-over-optics, covering advancements in
both electrical and optical transmission technologies. This chapter also highlights
important efforts toward interoperability to support packet-optical applications
(IP-over-DWDM) that could reduce power consumption and improve network
efficiency.

The following chapters constitute the core of this thesis, each combining the
presentation of original contributions with a review of related work and relevant
literature.

Chapter 3 focuses the integration challenges faced in today’s packet-optical net-
works, with the lack of NOS capable of integrating the coherent and tunable
transceivers into a switch/router. It also addresses the lack of direct exposure
of optical parameters to the packet controller, which limits full SDN control.
To address these issues, the chapter introduces the packetponder concept and
demonstrates how an off-the-shelf programmable whitebox, equipped with an
open-source NOS and open APIs, can be enhanced to support and dynamically
manage optical transceivers remotely. The chapter details the entire software
stack, illustrating how a request from a remote controller is processed by the
switch to modify the optical parameters of pluggable transceivers by accessing
their registers. The experimental demonstration confirms a fast reconfiguration
time for wavelength tuning, proving the seamless integration of optical trans-
ceivers into the switch.

Chapter 4 covers the management challenges from a controller perspective,
when multiple control instances (packet and optical controllers) are attempt-
ing to access and manage pluggable transceivers. While the coordination of both
controllers is out of the scope of this thesis, the chapter advocates for tighter
integration between packet and optical controllers, particularly by incorporat-
ing wavelength conversion — a feature now feasible at minimal additional cost
within the packetponder— into Routing and Wavelength Assignment (RWA) algo-
rithms. The effectiveness of this approach is evaluated using mininet-optical, an
emulation tool for packet and optical networks, demonstrating improved channel
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availability during failure recovery scenarios. The evaluation includes multiple
link failures scenarios across two different topologies, showing the packetponder’s
advantages when intelligently managed. Additionally, the chapter highlights the
value of emulation tools in scaling experiments and testing SDN controllers in
realistic network conditions.

Chapter 5 explores key innovations in the access domain and the technologies
driving edge and access network consolidation, particularly in optical networks.
These advancements focus on simplifying infrastructure, reducing hardware
equipment, and improving overall efficiency. The chapter then introduces the ap-
plication of the packetponder at the network edge, proposing a novel architecture
for the convergence of metro and access network services, including point-to-
point leased lines, point-to-multipoint Passive Optical Networks (PONs), and 5G
fronthaul transport. An experimental demonstration shows the packetponder’s
ability to aggregate diverse access domain signals using common-form-factor
pluggables and open software/APIs, successfully transmitting an aggregated
99.56 Gbit/s signal over 80 km of single-mode fibre. Finally, the chapter pro-
vides insights into the potential real-world impact of this solution, including
a small analysis of energy savings in a large-scale deployment, using the BT
network in the UK as a case study.

Chapter 6 concludes this thesis, with a summary of the thesis contributions and
achievements of the work, and discusses possibilities for further research.
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Chapter 2

Background

Chapter 2 introduces the concept of Software-Defined Networking (SDN) in both
the packet and optical domains, and provides essential background on the evolution
of IP-over-DWDM which is a fast evolving research to commercial implementation
since the beginning of my PhD in 2021. Although SDN emerged in the late 2000s,
advancements in technology have only recently made it a practical reality. The
chapter also explores key efforts toward interoperability, which have contributed to
multi-vendor IP-over-DWDM deployments.

2.1 Origins of optical communications
2.1.1 Historical milestones in visual signalling
While optical communication existed for millennia, the Chappe telegraph was
the first structured (in the sense of creating a network) system capable of send-
ing detailed, coded messages, making it the direct ancestor of modern optical
telecommunication networks [18]. Invented by Claude Chappe, the first optical
telegraph line was installed between Paris and Lille in the early 1790s. The sys-
tem used relay towers, like the one shown in Fig. 2.1, positioned no more than
30 kilometres apart to ensure visibility through a telescope. Each tower featured
a large horizontal bar with two smaller adjustable arms at either end. Using a
gear and pulley mechanism, operators could position the arms at different an-
gles, with each configuration representing a letter, number, syllable, symbol, or
common word (which is equal to the baud rate). However, the operators of each
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tower were not given access to the message key, and their role was simply to relay
signals to the next station, which is commonly called "regeneration" today. Only
those who possessed the codebook, could decode the messages and translate it
into words. This encryption was a closely guarded military secret, as the system
was initially dedicated exclusively to military and government communications.
Despite its low effective baud rate — less than 1 symbol per second— the system
enabled the transmission of entirely new, unplanned messages to distant loca-
tions, a groundbreaking advancement in long-distance optical communication.

Figure 2.1: Chappe optical telegraph in Saverne, France: last remaining vestige
of the connection Paris/Strasbourg from 1798 to 1852.

2.1.2 Pioneering long-distance electrical networks
Following the optical telegraph was the electrical telegraph in the early 19th cen-
tury. Early experiments by Francis Ronalds (1816) and later practical implemen-
tations by Samuel Morse and Alfred Vail (1830s-1840s) led to the widespread
adoption of telegraphy by transmitting electrical signals over a wire cable en-
coded in Morse code, which allowed terrestrial communication at the speed of
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light in the medium. Later, as the need for global communications grew, attention
turned to undersea telegraph cables, with Valentia Island in Ireland, chosen as
the starting point for the first transatlantic telegraph cable. Fig. 2.2(a) shows the
landing point on Valentia Island from the initial attempt in 1857, which failed
when the cable snapped. A second attempt in 1858 briefly succeeded, allow-
ing the first transatlantic message to be sent, but the cable failed within weeks.
Renewed efforts in 1865 also ended in failure, but in 1866, a new, stronger ca-
ble was successfully laid between Valentia Island, Ireland and Newfoundland,
Canada, finally establishing a permanent telegraphic link between Europe and
North America. The original cable, shown in Fig. 2.2(b), is now preserved in the
Valentia Island museum. This revolutionised global communication, reducing
message transmission times from weeks to a few minutes.

Figure 2.2: (a) Landing point in Valentia Island, Ireland, of the first transatlantic
cable attempt; (b) Actual vestige of the 1866 cable exposed in the Valentia Island
museum, that successfully linked Ireland and Canada.

2.1.3 Modern optical communication systems
As we explained in the last sections, in the early days of communications, net-
works were simple, dominated by point-to-point systems using a single techno-
logy, such as telegraph wires or early telephone lines. However, as global com-
munication needs exploded, networks became far more complex due to growing
traffic demands, diverse applications, and the need for specialised infrastruc-
ture. Today’s Internet must handle massive information volumes and low latency,
driven by streaming, cloud computing, and Internet of Things (IoT), where bil-
lions of devices — from smart sensors to autonomous vehicles — constantly
exchange information. To manage this, networks have deliberately evolved into
hierarchical structures leading to multi-layered architectures, with distinct roles
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and devices for the current access, metro, and core networks as shown in Fig. 2.3.

Figure 2.3: Current network topology from access to core. Figure extracted
from [19].

In simple terms, the access network connects end-users and devices to the broader
telecommunication infrastructure; the metro network (which could be referred
to as the "transport" in Fig. 2.3) aggregates data traffic from multiple access
networks and forwards it to the core; and the core network, often called the back-
bone, provides high-speed, long-haul connectivity across regions or countries
[20]. Each of these layers requires different technologies and specific hardware
(fibre optics, 5G devices, routers, switches, and optical transport systems) lead-
ing to a fragmented ecosystem of physical devices and control systems. This
fragmentation, combined with continuous innovation and the need for scalabil-
ity, has made modern networks incredibly complex compared to the simpler,
single-technology origins of the Chappe optical telegraph.

Moreover, networks have become very tightly coupled with proprietary hardware
and vendor-specific control software (which is the part of the system responsible
for deciding how traffic should be handled and routed), mainly because vendors
sought to differentiate their solutions, in addition to providing resilience, security,
and costumer support. When issues in the network arose, operators had to rely
on its vendors to troubleshoot and fix problems, as the control and forwarding
functions were tightly coupled within the hardware, often within thousands of
lines of vendor-specific code embedded in the devices. This lack of openness
led to vendor lock-in, slowing innovation and making network upgrades, trou-
bleshooting, and scaling increasingly difficult [21]. It also made the management
and control more complex and costly, albeit with significant costumer support.

The need for a more open and flexible, software-driven approach to network-
ing — where control and data planes could be separated, procured separately,
and managed centrally — ultimately led to the development of SDN, enabling
greater automation, programmability, and interoperability across competitive
multi-vendor environments. The initial SDN movement for centralised control
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systems and the use of whiteboxes appeared within data centres because tra-
ditional networks were rigid, making them poorly suited to the rapid scaling
and dynamic requirements of modern cloud environments. The idea was then
adapted for optical networks to achieve similar benefits.

2.2 The Software-Defined Networking paradigm
2.2.1 The concept
Software-Defined Networking (SDN) is a paradigm that separates the control
plane (which makes decisions about where traffic should go) from the data plane
(which forwards traffic based on a set of logical rules). Traditionally, networking
devices such as routers and switches were closed proprietary systems where both
planes were tightly integrated, leading to limited flexibility. In addition, SDN
enables a centralised control architecture, using an SDN controller that programs
the network dynamically via open, non-proprietary application programming
interface (APIs).

The evolution of SDN began with early research projects such as Ethane [22],
which explored centralised security and policy enforcement in networks. Ethane,
developed at Stanford University, introduced the idea of a logically centralised
controller managing forwarding rules in a switch, laying the foundations for
SDN’s control and data plane separation. This led to the creation of OpenFlow
[23], the first widely adopted SDN protocol, which allowed controllers to pro-
gram network devices via standardised flow forwarding rules. OpenFlow gained
significant traction in academia and industry, demonstrating the power of cen-
tralised network control and dynamic policy enforcement.

A good description of the SDN layer architecture can be found in [24], illustrating
the widely adopted concept and structure of an SDN network system. Figure 2.4
[24], represents the standard layers and planes that define the SDN architec-
ture. It differentiates between: i) the Forwarding Plane, which is responsible for
handling packets in the data path based on the instructions received from the
control plane (forwarding, dropping, modifying, etc.); ii) the Operational Plane,
which is responsible for managing the operational state of the network device,
e.g., whether the device is active or inactive, the number of ports available, the
status of each port, etc. ; iii) the Control Plane, which is responsible for making
decisions on how packets are traversing the data path and how they should be
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forwarded from one network node to another; iv) the Management Plane, which
is responsible for monitoring, configuring, and maintaining network devices, e.g.,
making decisions regarding the resources of the hardware itself and the state
of the network device; and v) the Application Plane, which is where network
behaviours are defined.

Figure 2.4: SDN layer architecture from [24].

While the Forwarding Plane and the Operational Plane serve different functions
and are controlled through different mechanisms and protocols, they originate
from the same physical hardware. Therefore, in this thesis, we will refer to both
the Forwarding Plane and the Operational Plane as the "Data Plane", without
distinguishing between them unless otherwise stated. Similarly, we will use
the term "Control Plane" to encompass both the traditional Control Plane and
Management Plane when discussing network functions responsible for traffic
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forwarding decisions, monitoring, and configuration. However, when referring
specifically to the system or software that implements the control logic in an
SDN architecture — whether local (within the whitebox) or remote (centralised)
— we will use the term "controller."

Communication between the control and data planes is achieved through vari-
ous service interfaces, implemented using protocols tailored to specific functions
such as traffic configuration and state management. Examples of such proto-
cols include NETCONF, RESTCONF or gRPC [25]. These protocols enable the
SDN controller to program and monitor network devices dynamically, reinforcing
the separation of the control plane (decision-making logic) from the data plane
(packet forwarding) while ensuring efficient and automated network manage-
ment.

2.2.2 SDN whitebox solutions for the packet layer
In the context of Software-Defined Networks, a whitebox refers to a disaggre-
gated, vendor-neutral network device such as a switch or a router, built with
commodity hardware and running an open or third-party Network Operating
System (NOS). Over the years, various whiteboxes have emerged, offering alter-
natives to proprietary hardware. Original Design Manufacturer (ODM) switches
from companies such as Quanta, Accton, and Delta, running third-party NOS
like Cumulus Linux, were among the first SDN-ready whitebox switches, an idea
that was originally proposed by the company Big Switch Networks. Facebook’s
Wedge [26] then came along as part of the Open Compute Project (OCP) to en-
able SDN programmability and disaggregation. More recently, companies such
as Edge-core Networks and Dell released more modern SDN-capable whitebox
switches for open networking, as today, whiteboxes have become a must-have
due to the increasing need for rapid innovation and fast deployment.

For even more programmability and flexibility into whiteboxes, Barefoot Tofino,
now part of Intel, was a major breakthrough as the first to create an open P4
programmable (Programming Protocol-independent Packet Processors) switch-
ing ASIC, allowing deep customisation of packet processing. While traditional
SDN whiteboxes enabled network programmability through open interfaces and
protocols such as OpenFlow, their underlying hardware still restricted how pack-
ets were processed. Hence, unlike OpenFlow, P4 allowed developers to define
how packets are processed at the hardware level, allowing operators to define
custom packet-processing behaviour without waiting for fixed-function ASIC up-
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dates. This made P4 a valuable feature into whiteboxes, allowing networks to
evolve beyond predefined protocols and adapt dynamically to new requirements
in areas such as network security, telemetry, and 5G slicing.

Despite the fact that Intel announced that they were going to halt development
on Tofino in 2024 [27], meaning that whitebox solutions relying on the Tofino
chip will no longer receive official support and no further development on a
next-generation Tofino chip will be made, the core concept of programmable
data planes remains highly relevant and "P4 itself is not going anywhere" [28].
P4 introduced an unprecedented level of flexibility in whiteboxes, and new chips
supporting P4 are emerging. For example, Cisco’s Silicon One ASICs [29] offer P4
programmability, though they remain proprietary with no open APIs, meaning
that while programmability exists, it is restricted to Cisco’s ecosystem rather than
an open, vendor-neutral approach.

The P4 language remains active and continues to be developed and used in
various networking projects. In fact, P4 has recently been made open-source,
which is a significant win for the networking community. This ensures that de-
velopers, researchers, and vendors can continue innovating with programmable
data planes. The open-source future of P4 means that the spirit of network
programmability and whitebox flexibility will continue to evolve, potentially in-
fluencing new architectures and next-generation programmable ASICs beyond
Tofino.

Another major player in this space is Broadcom, whose chips — Trident, Toma-
hawk, and Jericho — support SDN programmability through open APIs, despite
not being P4-programmable. In 2019, Broadcom introduced its own network
programming language, aiming to counter the growing competition from Bare-
foot Networks’ P4 and reinforce its position in the programmable networking
market.

In this thesis, the research used the Barefoot (Intel) Tofino switch to explore the
packet-optical layer consolidation as per Chapter 3.

2.2.3 Advancements in open Control Planes
To fully support SDN whitebox switches, significant advancements have been
made in open control plane software. Open SDN controllers come in various
forms, differing in programming language, performance, ease of development,
supported southbound interfaces, or intended use cases. Each controller is de-
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signed with specific strengths, whether optimising for scalability, flexibility, se-
curity or ease of integration [30], [31]. Notable examples include ONOS (Open
Network Operating System), OpenDaylight (ODL) and RYU, and have been devel-
oped as open-source SDN controllers capable of managing large-scale whitebox
deployments, supporting a large set of interfaces such as OpenFlow or NETCONF.
A comprehensive overview of the ONOS control plane is provided in [32], serv-
ing as a reference implementation for control plane architecture. The discussion
highlights how the core abstractions can implement diverse control applications
(Northbound interface, i.e., how it connects to the Application Plane) and also
managing a broad range of network devices (Southbound interface and the con-
nection to the Data Plane as shown at the bottom of Fig. 2.4 [24]).

Such control planes, as well as many other proprietary solutions, have pushed
SDN whiteboxes further into mainstream adoption.

2.2.4 SDN paradigm for optical networks
The physical layer in optical networks is built on Optical Line Systems (OLSs),
which typically consist of transponders (or line terminals) for optical signal trans-
mission and reception, Reconfigurable Optical Add/DropMultiplexers (ROADMs)
with Wavelength-Selective Switches (WSSs) for signal multiplexing and demul-
tiplexing, and Erbium Doped Fibre Amplifiers (EDFAs) for boosting, in-line am-
plification, and pre-amplification. These components are managed by an OLS
control system, which is traditionally supplied by a single vendor or manufacturer.
This vendor lock-in restricts network operators from integrating equipment from
multiple vendors which limits operators’ choice of equipment to a single supplier.

Hence, similar challenges faced in the packet domain have emerged in the optical
domain, leading to the adoption of the same SDN principles (open disaggrega-
tion and centralised control). In the optical domain, the SDN paradigm focuses
on dynamic wavelength and bandwidth allocation, enhancing the flexibility of
optical transport networks [33].

Furthermore, traditional Wavelength Division Multiplexing (WDM) networks
relied on static configurations, requiring manual provisioning for each new con-
nection. With SDN-driven optical networks, the control plane can potentially
dynamically adjust wavelengths, modulation, and paths based on network con-
ditions and traffic demands.
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2.2.5 SDN whitebox solutions for the physical layer
Several SDN whitebox solutions have been developed for transponders and
ROADMs, enabling disaggregated optical networking. Voyager [34], an open op-
tical transponder introduced by Facebook (now Meta) and Telecom Infra Project
(TIP) [16], was one of the first efforts to bring SDN control to optical trans-
port. Cassini [35], another TIP project, appeared the same year in 2016 and
provided a modular, SDN-programmable transponder supporting both packet
switching and optical transport, integrating routing solutions with its switching
ASIC. More recently, the company Edge-core Networks has released the Phoenix
Transponder/Muxponder AMX3200, a "disaggregated system to offer flexibil-
ity with different NOS options, [...] designed for building high-capacity optical
transport networks" [36].

On the ROADM side, the Czech Light ROADM [37] is a fully open and pro-
grammable optical switching solution designed for research and flexible optical
networking. Additionally, Lumentum’s ROADM Graybox [38] solution provides
vendor-agnostic optical switching while maintaining SDN-based control capabili-
ties. These open optical solutions allow operators to move away from monolithic,
vendor-lockedWDM systems, enabling flexible, software-driven control of optical
transport networks.

In this thesis, we used the aforementioned Lumentum ROADM Graybox to emu-
late a ROADM-based mesh network and create a packet-optical network.

2.2.6 Advancements in the optical Control Plane standards
To enable a control plane to manage optical devices, the first step is to identify
a suitable control protocol to access the device. While early efforts attempted
to extend OpenFlow for optical devices [39]–[41], it became clear that optical
transport networks required more flexible configuration mechanisms than the
OpenFlow’s model [42]. As a result, the industry shifted towards using the
NETCONF protocol with the YANG datamodelling language for transponders and
ROADMs control, allowing more granular configuration and telemetry retrieval
[43], [44]. A more detailed discussion about unified information and YANG data
modelling activities for an interoperable ecosystem is described in Section 2.4.1.

More recently, Campanella et al. [45] outlined the objectives and architectural
framework of the Open and Disaggregated Transport Network (ODTN) [46]
project by the Open Networking Foundation (ONF) [15]. This initiative lever-
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ages and extends the ONOS SDN controller to control OLS (transponders and
ROADMs) using NETCONF/RESTCONF protocols. In the same direction, the TIP
Open Optical & Packet Transport (OOPT) [19] is also a project that promotes the
development of disaggregated optical transport solutions, including whitebox
transponders and open ROADM architectures, via open interfaces and APIs.

While SDN has been extensively explored in both the packet and optical domains,
bringing flexibility, automation, and disaggregation to each layer, its application
to the integration of packet and optical transport remains less mature. The
concept of IP-over-DWDM predates SDN, but only recent advancements in SDN
frameworks, standardisation efforts, and interoperable transceivers have made it
more practical. The next section explores how SDN principles are being applied
to IP-over-DWDM, enabling greater convergence between packet and optical
networks.

2.3 IP-over-DWDM
To understand the reason why IP-over-DWDM was ever created, we need to
understand how data traffic was historically carried through the network.

2.3.1 Transport technologies evolution

SONET/SDH

Optical transport networks emerged with Synchronous Optical Networking and
Synchronous Digital Hierarchy (SONET/SDH), standardised in the late 1980s
and widely deployed in the 1990s for voice-centric applications. SONET/SDH
mapped Time-Division Multiplexing (TDM)-encoded voice directly onto fiber
optical transport. Then packet-switched data services came along that did not
behave like voice. Still, SONET/SDH was able to carry multiple data protocols,
like Asynchronous Transfer Mode (ATM) or Ethernet, by converting data from
different sources and protocols into a common format for transmission over the
network (packet-over-SDH schemes). It could also directly extract low-speed
signals from multiplexed high-speed traffic, thereby increasing the efficiency and
utilisation of the network. The transport oriented features and the capability
to carry multiple protocol types, very quickly made SONET/SDH the de facto
standard for voice, data and streaming media applications. However, the global
demand for connectivity that increased consistently afterward proved SONET
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to be inefficient and expensive due to its fixed frame rate and restrictive ring
topologies.

OTN

Eventually, optical transport transitioned from SONET/SDH to optical transport
network (OTN) a.k.a. “digital wrappers” to support an array of cell-, frame-, or
packet-based Layer 2/Layer 3 (L2/L3) clients that included ATM, Frame Relay
and Ethernet [47]. Unlike its predecessor SONET/SDH, OTN was created as a
carrier grade technology to work in a multi-vendor and multi domain environ-
ment with enhanced transparency through the digital wrapper, and enhances
Operations, Administration andMaintenance (OAM) with end-to-end monitoring
features [48]. OTN also provided greater reach, increased scalability and bet-
ter error correction abilities as it supported Forward Error Correction (FEC). As
the time progressed, OTN supported higher bit rate (40 Gbit/s and 100 Gbit/s)
wrapper specifications and also adopted more granularity [introduction of Opti-
cal Channel Data Unit (ODU); ODU0 and ODU Flex] which, overall, made OTN
more flexible [49]. Originally a point-to-point transport technique which sup-
ported the ring topologies of SDH/SONET, the introduction of ODUs also added
switching capability OTN cross-connects (XCs) devices and the ability to support
mesh network topologies.

However Ethernet continued to scale, dominated commercially and eventually
prevailed. So OTN, with generic framing procedure (GFP), was extended to
encapsulate/multiplex Ethernet client frames too [50]. In practice, fixed-port
linecards incorporating OTN framers, surrounded a fixed-cell “universal switch-
ing” fabric to form OTN XCs [51].

Ethernet

At this point the Ethernet/IP community strongly opposed this approach of en-
capsulating Ethernet packets into OTN frames. Their service networks were built
on fundamentally different principles, and they were frustrated by the need to
rely on a separate network — and even worse, a separate organisation — for
cost-effective optical transport [52]. This reflected the longstanding Nethead
vs. Bellhead division: the Netheads favoured decentralised, packet-based net-
works (e.g. Ethernet, IP, TCP) while the Bellhead (Bell Labs, teclos) favoured
centralised control, circuit-switched networks and invested into SONET/SDH.
Consequently, this drove advancements in transforming Ethernet into a carrier-
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grade technology.

This thought was also pushed by the fact that all fixed-line data traffic origi-
nates and terminates as Ethernet frames in home routers and data centre servers
alike. Ethernet has become the dominant de facto link-layer technology, and is
the Layer 2 underlay in IP-based networks. Ethernet deployment is likely unas-
sailable for the support of cloud-services within hyperscale data centres; and
end-to-end services in next generation networks for telecommunications carriers.
Hence, attempts were made to extend the use of Ethernet technologies beyond
the traditional any-to-any connectivity that was confined to local area and access
networks, most notably with Provider Backbone Bridging Traffic Engineering
(PBB-TE). This was the first attempt to adopt Ethernet as an alternative choice as
a carrier grade technology for very wide area transport networks [53]. PBB-TE
[IEEE 802.1Qay-2009], in practice, re-purposed a standard Ethernet switch chas-
sis to support point-to-point, MAC-in-MAC multiplexing/encapsulation across an
Ethernet switch fabric. PBB-TE disabled spanning tree protocol, address learn-
ing and flooding to provide connection-oriented, point-to-point deterministic
forwarding behaviour offering circuit-like transport services akin to OTN.

Although PBB-TE has not been adopted by TELCOs, it showed the potential of
using Layer 2 Ethernet to support multiple, higher-layer services (packet and
circuit services) while being a low-cost and service friendly technology [54].
This is paving the way, among other aspects, to the concept and feasibility of IP-
over-DWDM, where OTN transponders would be integrated directly into Layer 3
(L3) routers and Layer 2 (L2) switches, leveraging OTN’s optimised transmission
capabilities while discarding its multiservice and electrical switching functions.
It also showed how Ethernet switching ASIC technologies can be harnessed,
especially for OTN cross-connect, as SERDES (Serializer/Deserializer) speeds
from 100Gbit/s and above.

2.3.2 Origins of the IP-over-DWDM concept
IP-over-DWDM (IPoDWDM) was introduced in the late 1990s as a response to
the rapid growth of Internet traffic and the inefficiencies of traditional transport
networks. As we just discussed, at the time, the standard approach for carrying
IP traffic over optical networks involved multiple intermediate layers, such as
SONET/SDH or OTN, which added latency, complexity, and cost. The idea behind
IPoDWDM was to bypass these intermediate layers and run IP traffic directly
over optical wavelengths, simplifying the network architecture and improving
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bandwidth efficiency.

Another driving factor was the increasing demand for high-speed data trans-
mission due to the rise of the World Wide Web, data centres, and early cloud
computing. Service providers needed a way to scale their networks efficiently
while reducing the operational and capital expenses associated with legacy trans-
port systems. Directly mapping IP onto DWDM wavelengths promised higher
throughput, reduced hardware costs, and more flexible network management.
Early discussions and implementations of IPoDWDM can be traced back to this
period, with companies such as Cisco dominating the integration of IP and optical
technologies.

Despite its potential benefits, early adoption of IPoDWDM faced significant chal-
lenges. The technology of the time required large, power-hungry optical com-
ponents, which, when integrated into IP routers, led to issues with port density
and increased costs. Additionally, the lack of standardisation and interoperabil-
ity between vendors hindered widespread implementation. The turning point
came with advancements in silicon photonics and the miniaturisation of optical
components, often attributed to Moore’s Law. These developments led to the cre-
ation of compact, energy-efficient pluggable coherent optics with standard form
factor, such as the 400ZR modules, which could be directly inserted into router
interfaces. This innovation addressed previous limitations, making IPoDWDM a
viable and attractive solution for modern high-capacity networks.

2.3.3 The evolution of data transmission systems
The evolution of IPoDWDM was driven by significant hardware and software
advancements. Electrical improvements were related to router/switch ASICs,
SERDES, and Ethernet speeds (electrical side); while optical improvements were
related to coherent optics, modulation formats (optical side), and Digital Signal
Processors (DSP).

2.3.3.1 SERDES evolution

At the core of high-speed electrical signalling in routers, switches, and pluggable
optics lies SERDES technology. Initially, ASICs and electrical interfaces relied
on 10 Gbit/s SERDES with simple Non-Return-to-Zero (NRZ) modulation (1
bit/symbol). This required 10 × 10 Gbit/s lanes to support a 100 Gbit/s optical
signal, leading to large C form-factor pluggable (CFP) in the past. The transition
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to 25 Gbit/s SERDES (still using NRZ) enabled 4 lanes at 25 Gbit/s to enable 100
Gbit/s, paving the way for the more compact and widely used QSFP28 form factor.
More recently, the adoption of PAM4modulation (2 bits/symbol) has significantly
increased lane capacity, allowing 25 Gbaud PAM4 SERDES (50 Gbit/s per lane)
to drive 400 Gbit/s optics using 8 lanes. This typically requires double-density
form factors such as QSFP-DD or OSFP. The latest generation features 100 Gbit/s
PAM4 SERDES (50 Gbaud), enabling 800G Ethernet (e.g., 8 × 100 Gbit/s PAM4
lanes per transceiver) and even 1.6 TbE with 16 lanes. Looking ahead, 224 Gbit/s
PAM4 SERDES is expected to support 3.2 TbE and beyond. A summary table
is provided in the Appendix, mapping transceiver technologies to their typical
SERDES lane configurations and speeds.

The evolution of SERDES is closely tied to ASIC advancements, as these chips
determine the total switching capacity of a router or switch. Modern ASICs
— such as Broadcom’s Tomahawk 5, Cisco’s Silicon One, and Intel’s Tofino —
now support multi-terabit per second (Tbit/s) processing, making them critical
enablers of high-speed network architectures.

2.3.3.2 Optical transmission evolution with coherent pluggables

The evolution of optical transmission in the Dense Wavelength Division Multiplex-
ing (DWDM) context has been driven by advancements in modulation formats
and baud rates, enabling ever-increasing line-side data rates.At the start, DWDM
systems relied on NRZmodulation (1 bit/symbol), limiting per-channel data rates
to 10 Gbit/s per wavelength in early deployments. To increase capacity without
consuming excessive spectrum, the industry transitioned to coherent detection in
the early 2010s, allowing for advanced modulation formats like Dual-Polarisation
Quadrature Phase-Shift Keying (DP-QPSK). With DP-QPSK, each symbol carried
4 bits, enabling 100 Gbit/s per wavelength.

Further innovations led to higher-order modulation formats such as 16QAM (4
bits per symbol) and 64QAM (6 bits per symbol), significantly improving spectral
efficiency. Higher modulation formats means higher data rates, however, they
required increasingly sophisticated DSP to mitigate transmission impairments,
as higher modulation introduce greater sensitivity to noise and signal distortions.

As the industry moves towards ultra-high-speed transmission rates such as 800
Gbit/s, 1.6 Tbit/s, and beyond, simply increasing modulation complexity is not
always feasible. Instead, increasing the baud rate (the number of symbols trans-
mitted per second) has emerged as a more balanced approach to achieving higher
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capacities while keeping modulation complexity manageable. However, higher
baud rate means that more spectrum per wavelength is required, leading to
challenges in DWDM channel spacing and optical filter design. Consequently,
components with wider bandwidth such as tunable lasers across the full opti-
cal C-band and photodetectors with broader electrical bandwidths, are being
suggested to support higher baud rate transmission signals [55].

2.3.3.3 The miniaturisation of Digital Signal Processors enabling power-
efficient pluggables

The electrical host side and optical line side of a transceiver are tightly coupled,
as SERDES speeds on the electrical side directly influences the evolution of plug-
gable optics, allowing higher transmission capacities as per section 2.3.3.2 and
2.3.3.3. The relationship between both sides is governed by the DSP, which maps
the electrical input into an optical signal while compensating for impairments
such as dispersion, noise, and sometimes non-linearities.

The evolution of DSP has been significant in the integration of packet and optical
layers, largely driven by Moore’s Law and advances in semiconductor manufac-
turing. Early coherent DSP, introduced in the 2010s, were large, power-hungry,
and typically found in bulkier transponders or line cards within big transport
chassis. Consequently, their high power consumption and size made them im-
practical for direct router integration. Over time, the semiconductor industry
reduced DSP process nodes from 90nm to 7nm and below, leading to a drastic
reduction in power consumption, heat dissipation, and physical footprint [56].

This miniaturisation allowed coherent DSP to be integrated into pluggable mod-
ules of smaller common form factor such as Quad Small Form-factor Pluggable
Double Density (QSFP-DD) or Octal Small Form-factor Pluggable (OSFP), which
could fit directly into modern router and switch port cages. As a result, IP-over-
DWDM became more viable, eliminating the need for external transponders and
enabling direct integration of optical transmission into IP routers.

Smaller DSP ASICs have enabled support for higher baud rates (e.g., 120+GBaud
per channel) and more sophisticated signal processing algorithms, enhancing
performance while maintaining power efficiency. Higher baud rates require
processing more symbols per second, which increases the computational load
on the DSP. Advancements in transistor miniaturisation allow for higher clock
frequencies and greater parallelism, making it possible for DSP to keep up with
these demands.
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2.3.4 Power savings and economical benefits
Since 2021-2022, the adoption of coherent pluggables (e.g., 400ZR/ZR+) in
optical network architectures has led to significant power consumption savings
compared to traditional transponder-based or muxponder-based transport net-
works. In traditional architectures, separate DWDM transponders or muxponders
housed in big chassis are required to convert client-side data traffic into an optical
signal for line-side transmission. These standalone transport platforms consume
high power per transmitted bit, often in the range of 20–40 W per 100 Gbit/s. In
contrast, coherent pluggables integrate the DSP and optics within the pluggable
package, eliminating the need for external transport equipment and reducing
power consumption to 5–10 W per 100 Gbit/s — a power saving of up to 50%
[57], depending on deployment conditions.

However, the actual power savings vary based on network architecture [58]. In a
hop-by-hop (also called opaque) IPoDWDM deployment, where optical-electrical-
optical (OEO) conversion occurs at every intermediate node, the power savings
may be modest, as two "peer"1 pluggables are required per hop [59]. In a fully
transparent IPoDWDM architecture using ROADM-based optical transport, power
savings are maximised because signals can bypass intermediate routers, eliminat-
ing unnecessary OEO conversions. Indeed, the authors in [60] and [61] indicate
that as bandwidth demands increase, “optical express”/transparent architectures
becomemore cost-effective than hop-by-hop/opaque approaches. However, since
optical signals are subject to relevant physical layer impairments when travers-
ing core network devices, signal regeneration is often required, which has to be
accomplished either at the electronic layer by routers/digital cross connects or di-
rectly at the optical layer through 3R-regenerators. If regeneration is needed, the
power efficiency depends on the number of regenerations and whether routers
handle the regeneration more efficiently than the optical transport devices [58],
[62]. Also, factors such as network topology, reach requirements, regeneration
needs, and traffic patterns play a crucial role in determining the overall energy
efficiency gains.

However, deploying transponders in ROADM-based networks has one advantage
as it creates a clear separation between switches/routers and optical transmission,
simplifying operations and allowing transmission vendors to guarantee optical
reach. This demarcation is also advantageous when offering external optical

1"peer" pluggable means two pluggables with the same specifications at the transmitter and
receiver.
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services, as it provides a well-defined boundary for service agreements [61].
Also, eventually integrating 400ZR+ transceivers directly into routers requires
multi-vendor agreements to establish optical reach expectations and necessitates
robust operational tools for network planning and troubleshooting. As networks
evolve to 800 Gbit/s and beyond, similarly complex architectural trade-offs will
need to be addressed.

Although the concept of IP-over-DWDM existed over 30 years, with early attempts
in the past, it is only since the 2020s that it is becoming a reality due to availability
of advanced switches and pluaggbles capable of handling physical layer demands
and layer 2/3 demands. As such, it may now be more appropriate to speak more
broadly of "packet-over-DWDM" or even "packet-over-optics" to reflect the wider
range of supported protocols beyond just IP.

2.4 Interoperability
2.4.1 YANG models for device and configuration standardisa-

tion
Yet Another Next Generation (YANG) is a data modelling language used for
defining and describing the structure and behaviour of network devices and con-
figurations in a standardised way. It was developed by the Internet Engineering
Task Force (IETF) to provide a vendor-neutral and human-readable format for
network management.

YANG models represent data in a hierarchical tree structure, similar to how
XML or JSON structures data. This tree consists of nodes, which define various
aspects of the element being modelled. In a simplified way, the tree is composed
of several container nodes (high-level nodes) which groups related data together
(e.g., a container for all interface configurations) and at the end of those are "leaf
nodes" which represents individual data point (e.g., an IP address). These are
the lowest-level elements and cannot contain other nodes.

To interact with network devices using YANG-defined data, network manage-
ment protocols such as NETCONF, RESTCONF, and gNMI are used. A YANG
data model is not tied to any particular protocol or encoding method as shown in
Table 2.1. These protocols define how YANG-modelled data are sent, retrieved,
modified, and managed. Each protocol supports different encoding formats,
which define how the data is serialised for transmission. The common encoding
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formats include XML (Extensible Markup Language); JSON (JavaScript Object
Notation); and Protobuf (Protocol Buffers), and the choice of protocol depends
on the device and applications: while NETCONF is mostly used for optical com-
ponents, gNMI and RESTFUL are more used for IP layer equipment.

Table 2.1: YANG encoding method with NETCONF, RESTCONF and gNMI pro-
tocol [63].

Protocol NETCONF RESTCONF gNMI
YANG data encoding XML JSON/XML protobuf/JSON

2.4.1.1 Optical domain YANG models

Several groups and Multi-Source Agreements (MSA) are defining common YANG
models to be used by every vendor for devices that serve the same network func-
tion. In the optical domain, OpenROADM [64] is one of the key MSAs enabling
interoperability between transponders, ROADMs, and optical line systems from
different vendors. OpenROADM defines not only hardware interoperability but
also YANG models for SDN-based control of optical networks, allowing seamless
multi-vendor integration in disaggregated optical transport networks, with other
major initiatives including the TIP OOPT group.

2.4.1.2 IP domain YANG models

In the IP layer, the equivalent of OpenROADM is OpenConfig [65]. OpenConfig
is a vendor-neutral initiative defining YANG models for IP and transport network
elements, including routers, switches, and optical transceivers. It enables SDN-
based control of IP networks, providing a standardised way to configure and
monitor routing protocols, Border Gateway Protocol (BGP), Multiprotocol label
switching (MPLS), interfaces, and more.

2.4.1.3 Packet-optical multi-domain YANG models

It is evident that the same way it applies to optical and packet networks, YANG
models can be usefully used for packet-over-optics architecture and devices. In-
deed, they play a crucial role in enabling vendor interoperability by provid-
ing a standardised way to model and manage coherent pluggables. As packet-
over-optics deployments grow, network operators need automated, scalable, and
vendor-neutral ways to configure, monitor, and troubleshoot coherent pluggables
directly from routers or centralised controllers.
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While OpenROADM and OpenConfig provide well-defined YANG models for the
optical and packet layers, respectively, an open question remains: which YANG
model should be used to define packet-optical nodes with pluggables? These
nodes, which integrate both packet and optical transport functions, require a
unified approach for configuration and management, as existing models largely
remain layer-specific. Industry bodies and operators are still working toward a
solution that enables end-to-end programmability, telemetry, and control across
both domains in a vendor-neutral way, and will be discussed in more detailed in
Chapter 3.

YANG primarily facilitates remote device management by enabling a single
controller to manage devices from multiple vendors without requiring vendor-
specific adaptations. This plays a crucial role in reducing vendor lock-in. How-
ever, achieving full interoperability also requires devices from different vendors
to communicate seamlessly with each other — especially pluggable transceivers
as they are at both end of a transmission. Addressing this challenge requires
collaborative efforts from both academia and industry to define, develop and
adopt useful standards.

2.4.2 Packet-over-optics standardisation efforts before 2021
Interoperability between vendors is a key requirement for the successful deploy-
ment of packet-over-optics architectures using tunable and coherent pluggables
within routers and switches. While the need for interoperability became espe-
cially clear with the emergence of coherent pluggables, these transceivers only
became available and widely deployed after I started my PhD as shown in Fig. 2.5.

Figure 2.5: Timeline of packet-over-DWDM developments during my PhD re-
search.
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Indeed, at the beginning of my PhD in 2021, coherent pluggable transceivers such
as the 400ZR were still in their early stage and had not yet been widely deployed
in operational networks. At that time, operators were largely relying on fixed-
wavelength or tunable pluggable transceivers, typically in SFP/SFP+ or QSFP28
form factors supporting up to 100 Gbit/s. These transceivers adhered to the SFF
(Small Form Factor) MSA, as the Common Management Interface Specification
(CMIS) implementation agreement [66] was not yet fully established, and in any
case, CMIS was specifically designed for coherent pluggables and more advanced
modules, which were only just beginning to emerge.

At that time, the optical and packet layers were still handled separately, both in
terms of hardware and software control. While QSFP28 was the predominant
pluggable form factor for switches, coherent optics in transponders typically
used the CFP2 form factor. Standardisation efforts, such as those led by the TIP,
focused mainly on enabling interoperability for coherent CFP2 pluggables within
traditional transponder boxes, rather than switches or routers. Consequently,
although important progress was being made in disaggregating the optical trans-
port layer, these advances did not immediately translate to converged packet-
optical systems. As a result, bridging that gap required us to work with the tools
that were available (SFP/SFP+ modules), and to focus on the integration of SFF
pluggables into programmable switches (that were originally designed for Layer
2/3 packet switching only) as a first step toward packet-over-optics convergence.

2.4.3 Interoperability developments from 2022 onwards
Since then, the area has received enormous attention, and coherent pluggables
have become a central enabler for packet-over-optics architectures. Industry
efforts have rapidly matured to not only deploy coherent pluggables at scale, but
also to standardise their integration into routers and switches.

With the emergence of 400Gbit/s pluggables in QSFP-DD/OSFP form factors, the
400ZR [17], and OpenZR+ [67] have been established. The 400ZR implemen-
tation agreement, which was the first effort for coherent pluggables to promote
interoperability among vendors and characterise a common interface, was cre-
ated by the Optical Internetworking Forum (OIF). 400ZR targets the edge and
relatively short reach, up to 120km Data Center Interconnect (DCI) applications
with amplification, and 80km without amplification, but does not support de-
ployment over ROADM networks. With the increasing demand to extend reach
capabilities and the enhanced performance achieved through pluggable trans-
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ceivers, 400ZR+ pluggable appeared with higher performance, notably using
better open Forward Error Correction (oFEC) and greater tolerance to chromatic
dispersion [61] and non-linearities. The OpenZR+ MSA [67] was then intro-
duced in September 2020. This agreement supports link lengths of up to 500km,
addressing the evolving requirements of inter-city network infrastructure. Cur-
rently, 400ZR and OpenZR+ specifications support Ethernet clients only, but
some "ZR+" pluggables comply with the OpenROADM standard and allow not
only Ethernet clients but also OTN transport technologies to be supported over
ROADM mesh networks. Often, those pluggables are closed and include a pro-
prietary FEC and/or vendor specific DSP features that do not lend themselves
to multi-vendor interoperability, such as the newly announced 400G QSFP-DD
High-Power (Bright) Optical Module [68]. Proprietary FEC schemes contribute
to vendor lock-in because transceivers from different vendors cannot interoperate
unless they support the same FEC encoding and decoding. Sometimes, this prob-
lem exists even with the same vendor but with different transponders! Since FEC
is essential for correcting errors in high-speed optical links, a mismatch prevents
seamless communication. This is why open and standardised FECs are critical
for building open, disaggregated networks, where components from different
vendors must interoperate reliably. Additionally, the OIF continues to work on
next-generation interoperability standards for 800G and beyond, ensuring that
coherent pluggables can interoperate across diverse network environments.

Similarly, another industry consortium called OpenXR Forum [69] was created
to focus on driving the adoption and interoperability of XR (Extended Reach) co-
herent pluggable optics, particularly in metro, regional, and long-haul networks.
XR optics are coherent pluggable transceivers that use point-to-multipoint optical
networking instead of traditional point-to-point solutions.

In addition to interoperability, a unified software driver for managing pluggables
from different vendors is essential. The OIF’s CMIS [66] addresses this by de-
fining a standard protocol over the I2C bus for communication between host
devices and coherent pluggables. CMIS enables NOS integration and gives oper-
ators visibility into physical layer parameters.

2.5 Conclusion
The world has acknowledged the need for Software-Defined Networking in both
the packet and the optical domain, and a large amount of effort is being under-
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taken to create a standardised architecture or model to allow Software-Defined
packet-over-DWDM networks to flourish. Indeed, the future for packet-over-
optics is more promising than ever, far beyond the limited traction it initially
gained when first introduced. For this, global consortia have emerged, such as
400ZR, OpenZR+ or OpenXR, to promote interoperability between vendor and
allow control planes to manage a wide variety of pluggables without having to
change the main core functions. In recent years, record-breaking live demon-
strations have showcased multi vendor, interoperable packet-optical solutions at
major conferences, such as the Optical Fiber Communication (OFC) conference
and the European Conference on Optical Communication (ECOC). Notably, at
OFC 2024, the OIF’s interoperability demonstration brought together forty-seven
member companies, highlighting cutting-edge advancements in interoperability
but also in speed, power efficiency, and density to address the increasing de-
mands of next-generation data centre networking [70]. This reflects the current
direction of the industry.

However, key elements such as the pluggable integration into switches and their
control still need to be investigated. In this thesis, we will investigate how to
effectively merge the packet and optical layers by integrating tunable and coher-
ent pluggables directly into switches, enabling remote and centralised control
through standardised, vendor-agnostic APIs (Chapter 3). This chapter highlights
the crucial role of standardisation bodies that we just described, and demon-
strates how open-source software plays a crucial role to support the seamless
integration of optical transceivers into programmable switches.

Beyond physical integration, this thesis also explores the architectural implica-
tions of packet-over-DWDM and the operational benefits it offers. While power
savings have already been outlined in Section 2.3.4, Chapter 4 focuses on how
this convergence improves flexibility and resilience (e.g., in fault recovery sce-
narios) by allowing dynamic reconfiguration across layers and domains.

Although packet-over-optics was initially developed for point-to-point data centre
interconnects, it is now being adopted in more complex metro and core networks
to reduce hardware complexity and improve scalability. This same philosophy
can now be extended to the access domain, where multiple legacy systems and
service-specific devices can potentially be replaced by a simplified, pluggable-
based architecture closer to the edge. Chapter 5 explores this emerging use
case, demonstrating how coherent and access pluggables can be integrated into
a unified platform to consolidate access, aggregation, and metro functions.
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Chapter 3

Packet-optical convergence with
packetponders

Chapter 3 introduces packet-optical convergence with our novel concept: the packet-
ponder. This chapter illustrates a seamless integration of pluggable transceivers
into an open-source Network Operating System (NOS) and highlights how the fre-
quency parameters of tunable modules can be made accessible to a remote, open
control plane, thereby improving the flexibility and effectiveness of managing packet-
over-DWDM networks. This chapter is based on published work at Optical Fiber
Conference (OFC) 2023 [JR1] and Optical Advanced Photonics Congress (APC) 2023
[JR2].

3.1 Challenges in pluggable optics integration and
management

As just seen in Chapter 2, packet-over-optics is increasingly becoming a reality,
driven by advancements in pluggable optics. However, managing a switch in-
tegrated with pluggable transceivers presents significant challenges that have
drawn attention from the networking community in recent years. Beyond the
issues of controller coordination — which will be discussed in detail in Chap-
ter 4 — one major challenge is the integration of pluggable optics within the
switch [71]. Traditional Layer 2 switches are not designed to incorporate Layer
1 functionalities into their control frameworks, creating a gap that needs to be
addressed for seamless operation.
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3.1 Challenges in pluggable optics integration
and management

Transponders, which still currently play a predominant role in packet-optical net-
work architectures, have garnered significant attention in advancing open man-
agement solutions. The Open Optical and Packet Transport (OOPT) [19] group
released in 2017 their first specification for transponders: the transponder ab-
straction interface (TAI) [72], that provided independent, uniform, multi-vendor
control of pluggable transceivers (CFP2/CFP4/CFP8 form factor). Community
group such as the Telecom Infra Project (TIP) [16] or the Open Networking
Foundation (ONF) [15] were actively focused on implementing pluggable optics
as part of the TAI architecture in Transport Network Operating Systems (NOS)
such as Goldstone [73] or Stratum [74]. Cassini, from Edgcore Networks; Voy-
ager, from Facebook; and Galileo, from Wistron; are three examples of transpon-
ders where TAI was implemented and enabled a vast set of layer-1 performance
monitoring metrics and provisioning parameters to be exposed to the controller.
However, TAI is not implemented into open, disaggregated packet-optical L2
switches and NOS have historically lacked support for implementing flexible
tunable/coherent pluggables within switches.

To achieve this, an open switch NOS must be enhanced to support pluggable
transceivers. It also needs to facilitate seamless interoperability between the
switch and pluggables from different vendors. For this to work, the pluggables
must adhere to common standards, enabling the host operating system (OS) to
access pluggable information through generic, modular functions. We discussed
in Chapter 2 the OIF [75] effort introducing the Common Management Interface
Specification (CMIS) implementation agreement [66], which is the key driver
that should facilitate the implementation of different vendors’ pluggables into
NOS and provide visibility of the physical layer parameters required by operators,
as it helps to pass instructions between the module and the host.

At the time of this work, the only available open NOS for disaggregated L2
switches that could integrate the pluggable optics, due to their open-source
nature, modularity and support for open APIs; were Stratum and SONiC [76].
A first attempt to control pluggable modules within packet-optical nodes was
made in [77] using an enhanced version of the open-source SONiC NOS, but
the experiment was using an external muxponder with 100 Gbit/s coherent line
cards in lieu of pluggable coherent module inside the switch. Since then, the
authors of this work have integrated some optical parameters of the coherent
pluggable optics and a comparison of our two methods will be discussed in
section 3.7. CMIS was used in [77], but CMIS can only apply to newer coherent
pluggables such as 400ZR/ZR+ or more recently to the 100ZR, but it does not
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support legacy tunable transceivers with lower data rate. At the start of this
thesis, as coherent pluggables were not yet commercially available, the goal was
to integrate 10 Gbit/s and 25 Gbit/s tunable transceivers; not only because they
were more accessible, but also because they remained widely deployed in access
and metro networks and to ensure backward compatibility.

Efforts were underway, but, to the best of our knowledge, there was no open NOS
for open switches and routers that fully incorporated pluggable optics parameters
in a manner similar to transponders, which could be exposed to any controller
via open interfaces and models such as OpenConfig [65] and YANG [78]. This
highlighted the need for a fully open and disaggregated platform that is flexible
enough to support any form-factor transceiver management with a plug-and-play
approach in a multi-vendor environment.

3.2 Packetponder concept with common form fac-
tor pluggables

3.2.1 Concept and name
This thesis defines the concept of the packetponder [JR1] as an off-the-shelf open,
programmable and disaggregated Ethernet whitebox switch capable of hosting a
wide range of standard form-factor pluggable transceivers, thereby integrating
packet and optical functionalities within a single platform. Innovations such as P4
(Programming Protocol-independent Packet Processors), while not extensively
researched in this thesis, enable flexibility in packet handling and is consequently
a useful feature that compose the packetponder, as depicted in Fig. 3.1. Beyond
its hardware realisation, the packetponder embodies a design paradigm in which
openness, programmability, and adherence to standard interfaces enable unified
and vendor-agnostic control of both packet and optical resources. By exposing
these capabilities through a centralised SDN control framework, the packetponder
allows flexible configuration and dynamic reconfiguration of network functions,
including optical parameters such as wavelength selection and conversion, while
supporting multi-vendor interoperability. Leveraging open-source Network Op-
erating Systems and control frameworks, it can be seamlessly integrated into
existing and future network architectures, enabling both point-to-point deploy-
ments and more complex mesh topologies, and providing a foundation for more
flexible, efficient, and simplified network operation.
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In essence, the packetponder combines disaggregated and programmable hard-
ware, open and standardised software interfaces, and common form-factor opti-
cal pluggable transceivers, enabling a unified and flexible integration of packet
and optical functionalities (Fig. 3.1).

We chose to name our solution a packetponder, although others might refer to
such a device as a "IP-over-DWDM switch". The distinction lies in two key ar-
eas: first, our packetponder is fully programmable and open, using open APIs, as
opposed to most IP-over-DWDM switches with pluggables, which are typically
proprietary. Second, the term packetponder reflects its ability to perform packet-
over-DWDM functionality: thanks to its P4-programmable ASIC, the packetponder
can process and forward packets based on an extensive range of header fields, as
opposed to IP-over-DWDM switches, which suggests forwarding decisions based
on IP headers alone. While "IP-over-DWDM" is a well-known and widely adopted
concept, we believe the name packetponder better captures the enhanced func-
tionality and flexibility of our solution, which extends beyond the traditional
scope of IP-over-DWDM applications and systems.

Figure 3.1: Packetponder’s concept.

3.2.2 Client-side and Line-side definitions
In the context of IP-over-DWDM, the "client-side" normally refers to the interface
where data enters or exits a device from the IP or Ethernet network. Typically,
those are lower speed interfaces such as 10 Gbit/s or 100 Gbit/s and relatively
short distances, and are connected to routers and switches.

The "line-side", refers to the optical interface used for long-haul or metro trans-
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mission over the Dense Wavelength Division Multiplexing (DWDM) network.
Line-side optics often use coherent transmission, advanced modulation formats
(e.g., QPSK, 16QAM, etc.), and FEC, where several signals are transported over
a single fibre.

In this Thesis, both client-side and line-side will be used as defined above and
illustrated in Fig. 3.2. The client-side refers to Ethernet traffic transmitted over
a grey interface, meaning one or more point-to-point optical lines over short
distances where the specific wavelength is not significant, or alternatively, one
or more copper cables connection. The line-side encompasses coherent/tunable
pluggables over DWDM transmission, where multiple carrier wavelengths can
share the same optical link for more efficient long-distance transport.

Figure 3.2: IP-over-DWDM concept with coherent pluggables, including SERDES
electrical connections within the Transponder.

3.2.3 Packetponder: an enhanced Transponder and Muxpon-
der

Integrating pluggable optics into a programmable L2 switch not only reduces
CAPEX but also significantly enhances flexibility in network operations. In
essence, the packetponder leverages open APIs and a programmable ASIC, that
is P4 programmable, to enable a dynamic and flexible mapping between grey
and coloured optics, as opposed to a traditional transponder which maps client
interfaces to DWDM line-side. Indeed, a traditional transponder enable point-to-
point forwarding between grey optics and coloured optics ports, which is shown
by mode 1O in Fig. 3.3(a). On top of that, the packetponder enables client-side
to client-side forwarding as a L2 switch (mode 2O), and a novel programmable
line-side to line-side reconfiguration (mode 3O in Fig. 3.3(a)).

In addition to providing a straightforward 1:1 mapping function, as seen in tradi-
tional transponders and switches, the packetponder offers the advanced capability
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Figure 3.3: (a) packetponder’s functionality: 1O client-side to line-side - a
transponder; 2O client-side to client-side - Ethernet cross-connect; 3O line-side
to line-side - a P4 programmable opaque optical cross-connect + 3R OEO re-
generation with wavelength conversion; (b) Transponder vs. Muxponder vs.
Packetponder.

of acting as a muxponder. It can perform n:1 mapping, enabling the aggregation
of multiple high-radix, lower-speed access terminations into a smaller number
of low-radix, high-bandwidth metro/core terminations within a single hardware
platform. This functionality will be demonstrated in Chapter 5. Furthermore,
the P4-programmable ASIC enhances the packetponder’s flexibility by enabling
packet cloning [79], which allows for 1:m or n:m mapping. This capability signif-
icantly broadens its forwarding behaviour, making the packetponder an adaptable
solution for diverse network requirements, as shown in Fig. 3.3(b).

3.2.4 Wavelength conversion and 3R regeneration
By incorporating the packetponder concept, we also gain important functionali-
ties that can transform optical network architectures and management. Indeed,
mode 3O from Fig. 3.3(a) has useful implications since it introduces wavelength
conversion and 3R (re-amplification, re-shaping, and re-timing) regeneration
that relaxes the requirement for end-to-end wavelength continuity across mul-
tiple ROADM hops, as shown in Fig. 3.4. The reason is because the signal from
one part goes through the ASIC enabling regeneration. In contrast to conven-
tional transponders, which typically originate or terminate an optical signal and
statically forward protocol data units (PDUs) either from the client-side to the
line-side or vice versa, the packetponder offers greater flexibility: it can be de-
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ployed at any location within the access, metro or core nodes and facilitates
forwarding from any port to any other port. This means the wavelength can
be assigned and/or re-assigned locally, therefore preventing wavelength block-
age situations. The wavelength provisioning use-case with packetponders and
wavelength conversion will be discussed in Chapter 4.

Figure 3.4: Packetponder in metro/core networks enabling wavelength conver-
sion for fault recovery or maximise the use of the bandwidth.

Wavelength conversion can also be used to promote interoperability and flex-
ibility. This is very relevant between adjacent sub-network domains, where
each domain is managed by an independent entity, for example when crossing
countries where networks are managed by different operators. In this scenario,
wavelength assignment within one domain is independent of the wavelength
assignment within an adjacent domain [80], as shown in Fig. 3.4, where nodes
1, 2 and 3 are located in different domains and a different wavelength is set
for packets going from node 1 to node 3. Indeed, when the signal is regener-
ated at node 2, the wavelength is tuned from yellow to blue. In this scenario,
node 2 - a tandem, or transit node - also performs high-speed optoelectronic 3R
regeneration, which is a key function to scale-up all-optical networks.

3.2.5 Plug-and-play approach with legacy and new pluggables
The flexibility of pluggable modules within the cages of a packetponder is a key
advantage, offering operators the freedom to select modules based on their
specific needs. Our solution is designed with uniform form factor cages and
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specifically our experiments used QSFP28, into which various types of pluggable
transceivers can be inserted. These include options like 100GBASE-CR4 (direct
attach copper), 100GBASE-LR4, or 100GBASE-CWDM4, ensuring compatibility
with a wide range of network configurations. The packetponder concept can
also adopt switches that can accommodate QSFP-DD or OSFP cages to support
next-generation pluggables, such as 800G, 1.2T, and 1.6T modules, ensuring
scalability, as long as a multi-source agreement exists.

This work also demonstrates how legacy devices, optics, and existing ROADM
infrastructure can be leveraged to implement the packetponder concept, simpli-
fying network design while maintaining compatibility with current technologies.
The packetponder supports a wide variety of pluggables for different services
and rates, enabling a plug-and-play approach with standardised client-side and
line-side modules. It provides the capability to map diverse line rates while main-
taining a uniform cage format across the front panel of the switch. One potential
application of the packetponder is at the network edge, where multi-service client
traffic is aggregated into higher-capacity pluggable transceivers. Unlike tradi-
tional architectures that differentiate between client-side and line-side optics,
our approach seamlessly integrates all pluggable types (as long as it is compatible
with the switch’s cages, including the use of adaptors), enabling flexible traffic
forwarding from any client or line interface to any other. This adaptability to
various line rates ensures efficient utilisation of resources and greater versatil-
ity in handling diverse network demands. For example, our solution supports
advanced pluggables such as the MicroPlug TiBiT module for Passive Optical
Network (PON) applications, which will be explored in detail in Chapter 5.

3.3 Experimental software stack and hardware
In this thesis, prior to the experimental investigations, and to enable the packet-
ponder concept, it was essential to integrate pluggable transceivers into the NOS
of the programmable Ethernet switch. This required software adaptation to the
switch NOS and the YANG interface model to support the relative parameters
of transceivers (e.g. the frequency) compliant with both the Small Form Fac-
tor (SFF) and Common Management Interface Specification (CMIS) standards,
thereby enabling tuning functionalities. Notably, any physical layer parameter
exposed by the pluggable — provided the corresponding register supports READ
and/or WRITE operations — can be similarly integrated into the system. The
validation encompassed 10G Tunable SFP+, 25G Tunable SFP28, and coherent
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100ZR transceivers, with flexibility for substitution with higher capacity tunable
or coherent transceivers (e.g., 400ZR) as needed.

This section provides an overview of the software stack and hardware devices
used in this thesis. The remainder of this chapter outlines the steps taken to im-
plement the packetponder proof-of-concept. While the methodology is described
in the context of our specific software stack and hardware, the samemethodology
can be adapted to other disaggregated hardware and open software platforms,
since it builds on generic functions, standard interfaces, and adopted abstractions
rather than vendor-specific implementations.

3.3.1 Hardware components
Our demonstration used the programmable APS-Networks BF6064X-T Ethernet
switch - with 65 x QSFP28 cages arranged regularly on its external frontplate -
as the packetponder. The whitebox contained a P4 programmable Intel Tofino 1
Intelligent Fabric Processor ASIC with 260 x 25G/10G Ethernet SerDes I/O blocks
housed within a 2RU. Wavelength provisioning and pluggable integration within
the switch was demonstrated with commercial Lumentum 10G SFP+ tunable
transceivers (gray and tunable); a Adtran tunable 25G SFP28 transceiver; and a
coherent QSFP28 100ZR from Adtran, performing 100 Gbit/s dQPSK at 27.952
GBaud. Both 10 and 25 Gbit/s transceivers used a Mellanox adaptor (Mellanox
MAM1Q00A-QSA28 Compatible QSFP28 100G to SFP28 25G Ethernet Adapter
Converter Module)

3.3.2 Network Operating System for our packetponder
Our testbed used open management software and open standard interfaces to in-
tegrate a wide selection of tunable transceivers into the NOS. The SDN stack used
for our experimental validation was determined by the capabilities of our Ether-
net switch. In practice, most disaggregated switches can relate to the simplified
layered architecture shown in Fig. 3.5. The switch is composed of an operating
system stack that can either consist of a base operating system with a dedicated
switch OS layered on top, or a standalone switch OS (also referred to as a Net-
work Operating System, NOS). This software stack typically accesses hardware
peripherals through platform APIs, which are hardware-specific (green box in
Fig. 3.5). At the time, Stratum [74] and SONiC [76] were the most promising
open-source NOS due to their modularity and support for open APIs and hard-
ware platforms. We ultimately selected Stratum, combined with Open Network
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Figure 3.5: Conceptual layered software architecture of a disaggregated switch.

Linux (ONL) as a base OS and its ONL Platform (ONLP) as the platform APIs, be-
cause it was a compatible NOS for our APS-Networks BF6064X-T switch. Stratum
provided the ability to control packet forwarding through P4 programmability
while also incorporating a Physical Hardware Access Layer (PHAL), which al-
lowed us to extend ONLP to access and manage the pluggable optics. At the time
of our selection, the Stratum project was led by ONF and supported by a strong
community of contributors, which comforted our decision to adopt Stratum for
this work. Its combination of programmability and hardware abstraction made
it an ideal choice for our experimental setup.

Currently, Stratum only retrieves a small subset of the information available
from the registers of the pluggable unit, such as the vendors information or trans-
ceiver’s type, which are READ only for the user. This is because Stratum’s original
focus lied on managing layer 2 and above, but its open-source nature made it
an ideal NOS candidate to run on packet/optical platforms, as it can incorporate
optical layer parameters and enhance management capabilities within the packet
controller. While our solution doesn’t comprehensively control all pluggable pa-
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rameters, it shows how an open switch NOS can usefully integrate and control
tunable pluggable optics, which is a functionality that was lacking in all open-
source NOS at the start of this work. We demonstrated how to READ and WRITE
to the registers that control the carrier frequency (wavelength) across a selection
of tunable pluggable transceivers that are contained within the interfaces cages
of the P4-programmable switch. This exemplifies our wavelength interrogation
and provisioning use-case.

3.4 Pluggables integration in open NOS
3.4.1 I2C bus and pluggable registers
In order to control the carrier frequency of the pluggables, the Network Op-
erating System needs to access a selection of the registers of each pluggable.
These registers can be accessed from the switch using the electrical data Inter-
Integrated Circuit (I2C) bus, as shown in Fig. 3.5. The I2C bus is the copper
traces, multi-master and multi-slave serial communication protocol, that form a
control/management bus to allow peripherals to communicate with each other
within a device. In our demonstration the pluggables and their registers are
addressable slave peripherals. Most Linux-based OS include kernel drivers that
enable bi-directional communications over the I2C bus, allowing the host to read
and write diagnostic information of the pluggables. Information is stored within
a 256-byte addressable memory window register, and are standardised based on
the Small Form Factor (SFF) Management Interface MSA for the low-capacity
transceivers (SFP, SFP+ and QSFP+ pluggable from factor [81]), and the CMIS
Implementation Agreement (IA) for the more recent high-capacity coherent plug-
gables (QSFP28, QSFP-DD, OSFP [82]). The difference between the two is that
historically with SFF, each form factor and each generation had a different man-
agement interface specification, which is not scalable given the fast evolution of
pluggables and the complexity of their management. Moreover, the SFF man-
agement interface defines basic management interfaces, covering only essential
monitoring and diagnostics. In contrast, the CMIS IA is scalable and provides
a more advanced and flexible management interface for modern, high-speed
optical modules, supporting complex configurations, dynamic control, and richer
diagnostics. Consequently, SFF and CMIS differ significantly in terms of the struc-
ture of their memory maps, specifically regarding the number of pages and banks
used for organising and accessing data. SFF-compliant modules organise their
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memory into two distinct ’fields’ located at addresses 0x50 (or A0h) and 0x51
(or A2h), with a limited number of pages (typically four). In contrast, CMIS uses
a single ’field’ at address 0x50 while supporting a broader range of pages. Addi-
tionally, CMIS introduces the concept of ’banks’, enabling efficient management
of modules with more than eight lanes, offering greater scalability for advanced
optical transceivers, including coherent pluggables, programmable DSPs, and
multi-rate or multi-lane configurations, requiring a more scalable and modular
memory structure.

In either case, an ordered sequence of READs/WRITEs to the register memory of
the pluggable is required [83]: first to set the correct page and do the necessary
checks, and then to change the value of the frequency’s register. This can be
done using simple Linux functions from the I2C driver such as readb and writeb.
The completed procedure should operate for both SFF-based and CMIS-based
transceivers and irrespectively of the transceiver vendor.

To select a particular switch port where the plugable’s frequency needs to change,
the I2C bus is also used. The circuit board of the APS-Networks BF6064T-X switch
incorporates a "tree" of I2C multiplexers that connects to various peripheral de-
vices. In this arrangement, the single I2C master controller "root" has a transmis-
sion path to the "leaves" of peripheral devices. These peripheral devices include
the interface cages that accommodate the pluggable transceivers and the regis-
ters therein. We specify a particular arrangement of I2C multiplexers to address
and READ/WRITE the registers of each pluggable transceiver, as shown in Fig.
3.6. In our switch architecture, accessing a specific port requires configuring
a sequence of two multiplexers. The MUX (multiplexer) has its own address,
and writing to it selects the channel in use through which the second MUX is
connected. For instance, to access port 1, the first multiplexer at address 0x70
must be set to channel 0x4, while the second multiplexer at address 0x74 must
be set to channel 0x1. Once these two multiplexers are correctly configured, the
registers of the pluggable module inserted in cage 1 become accessible.

The sequence of actions looks like the following:

• Open "i2c-0" bus;

• Select address of primary MUX for writing: 0x70;

• Write channel number containg second MUX device: 0x4;

• Select address of second MUX for writing: 0x74;
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Figure 3.6: I2C block diagram in our Ethernet switch to access the ports.

• Write channel number containg selected port: 0x1 for port 1;

• Read from device: address 0x50 and 0x51 for SFF-based and 0x50 for
CMIS-based pluggables;

• Reset secondary MUX;

• Reset primary MUX.

A significant challenge arises from the potential for multiple programs to access
the bus concurrently, with examples being the Barefoot Runtime components
(e.g., the Software Development Environment) and ONLP. Both aim to query
data from pluggables; ONLP might attempt to read a sensor while the Software
Development Environment (SDE) seeks pluggables’ information simultaneously.
Each request is the product of multiple commands, the quantity of which de-
pends on the number of multiplexers involved. In our scenario, selecting more
than one transceiver simultaneously was impossible as they all share the same
address to access their registers (0x50/0x51). Additionally, these requests can
be interleaved with one another.

3.4.2 MUTEX
The kernel I2C API provides a way to lock access to devices on the I2C bus. This
prevents conflicts whenmultiple processes or drivers try to communicate with the
same device simultaneously. The locking mechanism works if each of the devices
on the bus have their own dedicated kernel-level device drivers. However, both
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the SDE and ONLP do not use kernel-level drivers. Instead, they use user-space
drivers, which do not rely on the kernel’s I2C driver framework. This means the
kernel cannot manage access to the I2C bus for these devices, and ultimately we
cannot lock the bus itself.

However, we can control all the user space drivers so that they agree on a method
for handing control. To protect the I2C bus and manage control effectively, we
therefore implemented file locks (or MUTEX) to ensure mutual exclusion. Since
locks cannot be shared among multiple threads or processes, this approach en-
sures that all tasks can safely access a specific resource, while other processes
wait for the file lock release. Using locks facilitates secure configuration of mul-
tiplexers to access a designated port and the transceiver’s registers. Locks are
applied for all devices using the I2C bus, including the transceivers, the PSU, the
LEDs or the fans.

To implement this, we collaborated closely with Gawen Davey, a Software Engi-
neer at APS-Networks. Locking mechanisms are now integrated into the source
code of the operating system across all APS-Networks programmable switches
that use ONL as their base OS.

One example of the lock implementation to read the EEPROM of the transceivers
was implemented as follows:

bf6064x_lock_acquire();
int rv = dpapi_sfp_eeprom_read(id, dst);
bf6064x_lock_release();

In this case, before a process begins reading the transceiver in a specific port,
it first locks the file to ensure exclusive access. Once the task is completed, the
lock is released. If the process unexpectedly terminates, the file is automatically
released to prevent other applications from hanging or encountering access issues.
In our frequency reconfiguration use-case, whenever the frequency function is
called, a mutex is used to lock the I2C bus ensuring exclusive access. The mutex
is released before the function exits, regardless of whether the frequency was
successfully changed or an error occurred.

Once the bus is locked, the two multiplexers are configured to map to the trans-
ceiver’s registers in the requested port. However, there was no existing functional-
ity to configure the multiplexers or change the frequency of tunable transceivers,
despite the SFF standard providing guidelines for doing so. Therefore, both the
multiplexer ’mapping’ functionality and the frequency ’write’ operation had to be
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created as per section 3.4.1, using the APIs available through ONLP. The function,
called:

onlp_i2c_mux_mapping(int port_number, int reset)

was created in the user-space driver "i2c" in the ONLP library of ONL [JRc2], and
either set the multiplexers to map the requested port, or reset the multiplexers.

Another function was then created and called:

set_sfp_frequency(int port_number, int frequency)

which allowed the frequency at the given port_number to be tuned. In this
function, the module type identifier is first read (given by SFF-8024 A0h. Byte 0)
to determine the form factor in use and, consequently, the management interface
implemented for the pluggable.

3.4.3 Frequency change for SFF interfaces
For modules using the SFF MSA interface, i.e., our 10G and 25G transceivers,
the function starts by locking the file, map the corresponding MUX to access the
transceiver’s register, and then follows a succession of read and write to configure
the new frequency as shown in Fig. 3.7.

After setting page 2, the function reads the spacing grid and the initial frequency,
and finally assigns the channel number as per the formula given by the SFF-
8690 [84]. Each time the reading/writing is not successful, the MUX is released
and the mapping is set back to its initial state (registers back to 0x0). In this
case, setting page 2 was enough to assess the tunability of the transceiver. If
the function is applied to a non-tunable transceiver, an error is raised and the
function terminates by resetting the MUX and releasing the lock.

3.4.4 Frequency change for CMIS interfaces
For CMIS-compliant modules, the function evaluates the module’s tunability in
page 1, verifies the channel number’s validity based on the grid spacing, and sets
the channel number in the frequency registers located on page 12 of the memory
map as shown in Fig. 3.8[82].

50



3. Packet-optical convergence with
packetponders 3.4 Pluggables integration in open NOS

Figure 3.7: Block diagram to set new frequency for SFF pluggable transceivers
(10G/25G).

3.4.5 Abstraction layers in Stratum
Initial discussions with the Stratum core team — specifically Brian O’Connor
and Max Pudelko — led to the identification of three potential approaches for
integrating the frequency tuning into the Stratum software stack.

Option (i) involved reusing the well-defined structures within the TAI (Transpon-
der Abstraction Interface) architecture, which already supported frequency tun-
ing for coherent pluggables. The idea was to reuse its transceivers’ architecture
and implement it into the SAI (Switch Abstraction Interface), which is what
Stratum is using. However, this approach proved challenging, as the coherent-
specific data structures were tightly coupled with the TAI context and would only
be invoked if the hardware was recognised as a transponder, not as a switch.

Option (ii) consisted of manually setting the frequency during device boot-up us-
ing an initial configuration text file. This involved populating the ONLP database
within Stratum, with the desired frequency values and writing directly to the
transceiver registers via the functions defined in section 3.4.2. This approach was
adopted in the initial phase of the experiment to validate the basic functionality
and confirm low-level register access (see section 3.4.5.2).
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Figure 3.8: Block diagram to set new frequency for CMIS pluggable transceivers
(100/400G ZR/ZR+).

Option (iii) proposed extending the existing transceiver model within SAI to
include frequency parameters, similar to how interface speed or loopback modes
are currently defined. In this way, the gNMI protocol could also be used to
configure the frequency, in the same way that it does to change the speed of a
transceiver.

Each option has its own trade-offs, which are discussed in more detail in section
3.7. But given that coherent pluggables were not yet available at the time of
development, we, the Stratum team and us, opted for option (iii). This allowed
us to integrate frequency tuning into the standard SAI transceiver definition,
enabling the feature to be accessed and configured by the packet controller,
without requiring transponder-specific infrastructure.

3.4.5.1 Southbound interface of Stratum: onlp_wrapper

Stratum loads several libraries during the boot process, including common and
platform-specific libraries with different functions. As our frequency function
contains the MUX mapping function that is specific to our switch, we included
it in the onlplib platform-specific library. Ideally, only the MUX mapping is
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platform-specific and the frequency tuning function is loaded by default on all
platform.

Stratum does not directly communicate with the hardware but uses abstraction
layers like onlp_wrapper to translate platform-independent operations into ONLP
APIs, enabling tasks such as reading from and writing to tunable pluggable optics.
By standardising access to hardware components, the onlp_wrapper abstracts
vendor-specific hardware implementations, allowing Stratum to interact with a
wide variety of network switches in a consistent and uniform manner.

We introduced an sfp-frequency function within the onlp_wrapper [JRc1],
which interacts with the ONLP API to tune the frequency of the pluggable optics
(if available). This implementation enables the core of Stratum to make direct
calls to the onlp_wrapper for managing optical parameters.

3.4.5.2 Northbound interface of Stratum: gNMI server

At the northbound, Stratum includes a gNMI server, which listens for incoming
requests from external network management systems. gNMI, which stands for
gRPC Network Management Interface, is a control data streaming protocol used
for network management and configuration that is designed to support model-
driven management of network devices, allowing for more modern and efficient
interaction with network infrastructure. Alternatively, other protocols like NET-
CONF can also be used, depending on what the NOS provides as its northbound
interface.

Once the gNMI server receives a request specifying which data is being queried
or modified, Stratum uses its internal database (e.g., Chassis Config Database or
persistent state database) to check if the requested information is already cached
or preconfigured. If the data is available in the database and is up to date,
the database responds directly, avoiding a direct hardware query. This reduces
latency and avoids unnecessary hardware polling for frequently accessed infor-
mation. If the information is not available in the database or the request requires
real-time data, Stratum translates the gNMI request into a platform-independent
internal operation. This involves identifying which hardware component (e.g.,
fan, transceiver) is being queried or controlled. Stratum then delegates the
platform-independent operation to onlp_wrapper, which acts as a middleware
layer.

To populate the Chassis Config database, which deals with platform-related
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Figure 3.9: Initial chassis configuration text file with the added frequency pa-
rameter.

Figure 3.10: Simplified architecture of Stratum [85].

components, a text file can be used in which each ports are configured using
singleton_ports abstraction. As the frequency parameter was not part of any
abstraction definition, we extended the singleton_ports configuration to sup-
port the frequency parameters of the tunable pluggable, as per Fig. 3.9, so when
a new frequency is sent from the controller and parsed by the gNMI server, it is
stored in the chassis configuration of the Stratum database, and calls are made
towards the Chassis Manager to push the new configuration all the way down
to the registers of the optical module. The platform manager at the bottom of
Fig. 3.10, will use onlp_wrapper to load and call set_sfp_frequency to tune
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the frequency SFF or CMIS transceivers. The initial frequency of a tunable trans-
ceiver in a particular port can also be set during the boot-up process of Stratum by
uploading the previously mentioned text file (chassis-config.pb.txt), which
contains the entire structure and values of the chassis configuration at initiali-
sation. The chassis-config.pb.txt file will populate the database in a similar
manner to how a gNMI request operates.

This section demonstrated how the frequency of a tunable transceiver (coherent
or not) can be configured either during the initial loading of Stratum (option
ii) or through a gNMI request (option iii). The next step involves connecting
Stratum’s northbound interface (gNMI) to a remote open controller.

3.5 Pluggables remote management with open SDN
controller

Figure 3.11: SDN management stack of our packetponder.

Now that the gNMI server is linked to the ONLP APIs and hence the pluggable’s
registers in each port, we want to access them at runtime and dynamically change
the frequency. For that, we used the vendor agnostic Open Network Operating
System (ONOS)[86] remote controller designed and implemented by ONF, and
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Fig. 3.11 outlines the full programmable SDN stack used for the experimental
validation. ONOS was chosen because we were already co-developing with the
ONF ecosystem, which made it a logical and seamless choice for our work. ONOS
was originally developed for packet networks but rapidly addressed control of
optical disaggregated systems with the Open Disaggregated Transport Network
(OTDN) activity which successfully developed a framework to control Open Line
Systems and Transponders [87]. ONOS works particularly well with data plane
devices that are defined by standard abstraction, which is the case with Stratum.
ONOS uses YANG models, a leading choice to configure networking devices, to
express the structure of data by using "tree structure". In association to YANG,
various open working groups, including OpenConfig, are gaining importance
by providing vendor-neutral data models, written in YANG. Each model in the
OpenConfig hierarchy defines a combination of a configuration state that can
be both read and written by the user. The configuration requests from ONOS
leverage protobuf for inter-plane message exchange, while gNMI (Network Man-
agement Interface) serves as the runtime protocol for remote configuration and
monitoring.

The most logical choice for configuring coherent pluggables is the OpenConfig
platform YANG model [88], as it is commonly used to characterise pluggable
optics within transponders. This model has been naturally adopted for ZR/ZR+
configuration because it provides comprehensive access to all optical parame-
ters of the pluggable. However, its scope is limited to coherent pluggables and
does not extend to other tunable transceivers. Currently, no YANG model in-
cludes the frequency parameter with both read and write permissions for tun-
able transceivers. To address this gap, we incorporated the frequency parameter
into the OpenConfig interfaces YANG model [89], enabling read and write
permissions (with write allowed only if the transceiver is tunable, verified via
the set_sfp_frequency function). The OpenConfig interfaces manages the
configuration and operational state of physical and logical network interfaces,
including attributes like interface type, speed or admin status. Therefore, we ex-
tended the OpenConfig interfaces tree structure, in both the "state" (with read
only permissions - ro) and "config" (with read/write permissions - rw) branch, as
shown below, by attaching the frequency parameter directly to the host interface
name rather than to the logical interface or optical channel, as done in OpenCon-
fig platform. The following tree is obtained by applying the pyang [90] function
to generate a tree representation of the YANG model supported by Stratum.

module: openconfig - interfaces
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+--rw interfaces
+--rw interface * [name]

+--rw name -> ../ config/name
+--rw config
| +--rw loopback -mode? boolean
| +--rw enabled ? boolean
| +--rw health - indicator string
| +--rw sfp - frequency uint64
+--ro state
| +--ro name? string
| +--ro loopback -mode? boolean
| +--ro ifindex ? uint32
| +--ro admin -status enumeration
| +--ro oper -status enumeration
| +--ro last -change? oc -types: timeticks64
| +--ro id uint32
| +--ro hardware -port string
| +--ro health - indicator string
| +--ro sfp - frequency uint64

This approach simplifies access for the packet controller, allowing it to retrieve
port frequency in the same way it retrieves other attributes such as port speed.
Additionally, we extended the PortConfigParams protobuf internal message to
enable the Stratum gNMI server to handle the new parameter and gNMI path,
and store it in the database [JRc3].

Within ONOS, we created a Command Line Interface (CLI) function to either set
or get the frequency of a particular switch port [JRc3], which is:

frequency-config set/get <device-id> <port-number> <frequency>

This CLI command triggers ONOS to parse the input and convert it into a higher-
level request to the system. As depicted in Fig. 3.12, ONOS then maps the CLI
command to the corresponding behaviour interface (called FrequencyConfig in
our case) in its control framework. Behaviours are abstract definitions of capa-
bilities that a device or driver should support. It defines what the system can
do, not how it is implemented for a specific device. The behaviour then imple-
ments a driver that is specific to the device (in our case, a driver that uses the
gNMI protocol and that can be applied for Tofino switches). That driver trans-
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Figure 3.12: ONOS simplified architecture for the frequency tuning function.

late the behaviour request, the new frequency, into a concrete action the device
can understand. The driver then sends a gNMI message containing the new fre-
quency value (in GHz) and a specific path that identifies the configuration node.
This path adheres to the YANG interface model and aligns with the hierarchical
structure of the Stratum database. In our case, the gNMI path is:

/interfaces/interface[name=<port>]/config/sfp-frequency

When Stratum receives the request with a new configuration state, it updates
the database which will then successively call the Chassis Manager and the Plat-
form Manager to push the new chassis configuration and the new frequency (or
wavelength) to the related transceiver.

3.6 Experimental proof-of-concept
The software stack described earlier supports both CMIS-compliant and SFF-
compliant pluggable modules by using generic functions where necessary. For
the proof-of-concept of the packetponder, our testbed demonstrated wavelength
provision by the integration and control of wavelength tunable pluggable trans-
ceivers of various formats, from different vendors, and supporting different stan-
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dards, all within the same box. For non-QSFP28 form factors, we employed a
QSFP28-to-SFP+ Mellanox converter to adapt them to our 64xQSFP28 cages.
The demonstrated use case showed wavelength assignment by the remote con-
troller, ONOS.

3.6.1 Wavelength conversion of SFF and CMIS-compliant plug-
gable from ONOS controller

Our network scenario comprised our APS-Networks programmable switch as the
packetponder: the tunable 10G SFP+ was inserted into port 4/0, the tunable
25G SFP28 was in port 8/0, and the 100ZR coherent pluggable was in port
30/0 of the packetponder, and all pluggables were configured in a loopback to
themselves. The first part of the experiment pushed in-situ a selected wavelength
(or frequency) down the full software stack, from controller to the pluggable
tunable 10G SFP+, tunable 25G SFP28, and coherent 100ZR transceiver via the
I2C bus. This independently set/reset the wavelength of each individual line-side
tunable transceiver - without the need for a transponder.

Figure 3.13: (a) gNMI path and new YANG tree node to access the frequency;
(b) ONOS Command Line Interface (CLI) to reconfigure the frequency of tunable
transceivers.

Initially, all transceivers were set to a frequency of 194,300 GHz. Using ONOS,
we reconfigured all transceivers to 193,400 GHz, as illustrated in Fig. 3.13(b).
This was achieved by executing the ONOS command, which included the gNMI
path aligned with the extended Openconfig interface YANG tree depicted in
Fig. 3.13(a). The command was run successively to adjust the frequency on port
4/0 (10G tunable), port 30/0 (100ZR), and port 8/0 (25G tunable).

Fig. 3.14 depicts Stratum log after the 100ZR was reconfigured. The first red box
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Figure 3.14: Stratum logs for 100ZR wavelength reconfiguration.

corresponds to Stratum processing the gNMI request, and pushing the chassis con-
figuration with the new frequency value. The last few lines are prints statement
for monitoring purposes, and show that the implemented value into the channel
number register is 0x30, which corresponds to channel 48. Given that we set
our coherent pluggable to operate with 6.25 GHz grid spacing, and that the first
frequency is 193,100 GHz, the CMIS documentation specifies that frequency =
first_frequency + grid_spacing * n, which is our case, 193,400 = 193,100
+ 6.25x48, hence 48 is the channel number wanted.

Likewise, for the 10G tunable SFP+ in port 4/0 and the 25G tunable SFP28 in
port 8/0, the Stratum logs are depicted in Fig. 3.15 and show the successful
change of frequency after a few seconds with the ports transitioning to an UP
state [JR2]. Even though the same frequency is requested, the channel number
for each differs. This discrepancy is due to the distinct initial frequencies and
grid spacings of both transceivers. Indeed, our frequency setting function metic-
ulously considers all parameters before adjusting the frequency, consistent with
the guidelines outlined in the SFF and CMIS documentation. This wavelength
conversion using the same command from a remote controller demonstrates the
benefit of standardisation, open source software and open APIs, which plays a
key role in this work.

3.6.2 Reconfiguration time of the 100ZR pluggable transceiver
in a ROADM scenario

While the Stratum logs in Fig. 3.14 and Fig. 3.15 provide an approximate re-
configuration time — from when the request is received by the switch to when
the port reaches the UP state — they measure this time at the Stratum level.
According to the logs, the reconfiguration takes about 8 seconds for the 100ZR
and 2 seconds for the 10G and 25G tunable transceivers. To obtain a more ac-
curate estimate of the frequency tuning configuration time at the physical layer,
we generated traffic to the system and measured packet loss while the system is
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Figure 3.15: Stratum logs for 10G/25G wavelength reconfiguration.

reconfiguring. By correlating the packet loss with the packet rate, we derived
a more precise reconfiguration time, which is expected to be faster than the
Stratum-level log results.

Figure 3.16: Experimental setup for proof-of-concept and packet loss measure-
ments.

Moreover, for a more realistic scenario, we introduced a Lumentum Reconfig-
urable Optical Add/Drop Multiplexer (ROADM) into the setup as shown in
Fig. 3.16. The 100ZR transceiver was connected to the ADD/DROP port 4104 of
the ROADM, with the ROADM’s line out port looped back to its line in port via a
50 km fibre spool, simulating two half ROADMs in a network. To emulate a fully
loaded DWDM system, we used a filtered Amplified Spontaneous Emission (ASE)
source (ASE load) passing through the ROADM, representing 80 × 50 GHz grid-
spaced data channels. Four bandwidth slots (equivalent to 2 × 100 GHz slots)
were left vacant to simulate available bandwidth. The three distinct bandwidths
generated using the ASE source to simulate client traffic were routed through
the ADD/DROP ports 4101, 4102, and 4103 of the ROADM, as configured in
Fig. 3.17. The ROADM’s demultiplexer was set to drop these channels since they
were not relevant. As the DWDM load emulation power was not equalised, the
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table in Fig. 3.17 shows uneven input and output powers, and this is also evident
in Fig. 3.18, showing ASE slope in the spectrum.

Figure 3.17: ROADM MUX rules.

Initially, as in the first experiment, Stratum loaded a chassis configuration file
with the 100G ZR transceiver set to an initial frequency of 193.400 GHz (1550.12
nm), corresponding to the blue data channel in Fig. 3.18 (top diagram). The
ROADM was preconfigured with an initial rule for both the MUX and DEMUX,
allowing the passage of the 193.400 GHz frequency channel from the ADD/DROP
port 4104 to the Line IN/OUT. Ports 18/0 of the switch was a 100G O-band
transceiver, non-tunable, and connected to a packet generator to generate traffic
at 100 Gbit/s. The packets were forwarded from port 18/0 to 30/0 and vice
versa, using a simple P4 program implemented into the packetponder.

Figure 3.18: Line-side spectrum at the initial state (top trace) and after reconfig-
uration (bottom trace), showing wavelength switching between dis-contiguous
wavelength spectrum slots.

Ethernet test packets were generated by the Keysight/Ixia XGS2-SDL test traffic
generator (TTG). The Keysight TTG’s chassis contained: I) Novus-S: QSFP-28 port
cages supporting 100/50/25/10 GbE; and II) Novus-NP: SFP+ and 10GBase-T
port cages supporting 10GbE/1GbE/100MbE load modules. It emitted Ethernet
packets of different format, and used the IxNetwork software for building test
scenarios and viewing statistics. We used Internet MIX (IMIX) of packets for each
traffic to resemble a real-world scenario, with 58.33% of the packet distribution
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being small token size (66-70bytes, such as Session Initiation Protocol traffic),
33.33% of medium size (570 bytes, representing web traffic with http meta data),
and 8.33% of size 1518 bytes, illustrating video traffic for example. Packets
generated had a unique IPv4 source address, which was used by the P4 switch
to forward the traffic to the egress port connected to the ROADM at a rate of
100 Gbit/s. The optical data was then sent through the ROADM and looped-back
with a patchcord to the receiver port of the 100ZR transceiver, and subsequently
captured by the test generator and Wireshark for measuring packet loss and the
reconfiguration time during the experiment.

While the system was running, similarly to a real network with packets transmit-
ted through the optical path, we then ran an ONOS CLI script to simultaneously
adjust the start and end frequency values of the ROADM MUX and DEMUX
(using the existing wavelength-config command in ONOS [91]) and the tun-
able transceiver centre frequency (with frequency-config from Fig. 3.12) using
NETCONF and gNMI respectively. The sequence of activation was as follows: the
ROADM rules were changed first, and then the frequency of the pluggable within
the switch. In our experiment, we used the same instance of ONOS to control
both the ROADM and Stratum switch because our devices were located on the
same local area network. If this concept is to be scaled, a multi-instance architec-
ture of ONOS is needed, notably to fulfil bandwidth and latency requirements
[77]. The new centre frequency was set to 194,300GHz (= 1542.9nm), and
Fig. 3.18 shows the line-side optical spectrum, showing the emulated DWDM
channels (or ASE load), and wavelength switching from 1550.1nm (top diagram)
to 1542.9nm (bottom diagram).

The wavelength switching process required hardware changes both in the trans-
ceiver and the ROADM, temporarily interrupting traffic as expected. To evaluate
the reconfiguration time of the transceiver itself, we sent 1 billion frames in to-
tal with IxNetworks. We monitored the Layer 2 frame rate (resulting in a speed
slightly below 100 Gbit/s) and observed packet loss, as depicted in Fig. 3.19. Los-
ing 222,508,645 frames, at a frame rate of around 33,028,592 frames/s (value
given by IxNetworks while the experiment is running), indicates an approximate
wavelength reconfiguration of 100ZR transceiver of 6.7s, which is faster than
current proposed solution [92].
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Figure 3.19: IxNetwroks data rate statistics, showing traffic interruption during
the 100ZR pluggable’s frequency reconfiguration.

3.7 Implementation discussion with current state-
of-the-art

We presented a potential solution to control pluggable optical modules. While
our demonstration primarily addressed the frequency parameter, it supports
different standardised modules compliant with both SFF and CMIS specifications.
This capability enables wavelength provisioning and offers greater flexibility in
spectrum management, particularly as networks approach capacity limits. The
practical application of this will be discussed further in the next chapter.

At the start of this work, it became clear that the industry was moving in the
same direction [61], with growing interest from companies in addressing these
challenges. Since then, several projects and community groups have tackled the
integration of pluggables in switches, including the MANTRA (Mandatory Trans-
ceiver Requirements Agreement) project under the Telecom Infra Project (TIP).
MANTRA focuses on improving the integration of optical pluggable transceivers
into switches, routers, and other network devices, especially in disaggregated
and open networks.

Phase 1 of the MANTRA project focused on integrating coherent pluggable mod-
ules with router platforms using partially standardised or proprietary interfaces
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and primarily focused on the operational aspect. Phase 2 expanded the scope and
aimed to provide a vendor-agnostic management of pluggables modules. This
phase also introduced OpenConfig as a standardised management interface to
reduce reliance on proprietary solutions, enhance interoperability, and simplify
the integration of new components [93].

While our solution addresses some of the issues raised by the MANTRA project,
it may not represent the most flexible abstraction layer for next-generation plug-
gable transceivers and architectures. At the start, our solution was well-suited
to the low-speed tunable pluggables we worked with. However, the industry’s
focus has since shifted to coherent pluggables, such as 400ZR/ZR+ and 100ZR
modules, and the emergence of 800G and soon 1.6Tb/s coherent pluggable mod-
ules has highlighted the limitations of our approach. For instance, our choice to
include the frequency parameter in the interface OpenConfig YANG module
was motivated by the assumption that an IP controller would primarily use the
interface YANG model to define transceivers, making an optional frequency pa-
rameter the most practical solution for the IP controller to have access to optical
parameters. This decision was also driven by the simplicity of managing 10/25G
tunable transceivers, which are not coherent and therefore have less complex
management requirements. While we still believe that associating the frequency
parameter with the interface model was appropriate at the time, we acknowl-
edge that scaling to support coherent pluggables requires a different approach.
The adoption of the component YANG model, commonly used for transponder
devices, is more suitable for managing next-generation coherent pluggables. This
is the option (ii) that we mentioned at the begining of section 3.4.5. Despite this,
many existing infrastructures still rely on lower-capacity tunable transceivers,
making our solution relevant for facilitating a smooth transition between legacy
hardware and next-generation devices entering the market.

Similarly, the choice of management software such as Stratum and ONOS was
highly supported during the initial phase of this work and showed significant
promise. However, the industry has since shifted its focus toward other solutions,
such as SONiC. SONiC now supports ZR/ZR+ pluggables and benefits from con-
tributions by major companies actively improving its codebase. Nonetheless,
many advanced features in SONiC remain part of proprietary NOS implemen-
tations developed by individual vendors, and that SONiC does not support the
frequency tuning of tunable transceiver if they are not coherent. To this date, the
only demonstration of ZR/ZR+ management with open-source software and dis-
aggregated hardware was done by R. Morro, et al. [94], where they augmented
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the SONiC version with a coherent manager - that includes a CMIS application -
to access the coherent pluggables.

This implementation required a containerised application/agent running on the
switch to manage the optical parameters of the pluggable transceiver, rather
than integrating this functionality directly within the NOS. This method has the
benefit of decoupling the coherent optics management from the NOS itself, which
makes it easier to update or modify the container independently of the NOS. It
is also easier to deploy this containerised solution across different NOS, making
it adaptable to a wide range of use cases and offers a practical path for early
adoption and experimentation. However, this approach introduces an additional
layer of interaction between the NOS, the container, and the controller, which
increases latency and potential for failure. Managing the optical layer separately
from the packet layer can result in fragmented decision-making. The controller
might need to reconcile data from multiple sources to make holistic decisions,
which could be more complex and error-prone.

On the other side, while integrating the optical management directly into the
NOS requires more development effort upfront, Stratum’s open and modular ar-
chitecture allows direct access to optical parameters alongside packet-forwarding
parameters via the same northbound gNMI interface. This makes it simpler for
controllers to interact with the network. For future-proofing, having a single,
unified interface for both optical and packet layers (as in the Stratum approach)
may ultimately result in better synergy between the optical and packet layers,
aligning with trends like SDN-driven automation.

3.8 Conclusion
This chapter demonstrated how pluggable transceivers can be effectively inte-
grated into an open-source Network Operating System. We illustrated how the
frequency parameters of tunable modules can be exposed to a remote, open
control plane, enhancing the flexibility and efficiency of managing packet-over-
DWDM architectures and networks. By bridging the gap between the packet and
optical layers, this integration enables seamless management and control across
both domains.

While we have successfully made optical and IP parameters accessible through
the same framework, the next step is to enhance the controller’s decision-making
capabilities. This involves integrating insights from both the optical and packet
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layers into a unified control mechanism. Currently, these two layers are man-
aged independently, often by separate teams, which can limit overall network
efficiency and coordination. Achieving a cohesive management approach will
unlock the full potential of combined optical and packet-layer orchestration.
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Chapter 4

Wavelength provisioning in open
packet-optical SDN controller

Chapter 4 explores the state-of-the-art packet-optical management approaches
within the SDN framework. It then demonstrates how controllers can leverage
packetponders with wavelength conversion to enhance Routing and Wavelength
Assignment (RWA) algorithms and argues for its integration into existing SDN
controllers. Additionally, the chapter highlights the use of packet-optical emulation
tools for testing and scaling SDN controllers, ensuring their effectiveness in larger
network environments. As part of this work, the packet-optical emulation software
was adapted and extended to support the experimental evaluation. In this chapter,
we then evaluated an SDN controller with an enhanced RWA algorithm across two
different network topologies, each subject to various link failures: a random complex
mesh topology; and a topology representing GEANT — Europe’s leading high-speed
research and education network.

A unified platform that integrates pluggable optics into routers and switches is
the first step toward seamless packet-optical network convergence. However,
to match or exceed the efficiency of traditional architectures with transponders
and muxponders, it must also be intelligently managed and controlled. This
requires a controller that is aware of both the packet and optical layers, and
makes decisions that fully leverage the capabilities of optical transceivers, in-
cluding coherent pluggables. Achieving this level of optimisation relies on tight
coordination between the packet and optical layer controllers, ensuring efficient
resource allocation and dynamic network adaptability.
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4.1 Current packet-optical SDN controller: wave-
length assignment algorithm and failure recov-
ery strategy

4.1.1 Controllers coordination in traditional packet-optical
networks with transponders

Historically, the packet and optical domains operated separately, relying on dis-
tinct frameworks and being managed by separate teams with different expertise.
As illustrated in Fig. 4.1, the packet SDN controller typically controls switches
using protocols such as gNMI, gNOI, P4Runtime, or OpenFlow, while the optical
SDN controller manages elements like transponders, Open Line Systems (OLS),
Reconfigurable Optical Add/Drop Multiplexers (ROADMs), and amplifiers. To
provide network operators a comprehensive view of the entire network topol-
ogy, a higher-layer orchestrator needs to be used to aggregate data from both
controllers, facilitating service provisioning, automation, and cross-layer optimi-
sation; for instance, ensuring that an IP path has a valid optical path beneath
it.

The need for multi-layer controllers in packet-optical networks has been widely
studied to determine the most effective way for operators to gain full network
visibility. I. Maor et al. [95] were the first to demonstrate a multi-layer SDN con-
troller using commercial packet switches and optical transponders. While each
device was managed by its respective vendor-specific controller, they developed a
higher-level orchestrator capable of overseeing the entire testbed through a REST-
based interface. In [96], researchers leveraged protocols such as NETCONF and
OpenFlow, extending OpenFlow into OpenFlow+ to incorporate optical layer
resources. More recently, in [97], authors adopted more modern and widely
used standard interfaces, employing NETCONF/OpenConfig for transponder
management and the ONF Transport API (TAPI) for OLS configuration. Their
demonstration showed real-time IP and optical layer reconfiguration using a
hierarchical controller with commercial network equipment, highlighting the
feasibility of unified, software-driven control across both domains. These works
successfully coordinate packet and optical layers but their topology rely on the
use of transponders.

Today, the introduction of packet-optical nodes with pluggable transceivers (such
as the packetponder) as transponder replacements, necessitates a redesign of
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Figure 4.1: Traditional network architecture with SDN control.

the SDN control architecture. In the traditional approach, optical and packet
devices operate as separate entities, making their control straightforward, with
the orchestrator simply retrieving information from both layers. However, with
the introduction of packet-optical node and pluggables as discussed in Chapter
3, a single device now belongs to both the optical and packet layers, requiring a
more integrated and coordinated control framework.

As depicted in Fig. 4.2 with the red dotted lines, a key challenge emerges:
who controls the pluggables — and by extension, the Layer 2 switch? More
specifically, who has read access to the pluggables, and who has write access?
Since both the packet and optical teams require visibility and control over the
system, a well-coordinated control framework is essential to ensure seamless
management, prevent conflicts, and optimise network operations across both
layers.

4.1.2 Hierarchical controller and abstraction interfaces for
packet-optical node with pluggables

This key challenge of the coexistence and coordination of both packet and optical
controllers to effectively manage the pluggables inside the router has received
some attention recently. E. Riccardi et al. [98] have evaluated the potential of
a hierarchical controller (a parent controller on top of both layer’s controller)
against a join management between the packet controller and the optical con-
troller (no third controller instances), and while the hierarchical solution seems
to simplify the workflow between the controllers, it might add some latency due
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Figure 4.2: Control conflict (red dotted line) between packet and optical layers
when using switch+pluggable optics.

to the adoption of a third instance of controller. On the other hand, the use of a
join management implies that both packet and optical controllers communicate
with the packet-optical device, which can lead to complex coordination work-
flows and potential issues during maintenance with firmware/software updates.
D. Scano, A. Giorgetti and O. Gerstel [77], [99], [100] have acknowledged the
difficulty of synchronising the router controller with pluggable transceivers and
the OLS, and have provided a solution based on a hierarchical controller commu-
nicating to both packet and optical control-plane. A. Giorgetti et al. [99] have
successfully demonstrated such a controller using open-source software such as
SONiC and ONOS.

The authors in [100] highlight a critical aspect of how the hierarchical controller
should interact with packet-optical nodes. The key aspect being discussed is
not only who (which controller) manages the pluggables but also how they are
controlled, particularly through which APIs/data models (OpenConfig, TAPI, ...).
Indeed, TAPI abstracts transport network elements (such as ROADMs, transpon-
ders, and optical links) and provides APIs for SDN controllers to manage and
provision end-to-end services in optical transport networks. It is therefore well
used in optical SDN controllers and is worth considering to use for packet-optical
node management. However, TAPI is designed for transport (optical) network
elements, whereas packet-based switches (Layer 2/3) are typically managed us-
ing OpenConfig models, through P4Runtime, or gNMI protocols. That is why O.
Gerstel argues against integrating TAPI into the packet controller framework, as
introducing it at the packet level could unnecessarily complicate the architecture.
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While [77] proposes a dual approach, where both the packet and optical con-
trollers have direct access to the pluggables, O. Gerstel et al. [100] point out that
this could lead to dual-write conflicts, where multiple controllers attempt to mod-
ify the same device simultaneously. The author concludes by giving his preferred
solution which is: the hierarchical controller communicates with the packet con-
troller, which then interfaces with the routers using OpenConfig, which avoids
the dual write problem. We agree with this perspective and believe that the
packet controller should independently manage both packet-related configura-
tions and pluggable transceiver settings. This can be efficiently achieved using
OpenConfig, the interface we implemented and demonstrated in Chapter 3, en-
suring a streamlined, vendor-agnostic approach to managing pluggables within
packet-optical switches.

4.1.3 Failure recovery state-of-the art in SDN controllers
In SDN-controlled optical networks, robust recovery strategies are necessary
to maintain service continuity and minimise disruptions. These strategies are
generally classified into two main categories: proactive and reactive approaches
[101].

In proactive methods, backup paths and resources are precomputed and reserved
before any failure occurs, which means a pre-provisioned optical backup path is
established in advance, including spare pluggables in IP-over-DWDM nodes. This
pre-planning allows for immediate switchover to backup paths when a failure
is detected, resulting in minimal service disruption. However, this approach can
lead to under-utilisation of network resources, as the reserved backup capacity
remains idle during normal operations.

Reactive methods involve computing alternative paths and reallocating resources
in response to a failure. Either performing an optical restoration: the recovery is
handled entirely within the optical domain by reconfiguring ROADMs, without
modifying coherent pluggables or involving the packet controller; or by per-
forming a hybrid restoration: both the optical and packet controller cooperate,
allowing changes to the coherent pluggables’ frequency slot and modulation
format [92]. While the latest approach can be more resource-efficient, it may
result in longer recovery times due to the need for on-the-fly computation and
controller coordination.
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4.1.4 Routing and Wavelength Assignment (RWA) in SDN con-
trollers

Effective coordination is also crucial for wavelength assignment in an optical
network. The approaches discussed in Section 4.1.2 effectively provide a global
network view and enable the provisioning of optical pluggables with the appro-
priate wavelengths, but we believe that the full potential of packet-optical nodes
is not yet fully leveraged within the SDN controller.

Indeed, while open SDN controllers can incorporate Optical Signal-to-Noise Ratio
(OSNR) for quality-of-transmission estimation (QoT-E) within their algorithms
[102], such controllers often lack full visibility of available resources and may
not exploit all possible packet-optical lightpath alternatives. This deficiency is
evident in RWA algorithms that mandate end-to-end wavelength continuity be-
tween packet-optical end-point nodes, and can result in restricted bandwidth
availability, especially when nearing capacity.

Although RWA are critical in flexible networks, in this thesis a simple RWA was
implemented to enable comparative simulation experiments when using a packet-
ponder. The development of novel RWA algorithms was therefore beyond the
scope of this work. However, a solid understanding of RWA principles remains
essential and is reviewed in the following section.

4.1.4.1 RWA studies over the years

RWA algorithms for optical networks have been extensively studied over the
years, with numerous comparative analyses conducted to evaluate their per-
formance. Researchers have simulated various network topologies, applying
different routing and wavelength assignment strategies to assess factors such as
blocking probability, spectrum efficiency, and network adaptability. These stud-
ies have provided valuable insights into the strengths and limitations of different
RWA approaches, contributing to the development of more efficient and dynamic
wavelength allocation methods.

RWA algorithms can be divided in two parts: the routing policy and the resource
(wavelength) assignment logic. The most common used path computation is
the Shortest Path routing (e.g., Dijkstra [103], Bellman-Ford [104]), which is
very simple but does not consider wavelength availability, leading to possible
blocking. Some other example are Load-Balancing routing (or Least Congested
Path) [105]–[107] that routes connections through paths with the most avail-
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able wavelengths to avoid congestion, or Constraint-Based routing [108], [109],
which uses additional constraints such as link utilisation, latency, or signal qual-
ity to determine the best path. Once the route is selected, the resource (here the
frequency/wavelength) must be assigned while considering network constraints.
The most common and simple algorithm for this is the First-Fit algorithm which
selects the lowest-index available wavelength along the computed path. Random-
Fit algorithm is another one that randomly selects an available wavelength from
the set of free wavelengths, and the Least-Loaded algorithm selects the wave-
length with the least overall usage across the network to balance load. Newer
version of RWA have been studied, notably hybrid RWA that uses real-time moni-
toring and feedback from the SDN controller to adjust routes and wavelengths
dynamically [110], or machine learning-based RWA [111] to predict traffic pat-
terns and optimise wavelength assignment. Numerous highly effective RWA
algorithms have been developed for packet-optical networks, but our primary
focus is on the impact of wavelength conversion and its potential to enhance
resource utilisation.

Wavelength conversion is a technique used in RWA algorithms to enhance flex-
ibility in optical networks by allowing an optical signal to change wavelengths
at intermediate nodes rather than maintaining the same wavelength end-to-end.
This helps alleviate wavelength continuity constraints, reduces blocking probabil-
ity, and improves network resource utilisation. The concept was extensively stud-
ied in the 1990s, when researchers explored all-optical wavelength conversion
to optimise wavelength reuse in WDM networks. It proved effective in freeing
bandwidth, reducing blocking probability and minimising wavelength conflicts
[80], [112], [113]. However, its implementation in reality was commercially
challenging whether based on O/E/O or O/O/O (all-optical), due to the cost of
wavelength converter devices. The prevailing view historically and currently, is
that a standalone wavelength converter device represents an additional CapEX
and OpEx expense. It is also an active device and so is power-hungry to cater for
events that rarely occur in a network. Moreover, since wavelength conversion did
not occur frequently enough to justify the cost, operators preferred simpler wave-
length routing strategies that did not rely on conversion. As a result, early WDM
networks were designed with strict wavelength continuity constraints, meaning
a signal had to remain on the same wavelength from source to destination.

With the advent of pluggable coherent transceivers and software-defined net-
working, wavelength conversion has regained interest as a cost-effective way
to improve spectral efficiency, reduce blocking, and enable more dynamic and
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flexible optical network architectures [114]. Our packetponder concept is ca-
pable of O/E/O wavelength conversion and 3R regeneration using open-source
software control, common YANG data models, and standardised protocols. The
wavelength conversion can be performed at marginal, incremental cost inherent
in the packetponder, with no additional equipment or severe downtime, so the
approach warrants reconsideration [115].

4.1.4.2 RWA in current SDN controllers

In open-source SDN controllers like ONOS and OpenDaylight, RWA algorithms
are typically customisable, meaning that network operators or developers can
implement different RWA strategies depending on their needs. The controllers
provide modular architectures where custom path computation logic can be in-
tegrated into the control plane. ONOS, as an example, offers support for optical
networks through applications such as the Optical Disaggregated Transport Net-
work (ODTN) [46]. This application facilitates the management of multi-vendor
optical equipment by providing a platform for implementing RWA algorithms.

However, in most of the experimental demonstration of SDN packet-optical con-
troller, wavelength conversion is not applied. Typically, when a new service
request is made, the hierarchical controller interacts with the optical controller
(and optical controller only) to compute the routing and wavelength assignment
[116], meaning that only the optical devices are considered to create a route. The
hierarchical controller then uses the returned optical parameters to instruct the
IP controller to configure the pluggable transceivers on the router. In this model,
the pluggables are treated merely as end-points, and the RWA algorithm consid-
ers only the optical layer, without accounting for packet layer considerations. As
a result, within the core intelligence of the SDN controller, the packet and opti-
cal layers remain fundamentally separate, rather than being tightly integrated.
This limits the ability to fully exploit the flexibility and new functionalities that
packet-optical nodes offer, such as dynamic wavelength conversion, in-switch
optical regeneration, and cross-layer optimisation — all of which could enhance
network efficiency and resilience.

To the best of our knowledge, no existing SDN control framework has been
demonstrated using switches and pluggables where packet-optical nodes func-
tion as intermediate (tandem) nodes rather than end-points. Current SDN imple-
mentations typically treat optical pluggables as fixed transponders at the network
edge, enforcing wavelength continuity along each path between end-points. This
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approach limits network flexibility by requiring the same wavelength to be main-
tained across the entire optical route.

In contrast, our packet-optical node introduces wavelength conversion capabil-
ities, allowing it to serve as an intermediate node within the optical path. This
enables more efficient spectrum utilisation, dynamic re-routing, and improved
fault recovery, as wavelengths can be reassigned at various points instead of being
constrained by end-to-end continuity. Such an approach enhances the scalability
and adaptability of packet-optical networks, yet has not been fully explored in
existing SDN architectures.

4.2 Proposed multi-layer controller and routing de-
cision

In this Chapter, we contend that the packetponder ameliorates the CapEx/Opex
within a device that includes programmable forwarding and transponder func-
tionality. In essence, wavelength-tunability provides greater flexibility — less
end-to-end wavelength blocking — to free-up stranded wavelength channel re-
sources. For example, in cases where insufficient "free" wavelength channels
are available e.g. due to end-to-end wavelength continuity, packetponders could
liberate, on a hop-by-hop basis, dis-contiguous end-to-end optical channels by
reconsolidating several discrete wavelength channels of lower bandwidth into a
singular discrete wavelength channel and so maximise the bandwidth utilisation
[117]. This ability to dynamically re-route analogue carriers, by tuning wave-
lengths can provide relief to excessively occupied access/metro/core networks
requirements and improve spectral utilisation.

While in section 4.1.2 we discussed how packet and optical controllers should
be coordinated, here, we suggest a hierarchical controller where the packet
controller manages pluggable transceivers, as shown in Fig. 4.3 (red dotted line).
The pluggables are accessed via the gNMI interface using OpenConfig models.
While we do not rule out dual access or more advanced coordinated control
mechanisms, we emphasise that network-wide decisions must be made with a
comprehensive, multi-layer view. For this reason, we refer to our controller as
a multi-layer controller, ensuring a tight integration between the packet and
optical domains.

To enhance RWA, we introduce an approach that accounts for both switches
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Figure 4.3: Network architecture and SDN control with packetponders.

and ROADMs, allowing the packet-optical node to function as a tandem node,
which means it can act as a network element that is neither the source nor the
destination of a signal but, instead, processes and forwards it along the optical
path. Unlike traditional end-point transponders, a tandem node can perform
intermediate processing such as wavelength conversion and optical regeneration.

While our proof-of-concept and use case focused on failure recovery, the same
principles apply to wavelength provisioning for new service requests. The follow-
ing sections will demonstrate how integrating both layers into the controller’s
decision-making allows for more efficient lightpath setup. However, due to the
limited physical resources in our lab — a single packet-optical node and one
ROADM — we used Mininet-optical, an emulation tool, to further evaluate the
benefits of wavelength conversion and, more broadly, the packetponder’s role in
software-defined packet-optical networks.

In the following demonstration, we present a failure recovery scenario where
wavelength conversion enhances the number of lightpaths that can be restored.
The experiment was conducted on two different network topologies emulated in
the mininet-optical [118] software tool: a random ROADM-based mesh network,
and a close representation of the GÉANT network [119], which connects national
research and education networks across Europe and providing high-capacity, low-
latency connectivity for scientific collaboration, research, and education.

77



4. Wavelength provisioning in open
packet-optical SDN controller

4.3 Open-source multi-layer simulator and
emulator: Mininet-optical

4.3 Open-source multi-layer simulator and emula-
tor: Mininet-optical

Mininet-optical [118] extends Mininet [120] by integrating optical network mod-
elling with existing IP and Ethernet emulation, providing a cross-layer testing
platform for SDN control planes [121]. Mininet itself is a widely used, open-
source network emulator that creates realistic virtual networks on a single ma-
chine, supporting features such as switches, hosts, links, and controllers for rapid
prototyping and experimentation. While other SDN emulation and simulation
tools exist, Mininet has become the de facto standard in research and educa-
tion due to its simplicity, flexibility, and broad community support. Building on
this foundation and with the same goal in mind, Mininet-optical was created to
simulate physical optical impairments, emulate packet and optical data planes,
and expose SDN control APIs for seamless network management. It provides
a software-based environment for testing and developing packet-optical SDN
architectures, as shown in Fig. 4.4.

Figure 4.4: Virtual testbed: Mininet and Mininet-optical.

The reason why mininet-optical was created is because a major challenge in
packet-optical research is the reliance on expensive, small-scale testbeds, which
lack full modelling of physical, data plane, and control plane behaviours. While
packet networks can be emulated through virtual network interfaces, optical
networks require simulation of light transmission with optical devices functional-
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ities that are emulated and accessible via the controller. To address this, Mininet-
optical integrates an optical transmission simulator via a built-in API, allowing
the instantiation of optical components (e.g., transponders, ROADMs, EDFAs)
within a virtual network environment. Optical elements are abstracted as elec-
tronic Mininet switch instances, with optical fibre links represented as virtual
Ethernet links. Optical parameters are encapsulated in packet headers, enabling
optical transmission modelling within the emulated network [122].

For SDN integration, Mininet-optical includes a REST server written in Python,
allowing OpenFlow-based SDN controllers or any other controller relying on
REST, to manage the emulated packet-optical devices. By enabling optical im-
pairment simulation and SDN-driven network control, Mininet-optical serves as a
cost-effective platform for testing packet-optical network architectures and their
control algorithms. Besides REST, Mininet-optical can also be extended to sup-
port future implementation of standard APIs such as OpenROADM or OpenConfig
for plug-and-play compatibility with hardware networks.

Mininet-optical is an open-source project developed through a collaboration be-
tween Trinity College Dublin, the Centre for Integrated Access Networks (CIAN)
at the University of Arizona, and the Mininet open-source community. Since the
start of my PhD, I have been actively involved in the project, contributing to the
codebase and conducting use-case experiments to validate its functionality.

In this work, we build upon and extend Mininet-optical as a packet-optical Digital
Twin to enable large-scale SDN controller testing. Specifically, we implement a
packetponder node model, scale packet-optical network topologies, and evaluate
a controller capable of demonstrating the critical role of wavelength conversion
in modern packet-optical architectures.

4.3.1 Packetponder node within Mininet-optical
Mininet-optical was originally designed to support key optical network elements,
including transponders (called Line Terminals in Mininet-optical), ROADMs, and
Erbium-Doped Fibre Amplifiers (EDFAs). In this framework, the closest abstrac-
tion to our packetponder is the Transponder/Line Terminal node, which is ab-
stracted from real OVS-switch instances [123], for which the Switch model from
Mininet has been extended to distinguish between electronic and optical Python
classes. The Line Terminal node (the optical classe) is equipped with transceivers
which are launching the optical signal through the network, and also receiving
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the signal at the other end.

Typically, in Mininet-optical, when a signal traverses the network, optical param-
eters are encapsulated within the packet header, and extracted at each node to
be processed by the simulation engine. After computation, the updated optical
information is embedded back into the headers, and the packet is forwarded
to the next node based on the defined switching rules in both the optical and
electronic domains.

In real-world networks, transponders traditionally enforce a static mapping be-
tween client-side (grey interface) and line-side (coloured interface). In Mininet-
optical, this means that the original conception of the Line Terminal node only
allowed an optical transceiver port to be mapped to an Ethernet port and vice
versa. Since this static mapping does not align with the packetponder’s capabili-
ties, we extended the Line Terminal functionality to support line-side to line-side
transmission. This enhancement allows the signal to perform O/E conversion
and being forwarded through another line-side transceiver (E/O conversion),
effectively enabling in-switch regeneration within the emulated environment,
and potential wavelength conversion.

A simple example is illustrated in Fig. 4.5 which uses the new model of the Line
Terminal, enabling wavelength conversion. The topology consisted of two hosts
(h1 and h2 from Fig. 4.5) and three line terminals (t1, t2, t3 from Fig. 4.5),
where the line terminals are enhanced with O/E/O (Optical-Electrical-Optical)
conversion between two line-side transceivers, effectively transforming them
into packetponders. The goal of this experiment was to establish two separate
wavelength channels: one from t1 to t3 (red) and another from t3 to t2 (green).

Figure 4.5: 3-nodes topology to test the packeptonder’s implementation in
mininet-optical. "h": host, "t": terminal, or packetponder.
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The setup included WDM fibre links with two optical amplifiers, each configured
with a target gain of 5.5 dB, following the span pattern: [25 km standard single
mode fibre, amp1, 25 km standard single mode fibre, amp2] as depicted in
Fig. 4.5. Once the topology (data plane) is emulated, the REST controller was
used to populate the network with the appropriate wavelength channels.

4.3.2 Software-defined control of the packetponder element
with Mininet-optical

The current APIs in Mininet-Optical uses REST, so all network elements are
configured and controlled via the available REST APIs. To support wavelength
conversion, the existing "connect" function, which links two ports of a network
element (ROADM or Line Terminal), was extended to allow twoWDM ports to be
connected. In this setup, t1 and t2 function similarly to the previously supported
transponder model, while t3 must forward the signal from one WDM port to
another and change the associated wavelength. The corresponding controller
is depicted in Fig. 4.6. Here, the curl commands are used to send RESTCONF
requests that install forwarding rules on terminals t1 and t2 (a single wavelength
is set on the WDM side). On the packetponder node t3, two channels (or wave-
lengths) are configured: one coming from t1 at port 1 (channel 1, shown in
red) and one going to t2 at port 2 (channel 2, shown in green). This configura-
tion enables the ports to switch between channels, thereby performing OEO and
wavelength conversion.

Figure 4.6: packetponder control using REST in mininet-optical.

To verify the network behaviour, wemonitored the signals traversing the topology.
Fig. 4.7 presents the results after configuring the network through the controller:
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Fig. 4.7(a) shows a successful "ping" command from h1 to h2, confirming the
seamless integration of the optical domain with the packet layer and the correct
configuration of t1, t2, and the packetponder t3. Fig. 4.7(b) displays the Mininet-
Optical CLI output, indicating successful bidirectional signal reception between
t1-t3 and t3-t2. The OSNR (Optical Signal-to-Noise Ratio) values are calculated
at each link’s endpoints, with the observed high OSNR attributed to the short
fibre spans and multiple amplifiers in the setup. Fig. 4.7(c) monitors the signals
entering t1 and t2, clearly showing the frequency shift: 191,350 GHz between
t1 and t3, and 191,400 GHz between t3 and t2. This confirms the successful
end-to-end connection between the hosts, with t3 performing both wavelength
conversion and signal regeneration.

Figure 4.7: (a) successfully end-to-end connectivity between h1 and h2; (b)
Mininet-optical CLI showing successful reception of bi-directional signal at t1, t2
and t3; (c) Monitoring function showing assiciated parameters to signal arriving
at t1 (up) and t2 (down).

4.4 Failure recovery scenario with packetponders
in a 9-ROADMs mesh topology

Now that we have developed an optical element that emulates the behaviour of a
packetponder and provided a control API for its configuration, we can design and
evalute a controller that leverages this element to offer greater flexibility and
release additional end-to-end routing paths to maximise the collective bandwidth
throughput [JRc4].

Indeed, in this section, we show how a single open-source SDN-based network
controller can simultaneously co-optimise end-to-end packet and optical data-
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paths by exploiting the wavelength conversion feature of a packetponder. This
feature augments a RWA algorithm within an SDN controller to relax end-to-end
constraints, by using multi-hop path routing instead.

4.4.1 Emulated testbed components
We emulated a 9-POP (Point of Presence) network in a ring configuration (as
depicted in Fig. 4.8): each POP consisted of a host h, an electronic packet switch
s, an optical terminal (or packetponder) t, and a ROADM r. We assumed pack-
etponders were implemented at every POP, and Terminal node t models the
packetponder. The ROADMs were linked by two bidirectional standard single
mode optical fibre links of 50km, and each span loss was compensated by ED-
FAs with target gains of 11 dB. The choice of topology was arbitrary and tried
to simulate a real network scenario as best as possible. The number of degree
chosen for each ROADM is also arbitrary and can be adjusted in the dataplane
creation of the topology. The packetponders are configured to support up to 64
transceivers, with the assumption that all deployed transceivers are tunable.

Figure 4.8: 9-POP topology for failure recovery experiment. POP1-POP3 is an ex-
ample of link configuration and the same applied between every POP connected
to each other.
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4.4.2 Network configuration and load
Each lightpath (LP), or demand, was established from terminal to terminal us-
ing a simple shortest-path (S-P) algorithm to determine the end-to-end path.
The first-fit (F-F) algorithm was then applied to assign a wavelength, selecting
the lowest available channel index across the entire path (referred to "standard
RWA"). Channels were configured as per depicted in Fig. 4.8: 1) channels in
the C-band, 2) 50 GHz spacing, 3) 16 QAM modulation format, 4) 32 Gbaud
symbol rate, 5) 0 dB launch power. We arbitrarily set the maximum number of
channels supported by the network to 72, with channel 1 = 191.350 THz and
channel 72 = 194.900 THz. To fully populate the network, we generated 230
lightpaths (LPs) with random source and destination nodes among the 9 avail-
able terminals. To ensure a uniform testing environment, we set the demand
limit to 230 LPs for all simulation runs. We assume all ROADMs to be colourless
and directionless. A colourless ROADM allows any wavelength to be added or
dropped on any port, rather than being restricted to specific wavelengths [124].
A directionless ROADM enables any wavelength to be switched to any direction
within the node.

In the initial setup, a lightpath is successfully configured if: (i) the transmitter
(TX) of the source node and the receiver (RX) of the destination node each have at
least one available TX-RX pair of transceivers; (ii) the wavelength is available on
all fibre links along the path; (iii) the wavelength is not already added or dropped
at the source or destination ROADM (this is a non-contentionless scenario, where
two signals on the same wavelength cannot be added/dropped at the same node
without interference); and (iv) the maximum number of channels per fibre is 72.

The third constraint arises from the Mininet-optical core system, which currently
does not support a single line terminal handling the same wavelength on multiple
ports/transceivers. If a lightpath encountered any of these four limitations, it
was dropped.Once the network reached capacity, i.e., wavelength unavailability
in certain hops, any additional LPs were dropped. The choice of 230 demands
was based on preliminary simulations, which revealed that after about 215 con-
figured LPs, blocking became consistent and no more LPs could be established
before encountering one of the four network constraints. The objective was to
fully utilise network capacity while accounting for the random initialisation of
lightpaths. The configuration of ROADMs, terminals, and switches with their
switching rules was then sent to the emulated network via a set of python APIs
exposed in the northbound interface of mininet-optical data-plane, using REST.
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4.4.3 Fault recovery scenario

Figure 4.9: Network configuration and failure recovery steps during the experi-
ment.

Once the network is fully loaded (step I in Fig. 4.9), we simulated a link failure
between two ROADMs (step II), which gives us the number of failed lightpahts,
i.e., the number of LP that were traversing the failed link. In the example shown
in Fig. 4.10, the broken link was r8-r9, causing all LPs traversing that link to fail.

Figure 4.10: Emulated topology in mininet-optical with failure example r8-r9.

A typical approach to evaluate our algorithm would be to perform a statistical
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analysis, comparing the results of applying the standard RWA after a link failure
against those obtained using our enhanced RWA (eRWA) with wavelength con-
version after the failure. This would help determine which algorithm performs
better. However, the standard RWA relies on shortest path routing combined
with first-fit wavelength assignment, which is a relatively basic approach. As a
result, outperforming it would not be particularly challenging. Instead, we chose
to assess the added value of our solution by applying it after the standard RWA
has already been executed to try to recover LPs after the failure. This allows us
to determine whether any "extra" additional lightpaths can be recovered.

In this way, the controller first attempted to reroute these failed LPs using the
same standard RWA algorithm (step III), and for the LPs that could not be recov-
ered, a second attempt was made using our enhanced algorithm (eRWA) (step
IV). This algorithm leveraged packetponders, using their line-side to line-side
forwarding with wavelength conversion and 3R regeneration.

Figure 4.11: eRWA pseudo code.

The pseudo-code of our eRWA is depicted in Fig. 4.11, which takes all the LPs
that failed with the standard RWA, and returns the restored LPs which can be
added using wavelength conversion, if any.

In the example in Fig. 4.10 with the purple arrow, LP t2 → t9 failed as the LP
was traversing through r8-r9. The standard RWA re-computed the new shortest

86



4. Wavelength provisioning in open
packet-optical SDN controller

4.4 Failure recovery scenario with
packetponders in a 9-ROADMs mesh topology

path to be t2 → t9 via r3 and r4. However, wavelength continuity cannot be
preserved, so the LP is "dropped" at step III of Fig. 4.9. Here, we then apply eRWA
to enable wavelength conversion with packetponders at t3 and t4, restoring and
re-enabling this demand. The eRWA algorithm in Fig. 4.11, operating under
the same constraints (i), (ii), (iii) and (iv) outlined in the previous section, first
recalculates the available channels for each sub-path (Line 4). It then identifies
consecutive sub-paths that share common available channels (Line 7), allowing
the signal to traverse multiple hops without requiring wavelength conversion at
every node (Line 8). In such cases, the signal remains optically transparent in
these consecutive sub-paths, meaning it is not dropped at any of the ROADMs
along the route.

For LP t2→ t9; (‘t3’, ‘r3’, ‘r4’, ‘t4’) and (‘t4, ‘r4, ‘r9’, ‘t9’) shared free channels: 70,
69, 22, 47 as circled in red in Fig. 4.10, therefore both sub-paths were merged
to form (‘t3’,‘r3’,‘r4’,‘r9’,‘t9’) and the channel 70 was chosen, as shown with the
green arrow. In this example, for initial LP t2→ t9, the new provisioned LP was:
t2→ t3 with channel 37 (blue), and t3→ t9 with channel 70 (green). Here, t3
performed wavelength conversion and regenerated the signal.

4.4.4 SDN controller for emulated network
The new paths were automatically sent from the SDN controller to the emulated
network elements of mininet-optical data-plane (step V from Fig. 4.9), sending
instructions for both packet switching (to the packetponders) and circuit switch-
ing (to the ROADMs) from a single controller.

Figure 4.12: New rules to be installed for the ROADMs r2,r3,r4,r9 and the
packetponder t3.

In our previous example, the enhanced algorithm generates a set of new rules
to be implemented in the network, configuring both the ROADMs along the new
paths, and the packetponder t3 (Fig. 4.12). All configuration commands were
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translated into OpenFlow rules and sent to the emulator via the REST interface.
The advantage of using Mininet-optical is that the same SDN controller and
eRWA implementation could potentially be applied to both software-emulated
and hardware networks with minimal adjustments. Unlike traditional simulation
tools such as the Python-based RWA Simulator over WDM Optical Networks
[125], Optical Network Simulator [126], Net2Plan, or SimulNet — Mininet-
optical provides a more realistic testing environment by using actual network
stacks and protocols. This enables realistic interactions between software and
hardware, making it a suitable platform for both theoretical analysis and practical
implementation.

Additionally, Mininet-optical supports a NETCONF interface for ROADMs config-
uration, and a gNMI interface could be integrated to replicate hardware-based
methods for programming pluggables within the packetponder, further improving
its applicability to real-world deployments.

4.4.5 Random ROADM-mesh network results
The improvement in lightpath (LP) availability using eRWA can be quantified by
measuring the number of LPs successfully restored. To account for the random-
ness in initial LP generation, the previously described experiment was repeated
100 times across various link failure scenarios, ensuring that different LPs were
blocked in each run.

To perform a statistical analysis of 100 runs efficiently, the main code was ex-
ecuted in simulation mode within Mininet-optical. This means that after the
topology is emulated and all nodes/links are created, the code only runs within
the simulator and no configuration commands are sent to the emulator, which
saves processing time.

4.4.5.1 Analysis of Recovery Attempts for Link Failure r8–r9

Figure 4.13 illustrates the results of 100 recovery attempts following a failure
on link r8–r9. The figure distinguishes between: LPs recovered using standard
RWA (blue); additional LPs recovered after applying eRWA (red); and LPs that
remained unrecoverable (grey). On average, 192 LPs were successfully assigned
before the failure, though this number varies across runs due to random LP
generation.

This link failure scenario was chosen because r8–r9 occupies a strategic central
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Figure 4.13: Link failure of a less-congested central link in the network, forcing
re-routing through highly congested links and limiting standard RWA perfor-
mance (blue), as opposed to eRWA which improves recovery (red).

position within the network topology. Due to the shortest-path routing algorithm,
r8–r9 is less congested compared to r2–r3 and r6–r7, which consistently emerge
as the most congested links in nearly every simulation. As a result, when r8–r9
fails, traffic must be rerouted through these already congested links, making
recovery extremely difficult. This is evident in Figure 4.13, where only a few
blue bars appear, indicating that the standard RWA alone cannot restore most
of the failed lightpaths. However, when wavelength conversion is enabled, the
network can exploit the few available wavelengths (of different frequencies) on
the congested links, as shown by the red bars, demonstrating the clear benefit
of eRWA and the use of wavelength conversion in packetponders.

This makes r8–r9 a critical failure point, requiring careful monitoring by opera-
tors, as signal recovery may be challenging in the event of a failure. To mitigate
this risk, additional redundancy mechanisms, network redesign, or improved
lightpath allocation strategies should be considered to enhance overall resilience.

The improvement achieved with eRWA can also be calculated using the following
formula:

Gain (%) = 100 × Number of extra rerouted LPs using eRWA
Number of failed LPs after link failure

(4.1)

For the r8–r9 link failure, the average gain using eRWA is 8.49%, with improve-
ments reaching up to 24%. The variation in results is due to the random distri-
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bution of initial LPs, which can lead to congestion on certain links.

Since recovery performance is also highly dependent on which link fails, we
extended our analysis by simulating additional failure scenarios within the same
topology but affecting different links.

4.4.5.2 Analysis of Recovery Attempts for Link Failure r3–r4

Figure 4.14: Link failure of a moderately congested link, enabling more LPs to
be recovered via less congested paths using standard RWA (blue). Additionally,
eRWA (red) consistently improves recovery by leveraging wavelength tuning,
allowing the network to relax wavelength continuity constraints over longer
paths.

For the r3–r4 link failure, the average gain using eRWA is 12.46%, with improve-
ments reaching up to 25%. Figure 4.14 shows that in this scenario, at least
one LP is always recovered, and both standard RWA and eRWA demonstrate
improved performance, with a higher average number of recovered LPs. This
is partly because more LPs fail initially, but the better gain can be explained
because r8–r9 starts with lower congestion. As traffic is rerouted through this
link, a greater number of LPs can be restored. However, due to this re-routing
process, r2–r8 becomes congested, significantly limiting standard RWA, as seen
by the few recovered LPs (blue bars). In contrast, eRWA performs well, as the
packetponder at t8 (POP8) can tune wavelengths, allowing traffic to traverse be-
tween the congested r2–r8 link and the less congested r8–r9 path, effectively
improving recovery rates.

Overall, in this scenario, eRWA consistently improves recovery, with red bars
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appearing in every test run, demonstrating its effectiveness.

4.4.5.3 Analysis of Recovery Attempts for Link Failure r6–r7

Figure 4.15: Recovery from a highly congested link failure, demonstrating that
while standard RWA performs well, eRWA consistently identifies additional paths,
enabling more demands to be successfully restored.

For the r6–r7 link failure, the average gain, calculated using Equation (4.1), is
8.36%. This is slightly lower than in the previous scenario because the standard
RWA already performs well, recovering a significant number of LPs before eRWA
is even applied. The reason for this is similar to the r3–r4 failure case: (i) a high
number of initial LP failures creates more re-routing opportunities; (ii) most
recovered LPs can be re-routed through r8–r9, benefiting from the under-utilise
path due to the shortest algorithm being applied; and (iii) unlike the previous
use-case, r6–r7 is surrounded by multiple alternative paths, allowing traffic to
be better distributed between r2–r3 and r8–r9, reducing overall blocking. How-
ever, even in this case, eRWA remains beneficial, enabling additional LP recovery
beyond what standard RWA achieves: Figure 4.15 reveals a 100% success rate
in recovering additional LPs after eRWA is applied.

These three examples collectively highlight the advantages of eRWA when us-
ing packetponders, providing greater flexibility in LP allocation and enhancing
network resilience. As shown by the figures, the variations in the results graphs
for each link failure highly depend on the location of the failed link. As will
be discussed in the conclusion of this chapter, shortest path allocation plays a
significant role in determining how many demands can be recovered, whether
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using the standard RWA or our eRWA approach.

Enabling wavelength conversion per hop allows for the configuration and recon-
figuration of more lightpaths. On a larger scale, this enables localised reconfig-
uration during failures by adjusting the wavelength per hop, leaving the rest
of the configuration unaffected. This is possible as long as the SDN controller
has an end-to-end view of both the packet and optical networks, including vis-
ibility and knowledge of packetponder elements, which can serve not only as
endpoints for lightpaths or demands but also as intermediate nodes, providing
greater flexibility.

4.4.5.4 QoT and latency measurements

In mininet-optical, the Optical Signal to Noise Ratio (OSNR) can be obtained
at every node and notably at the receiver end and interrogated through the
control plane interface. We retrieved the OSNR of the channel under test, the
purple channel 12 from Fig. 4.10, before and after the failure for comparison.
Wavelength conversion doesn’t impact the integrity of the signal, as Fig. 4.10
shows a marginal change in the OSNR at the destination t9 of the restored path
(26.75 dB) when compared to initial LP (26.80 dB).

Furthermore, to ensure that the new LP is actually effective, a simple Ping Ether-
net Device (PING) operation was completed, as depicted in the right-hand side
of Fig. 4.16, showing the end-to-end restoration of the new LP t2→ t9, and the
successful end-to-end connectivity of the packet transmission between h2 and
h9.

The PING test also provides latency measurements. While the values shown in
Fig. 4.16 do not accurately reflect physical network conditions and may not be
entirely reliable for real-world performance analysis, they are still useful for rela-
tive comparisons before and after reconfiguration. As expected, the reconfigured
path is longer and traverses more hops, resulting in a slight increase in latency,
from an average of 0.162 ms to 0.210 ms. However, this increase is negligible
considering the benefit of enabling more lightpaths to be routed through the
network. This approach could serve as an effective temporary solution while
awaiting physical link repairs.
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Figure 4.16: PING test from h2→ h9 before and after reconfiguration, showing
latency measurements and successfully end-to-end connectivity of the new light-
path t2→ t9 using λ conversion.

4.5 GEANT network topology experiment
The performance and efficiency of eRWA depends heavily on which link fails
and its position within the network, as well as the overall network topology.
While we are confident that eRWA, when combined with a more intelligent
routing algorithm, can easily outperform standard RWA — those which lacks
wavelength discontinuity capabilities — we acknowledge that its effectiveness
is highly dependent on the topology. To further evaluate its performance, we
tested it on a more realistic network topology: the GÉANT network [119]. The
GÉANT network is a large data network that connects national research and
education networks across Europe. It provides fast and reliable connectivity
for universities, research centres, and scientific projects, making it easier for
researchers and students in different countries to work together. Supported by
the European Union and its members, GÉANT is widely used in fields such as
physics, astronomy, and life sciences, where huge amounts of data need to be
shared quickly and securely.

As discussed in the previous section, shortest-path routing does not consider
physical link distances. Therefore, we modelled the GÉANT network based on its
topology shape, rather than replicating its exact link lengths — which is a feature
that can be adjusted in Mininet-optical. Our primary focus was to analyse eRWA’s
behaviour in a topology like GÉANT, rather than simulate precise transmission
impairments.

For this experiment, each link between cities (PoPs) was set to 150 km, with two
EDFAs positioned at 50 km and 100 km. Figure 4.17 illustrates the simplified
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Figure 4.17: Simplified version of the GEANT optical network, linking Europeen
cities together.

GÉANT topology, which does not include all ROADMs in the actual network. The
switches, packetponders, and ROADMs were configured identically to previous
experiments and deployed at every network hop. To fully load the network,
we generated 1,210 random traffic demands per run, with a maximum of 72
wavelength channels per link.

The first link failure test was conducted on r8–r9 and is shown in Fig. 4.18, a
link that turned out to be highly congested. Although, at first glance, this link
did not appear to be a congestion hotspot, the shortest-path algorithm led to
heavy traffic concentration on it, making it a critical point in the network. As
observed in the previous topology, standard RWA performs well in this scenario,
successfully recovering a high number of LPs. This is primarily due to the multiple
alternative less congested routing paths available in the network around that link.
However, eRWA once again proves beneficial, consistently enabling the recovery
of additional lightpaths.

For the r18–r20 link failure in Fig. 4.19, which is less congested but centrally
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Figure 4.18: Recovery from a highly congested link failure, demonstrating that
while standard RWA performs well, eRWA consistently identifies additional paths,
enabling more demands to be successfully restored.

Figure 4.19: Link failure of a less-congested central link in the network, forcing
re-routing through highly congested links and highly limiting standard RWA
performance (blue), as opposed to eRWA which improves recovery (red).

located within the network, the results are consistent with the previous topology.
Out of 100 runs, standard RWA successfully recovered LPs in only 7 instances,
whereas eRWA was effective in every case. This can be attributed to the fact that
the surrounding links were already congested, making re-routing difficult when
maintaining wavelength continuity. By enabling wavelength conversion, eRWA
overcomes this limitation, allowing for more successful lightpath recovery.
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While the primary objective of this demonstration was to demonstrate the effec-
tiveness of eRWA, it also highlighted the potential of Mininet-optical as both an
SDN controller and a network testing platform. First, it enabled real SDN control
over an emulated network, using state-of-the-art SDN interfaces, protocols, and
standards; and second, different failure scenarios could be assessed by using the
simulator, making Mininet-optical a valuable tool for network resilience testing.
This approach is similar to the "Chaos Monkey" strategy [127], introduced by
Netflix in 2011, which tests IT infrastructure resilience by intentionally disabling
components to evaluate failure recovery. Similarly, we showed several link fail-
ure at different places in the network topology, revealing that certain links are
more vulnerable than others, as recovery methods fail to restore a significant
number of lightpaths. Such insight can assist network operators in optimising
their network by a priori decanting traffic flows and demands away from crucial
points of failure.

4.6 Discussion and conclusion
We demonstrated a single open-source SDN controller performing end-to-end
optimisation of disaggregated packet-optical networks, exploiting dynamic wave-
length (re)allocation following a hop-by-hop approach. This approach substitutes
end-to-end wavelength continuity with judicious per-hop O/E/O wavelength con-
version, enabling more lightpaths to be configured and reconfigured, particularly
for localised failure recovery, without disrupting the entire network. This opti-
mises bandwidth usage during fault scenarios and enhances network availability.
The packetponder could potentially make wavelength conversion within RWA al-
gorithms economically viable, a concept that was previously considered too costly.
This flexibility relies on the SDN controller’s end-to-end visibility of both packet
and optical networks, recognising packetponder elements as both endpoints and
intermediate nodes, enhancing overall network adaptability.

While the algorithm used in this paper focused only on wavelength availability,
it is important to remember that packetponders can also provide 3R regeneration
capabilities, which could potentially enhance the algorithms further. As mininet-
optical contains a simulator, it should also be possible to integrate OSNR-based
QoT-E into the controller alongside wavelength decisions and create a physically
aware adaptive RWA. Given the mix of signal rates traversing today’s networks,
integrating the packetponder’s flexibility into open SDN controllers is a useful
addition to addressing issues such as fragmentation or underutilised bandwidth,
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ultimately enabling more efficient channel allocation.

Our enhanced Routing and Wavelength Assignment (eRWA) algorithm is a sim-
plified version of what could be implemented in more complex scenarios. In
this work, we applied eRWA only after a failure, following the standard RWA
process. However, an alternative approach could apply eRWA immediately after
a failure or even from the start, during network provisioning. While all-optical
paths are often preferred, some longer transmission paths could benefit from
3R regeneration and wavelength conversion to maintain signal quality. However,
the aim of this study was not to compare different strategies and RWA algorithms
but instead to demonstrate the advantages of incorporating wavelength conver-
sion into an SDN-controlled ROADM-based network, particularly for flexible and
efficient failure recovery.

One limitation of our specific eRWA implementation is that it requires redundant
hardware, including additional transceivers and fibre links between the pack-
etponders and the ROADMs at each Point of Presence (POP). But while these
resources are reserved, they can also be shared across multiple backup routes for
different services, making them useful in various failure scenarios rather than
being dedicated to a single recovery path.

Another limitation, as observed in the results section, is the reliance on Dijkstra’s
shortest path algorithm for routing. This significantly restricts the number of
LPs that can be recovered, even when using eRWA. In our current implementa-
tion, the shortest path is recalculated after the link failure, and only one path
per demand (i.e., between two endpoints) is selected. Ideally, if eRWA fails
to reroute a lightpath, the controller should attempt to compute an alternative
route, exploring longer paths with or without additional wavelength conver-
sion and regeneration. While this approach may introduce longer transmission
distances, potentially impacting signal quality, many real-world networks have
under-utilised links. If latency is not a critical factor, selecting an alternative
path could improve overall network efficiency and LP recovery rates.

This chapter demonstrates how the optical and packet layers can be seamlessly
managed while leveraging the benefits of both. Although this approachmay intro-
duces additional management and control complexity, the flexibility it provides
is invaluable. While the packetponder and its management framework appear
to be an ideal solution for bridging the packet and optical layers in metro and
core networks, an important question arises: can this flexibility extend across
multiple domains, including the access network? If so, the packetponder could
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evolve into a fully converged packet-optical node at the network edge, bridg-
ing multi-layer and multi-domain architectures. This would enable operators to
manage a single, unified platform, rather than maintaining multiple separate
devices for different services, and this is the subject of the next chapter.
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Chapter 5

Packetponder for access, metro and
core networks

Chapter 5 introduces the concept of the packetponder at the network Edge: we
report a unique and novel architecture for the consolidation of metro and access
network services (i.e. point-to-point leased lines, point-to-multipoint Passive Optical
Networks (PONs) and 5G fronthaul transport). The novel architecture is based on
the use of the packetponder that can accommodate a variety of modular, common-
form factor pluggable transceivers. We show experimentally the feasibility of a
packetponder at the edge, aggregating mixed signals from the access domain with
common form factor pluggables and open software/APIs, enabling transmission
of an aggregated 99.56 Gbit/s signal (single wavelength channel) through 80km
single-mode fibre. This work is based on published work at ONDM 2024 [JR3] and
IEEE Photonics Society Summer Topicals Meeting Series 2024 [JR4].

Fundamental redesign and simplification of the network architecture are needed.
By unifying hardware and consolidating functionalities onto fewer, more versa-
tile platforms, operators can streamline management and enable cross-domain
interoperability. Beyond operational efficiencies, this approach has the potential
to contribute significantly to energy savings by reducing the number of devices,
transmission lines, and associated components.
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5.1 Edge and services consolidation
Convergence at the edge refers to the integration of multiple network functions
and service types into a common, shared infrastructure located close to end-
users. Traditionally, the access and metro layers were built and operated as
separate domains, each with dedicated equipment and management systems.
However, advances in SDN now make it possible to extend centralised control,
programmability, and automation from the core and metro domains down into
the access layer.

While both research and industry are actively pursuing network simplification
and consolidation, most hardware and software solutions remain proprietary
and lack the flexibility required for multi-vendor environments. Currently, there
is no open whitebox platform, managed by open software, that can support
both access clients and metro use cases within the same device. Most existing
open solutions are concentrated in metro networks, leveraging advancements
in coherent transceivers to enable cost-effective IP-over-DWDM deployments as
shown in the last two chapters. This section explores the innovations in the access
domain as well as several technologies that are driving edge and access network
consolidation, particularly in optical networks, by simplifying infrastructure,
reducing hardware needs, and improving efficiency.

5.1.1 Software-Defined Passive Optical Networks (SD-PON)

Figure 5.1: Typical PON architecture.

Passive Optical Networks (PONs), as shown in Fig. 5.1 have been a cornerstone of
access infrastructure for decades, providing cost-effective, high-capacity connec-
tivity to residential and business users. As the basis for most Fibre-to-the-Home
(FTTH) deployments, they now face growing bandwidth demands driven by
modern applications.

Traditionally, these systems relied on vendor-specific management and static
configurations, which limited flexibility and slowed service innovation. The in-
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troduction of SDN into PON environments offers an opportunity to simplify ar-
chitectures, improve interoperability, and enable programmable solutions that
integrate seamlessly with other network domains. Applying SDN to PON in
access networks essentially treats Optical Line Terminals (OLTs) as enhanced
Layer 2 switches [128], but achieving a fully Software-Defined PON requires
overcoming challenges such as interoperability and standardisation issues (PON
equipment vendors often implement proprietary management interfaces) or the
indirect management of each home-based Optical Network Units (ONUs).

Disaggregated PON solutions represent a transformative approach in broadband
access networks, emphasising the separation of hardware and software compo-
nents to enhance flexibility, scalability, and cost-effectiveness. Central to this
paradigm is the decoupling of the OLT functions from proprietary hardware,
enabling integration with SDN controllers and facilitating the deployment of
pluggable OLT modules within standard network devices.

Currently, fully open, disaggregated platforms that natively support PON appli-
cations are still emerging, but there are a few key initiatives and solutions that
integrate PON with open networking and optical transport.

5.1.1.1 SDN-controlled OLTs

One of the main challenges in PON networks is the lack of standardisation across
different technologies and vendors. There are multiple PON variants — including
GPON [129], XG-PON [130], 50G-PON [131], EPON [132], and 10G-EPON
[133] — each complying with different standards bodies (e.g., IEEE PON, ITU-T
PON) and using vendor-specific software to manage and control the OLT. This
fragmentation means that no universal PON device or management interface
exists, making interoperability and multi-vendor integration complex.

To address this, researchers and industry groups have been working on soft-
ware abstraction layers that provide a unified interface for controlling different
OLT chipsets in a standardised way. A comprehensive state-of-the-art review of
these efforts can be found in [134], which highlights various approaches to ab-
stracting PON functions into SDN controllers. Several works [135]–[137] have
chosen OpenFlow as the protocol for managing OLTs, leveraging its existing use
in packet-based devices (for switches and routers). The idea is to represent OLTs
as virtual switches within SDN controllers, allowing configuration and reconfigu-
ration through standard SDN commands. For instance, the study in [134] used
gRPC to connect an OLT abstraction layer with an SDN agent, enabling seamless
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integration with ONOS. This approach allows remote management and traffic
rule installation, which, in ONOS, is traditionally only possible for switches. The
SDN agent translates OpenFlow rules from ONOS into PON-specific commands
for the OLT, ensuring a uniform control mechanism.

To further enhance multi-vendor compatibility, the community has been con-
verging towards open-source SDN projects aimed at creating a common software
layer (SDN agent) to translate SDN commands into proprietary OLT configu-
ration commands. Notable initiatives include VOLTHA (Virtual OLT Hardware
Abstraction) [138]; and Open Broadband - Broadband Access Abstraction (OB-
BAA) [139].

VOLTHA:

VOLTHA, a hardware abstraction layer initially developed by ONF, was created
to act as an intermediary between the SDN controller, such as ONOS, and the
individual OLTs. VOLTHA is an open-source project now under the Linux Foun-
dation’s LF Broadband initiative, which abstracts PON hardware, presenting it
as a programmable Ethernet switch to SDN controllers. This abstraction allows
for multi-vendor interoperability and simplifies the management of PON net-
works. VOLTHA has been successfully deployed in production environments by
major operators such as Deutsche Telekom and Türk Telekom [140]. It provides
a north-facing OpenFlow interface, allowing ONOS to manage OLTs thanks to
vendor-specific adaptors translating between OpenFlow and each OLT. Moreover,
since ONOS needs awareness of the ONUs, which are not directly controllable
via OpenFlow or other APIs, the architecture provides a switch abstraction on
top of the OLT and its connected ONUs. ONOS then treats this as a logical switch,
allowing it to recognise events such as a customer powering up their home ONU,
represented as a "port active" event on the switch-like model. ONOS then ex-
ecutes the necessary actions through a suite of control applications, enabling
efficient management of the PON.

OB-BAA:

Open Broadband - Broadband Access Abstraction (OB-BAA) is another open-
source project facilitating SDN-based management and control of multi-vendor,
multi-technology access networks via a standardised abstraction northbound
interface. OB-BAA simplifies the integration of various access device types, in-
cluding legacy implementations, under a unified management and control frame-
work.
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These efforts represent significant progress toward disaggregated, open, and
programmable PON networks, eliminating vendor lock-in and enabling seamless
integration with SDN controllers. And although control and management are
becoming more centralised, these solutions still depend on a dedicated OLT
chassis which add costs, space, and higher power consumption.

5.1.1.2 MicroPlug OLT and control

At the same time, advances in access networks and the evolution of OLTs facil-
itated the deployment of MicroPlug OLT transceivers [141]. These pluggable
OLTs, characterised by a compact Small Form-Factor Pluggable (SFP) design, can
interface with Ethernet switches and routers, effectively transforming them into
OLT devices. TiBiT Communications was the first start-up to commercially pro-
pose such device (referred as "Tibit" in this Chapter), potentially removing the
need of blackbox/whitebox dedicated OLTs. This innovation reduces the physical
footprint and power consumption compared to traditional chassis-based OLTs.

Although PON devices are standardised, meaning MicroPlug OLTs could theoret-
ically be integrated into a switch’s NOS, in a similar way to coherent pluggables
as we demonstrated in Chapter 3, several challenges remain in SDN-based OLT
and ONUs configuration. This has made the seamless integration of MicroPlug
OLTs into Ethernet switches more complex.

One major challenge is the in-band control required to access and configure the
MicroPlug OLT. Unlike traditional OLT devices, modular MicroPlug OLTs do not
have a separate management port, meaning that management traffic is overlaid
into data traffic rather than being physically separated. This creates additional
complexity, as the control plane must be designed to distinguish and handle
management flows appropriately. Furthermore, PON functionalities such as ONU
authentication, Dynamic Bandwidth Allocation (DBA), and ONU Management
Control Interface (OMCI) are fundamentally different from what a standard
Ethernet switch supports. To support those functions. the MicroPlug OLT itself
contains a chipset that requires distinct management mechanisms, separate from
other pluggable transceivers commonly used in packet networks. Additionally,
the control and management of OLTs and ONUs remain largely proprietary, as
different vendors implement their own management protocols, making interop-
erability a significant challenge. Just as with standalone OLTs, an SDN controller
must still access the OLT chipset to send configuration commands, requiring an
abstraction layer to unify control across different vendors and technologies.
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To address these challenges, two primary approaches have emerged for integrat-
ing MicroPlug OLTs into switches and routers. One method involves extending an
existing switch NOS to support MicroPlug OLT functionalities by adding software
layers that enable direct control and management. Several research efforts have
attempted to address these complexities by developing abstraction layers that
automate provisioning and management [142] or by implementing SDN-based
traffic management solutions [143]. The second approach is to develop a com-
pletely new NOS that natively supports OLT applications while also managing
Ethernet switching. Solutions like BISDN’s pluggable OLT abstraction (pOLTA)
[144] follow this path by offering a software platform that abstracts the complex-
ity of MicroPlug OLTs, providing a standardised interface for service orchestra-
tion, as well as supporting switch APIs using BISDN Linux NOS. BISDN follows an
open-core model, which means that BISDN Linux (switch APIs) is open-source,
although to the best of our knowledge, pOLTA is not yet open-source. Another
promising solution, also not open-source, is IP Infusion OcNOS [145], which pro-
vides a NOS for disaggregated hardware, including Ethernet switches equipped
with Tibit MicroPlug OLTs.

Although work is ongoing to facilitate disaggregation in access networks and
devices, the software used within these devices (and for their control) is typically
tailored to the specific requirements of access networks, and often lacks the
capabilities needed to support metro/core application. Features such as coherent
and tunable pluggable integration, as well as advanced programmability using
P4 to support a broader range of packet headers, are not typically included.
This highlights a broader limitation: while disaggregation is improving access
networks, true convergence across access, metro, and core domains remains an
ongoing challenge.

5.1.2 Converged Metro-Access Platforms: Universal Edge De-
vices

When consideringmetro-access convergence, the focus is on aggregating multiple
lower-speed optical signals into a higher-speed wavelength channel. Aggregation
is a key function at the Edge of the network, making muxponders a natural
candidate for access/metro convergence. Unlike transponders, muxponders offer
greater flexibility through n:1 mapping, allowing multiple lower-rate signals to
be consolidated into a higher-rate signal before entering the metro domain. This
capability is essential for efficiently handling increasing bandwidth demands.
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Recent advancements have led to disaggregated muxponders that can be con-
trolled via open APIs, improving their adaptability within open network architec-
tures. However, muxponders lack packet-level switching and traffic management
capabilities (i.e., they do not perform functions such as packet buffering, traf-
fic prioritisation, or dynamic rerouting based on network conditions), limiting
their role in more dynamic network environments. Additionally, while they are
well-suited for aggregation into the metro domain, they do not support access
applications such as PON.

Given these limitations, the most promising option for metro and access network
convergence appears to be an Ethernet switch or router equipped with pluggable
transceivers. This approach aligns with the long-standing concept of packet over
DWDM, which allows packet-optical convergence in metro/core networks as
discussed in Chapter 3 and 4. By leveraging pluggable transceivers, operators
can create a streamlined architecture that bridges the access, aggregation, and
metro domains, supporting a wide range of applications from high-bandwidth
FTTH deployments to latency-sensitive services driven by 5G, IoT, and AI.

Several proprietary solutions are available for network edge deployments, offer-
ing integrated support for Ethernet, IP, xHaul, and PON services within a single
platform. These solutions help operators consolidate multiple networking func-
tions, reducing operational complexity and infrastructure costs. A few examples
of those boxes are:

• Ciena’s Universal Aggregation Solution [146] integrates 10 Gbit/s PON
capabilities into its packet networking platforms (model 3000 and 5000
families), allowing operators to simultaneously support PON, IP, and Eth-
ernet services on a single platform;

• Edgecore Networks’ CSR440 [147] is a 400 Gbit/s disaggregated cell site
gateway built for 5G and xHaul applications. It combines various inter-
face speeds, from 1 Gbit/s to 400 Gbit/s, and features a high-capacity 800
Gbit/s switching architecture powered by Broadcom’s Qumran2a chipset.
It also supports advanced transport technologies such as Segment Routing
over IPv6 (SRv6) and enhanced Common Public Radio Interface (eCPRI) en-
capsulation, and the CSR440 can accommodate MicroPlug OLTs, enabling
PON services within a disaggregated switching framework;

• DZS’s M4000 [148], which is a converged transport switch system opti-
mised for 5G xHaul (fronthaul, midhaul, backhaul) and edge aggregation.
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It offers SDN-enabled programmability in a compact design (1 Rack Unit)
suitable for network edge environments comprising of 5G and Open RAN
applications;

• Ribbon Communications’ M6424 [149] is a multi-service access router sup-
porting 4G CPRI, 5G eCPRI and Ethernet Services.

While these platforms provide comprehensive solutions for network edge con-
solidation, they are mostly proprietary, limiting interoperability with third-party
hardware. Operators using these solutions are often required to adopt the vendor-
specific software, restricting their flexibility in designing a fully disaggregated
network. Among them, Edgecore’s CSR440 aligns more closely with open net-
working principles, offering a disaggregated approach that allows greater flexibil-
ity compared to fully proprietary alternatives. However, the NOS used to support
the Tibit is ExaNOS from Exaware [150] which we believe to be proprietary.

The lack of such an open unified solution creates a gap, as metro and access
networks increasingly converge to support diverse services and traffic types. The
"open" aspect is critical here because it ensures interoperability across vendors,
allowing operators to mix andmatch coherent pluggables, Ethernet switches, and
MicroPlug OLTs within a unified architecture, reducing costs. An open software
stack would enable flexible and dynamic network configurations, empowering
operators to meet the demands of evolving applications while fostering innova-
tion and competition in a multi-vendor ecosystem, and currently, there is no open
NOS capable of accommodating PON, Ethernet, mobile backhaul, programmable
switching for dynamic traffic handling, and DWDM technology within the same
platform.

5.1.3 Alternative solutions for aggragation and consolidation
Traditional optical networking has long suffered from inefficiencies due to a mis-
match between the way traffic flows and transport technologies. For example,
traditional DWDM networks assign fixed wavelength channels for transport, re-
lying on strict point-to-point connections requiring transceivers at both ends to
operate at the same speed. However, real-world traffic demand fluctuates, with
peak usage varying depending on the time of the day and the geographic lo-
cation. This results in underutilised wavelengths during low-traffic periods or
bottlenecks in high-demand areas, leading to inefficient use of network capacity.

More recently, the XR optic, from Infinera [151], addresses this issue by introduc-

106



5. Packetponder for access, metro
and core networks 5.1 Edge and services consolidation

ing a point-to-multipoint (P2MP) architecture using digital subcarriers. A 400G
XR pluggable can generate 16 x 25 Gbits/s subcarriers, which can be dynami-
cally allocated to different destinations, eliminating the need for intermediate
aggregation devices. This enables direct communication between low-speed and
high-speed transceivers, which also helps reducing the need for network-wide
upgrades when adding higher-speed endpoints, as more subcarriers can be di-
rected toward that particular end-point. By integrating XR optics into routers,
switches, servers, and access devices, operators could potentially achieve better
resource utilisation and lower CapEx/OpEx while simplifying metro-access and
aggregation networks [152].

CapEx reduction with XR optics is achieved by minimising the number of trans-
ceivers required, as eliminating the aggregation box reduces overall hardware
costs. Studies have demonstrated the cost-saving benefits of XR pluggable optics,
enabling operators to optimise transceiver capacity on a per-site basis [153],
[154]. Additionally, other research [155] has explored the broader advantages
of P2MP coherent technologies across metro and core networks, highlighting a
significant reduction in transceiver count and overall infrastructure costs.

However, the deployment of XR optics in optical networks requires architectural
and hardware adaptations. Since XR pluggables communicate using digital sub-
carriers, they must be paired with another XR transceiver at the receiving end to
correctly interpret the transmission. Each 400G XR pluggable consists of 16×25
Gbits/s subcarriers, allowing it to distribute capacity across multiple endpoints
(e.g., connecting to 16 different 25 Gbits/s receivers). This means that every
receiving node must also be equipped with an XR-compatible pluggable, which
may limit backward compatibility with existing non-XR transceivers.

Currently, 100 Gbits/s and 400 Gbits/s XR optics are well-developed, and from
a real-world deployment perspective, adopting XR optics requires replacing a
significant number of pluggables across the network. Additionally, switches and
routers must support XR port cages. Beyond the physical hardware, the man-
agement and control integration of XR optics is still being agreed by the Open
XR Forum, with ongoing demonstrations and developments [156]. While XR
presents a long-term solution for scalable aggregation and flexibility allowing for
easy upgrades (e.g., enabling a 25 Gbits/s receiver to support two subcarriers
for 50 Gbits/s via a software update), it may not be an immediate priority for
operators due to the required infrastructure changes.

Moreover, XR optics primarily serve as an aggregation technology, eliminating
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the need for additional switches and routers in leaf-spine topologies. However,
it does not natively support access applications like PON. In a PON deployment,
XR optics can coexist with existing PON infrastructure [157], but a separate OLT
device is still required to interface with ONUs in residential and rural areas.

In contrast, our packetponder approach leverages a programmable switch to ac-
commodate various transmission rates, supporting both legacy and next genera-
tion pluggables. Unlike XR optics, which fix subcarriers at 25 Gbits/s slots, our
solution provides greater flexibility by managing heterogeneous traffic types and
network conditions.

5.2 Packetponders for access/metro consolidation
This section suggests the use of the packetponder concept to bridge the aforemen-
tioned gap.

5.2.1 Hardware consolidation with packetponders at the edge
Following our demonstration in Chapter 3 of one approach of metro networks ra-
tionalisation and consolidation, which exploits the pipeline of innovations within
the lower layers of the OSI protocol stack underpinned by Moore’s Law, we be-
lieve that the packetponder concept with its open software and APIs is ideally
suited to support access services. Its flexibility makes it an excellent candidate
for aggregating access signals into metro networks, bridging the gap between
these two historically distinct domains while enabling seamless integration and
greater network efficiency.

Figure 5.1 (also in Fig. 5.2a)) shows a typical PON network architecture aggregat-
ing many ONUs with a singular OLT port within a chassis at an exchange/central
office (CO). It is also composed of an aggregation switch, a transponder, and
a ROADM. Underlying this infrastructure relies a succession of ASICs, and ac-
tive ports that are interconnected by copper transmission interconnect on the
motherboard, which all consume power. Figure 5.2b) shows how the proposed
packetponder can usefully substitute the traditional transponder function in a
single open hardware element as discussed in Chapter 3. Thus, it replaces the
aggregating switch ASIC and transponder ASIC and their respective active ports
with one single ASIC and respective active ports. Hence, by leveraging new
technologies such as coherent pluggable (100ZR, 400ZR, 400ZR +, etc.), the
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transponder can be omitted to reduce energy consumption by minimising the
number of: transmission lines, format converters (e.g. pluggables) and switching
ASICs along the network path. Additionally, it reduces OpEX, CapEX and space
[158]. In our packetponder, the SERDES interfaces of the P4-programmable
switching ASIC presented externally as common-form-factor QSFP28 frontplate
port cages can accommodate a variety of pluggable transceivers.

Figure 5.2: Network element consolidation: a) Typical network; b) Packet-
ponder implementation at the metro/core edge; c) Proposed Packetponder imple-
mentation for Access/Metro edge with pluggable OLT and DWDM transceivers.

As a result, additional utility of the packetponder can be found by combining
access, metro and long-haul optical networks. A single network element, the
packetponder, can not only remove the need for transponders in metro/core net-
work, but consolidate access network services (i.e. point-to-point leased lines,
point-to-multipoint PONs and 5G fronthaul transport) that are shown in Fig-
ure 5.3, thus also removing surplus ASICs, internal/external transmission lines
(e.g. backplane lanes, external optical fibre patchcords or DAC cables) and the
associated transceivers from the data plane. This Chapter describes the results of
an enhanced implementation of the packetponder that serves the access network
and more particularly point-to-multipoint PON network architectures shown in
Figure 5.2c).

As mentioned in section 2.3.4 of Chapter 2, by integrating coherent optics into
switches/routers, networks become more power efficient and cost-effective. On
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Figure 5.3: Packetponder at the network edge: supporting 5G fronthaul, point-
to-multipoint PON and point-to-point leased line Access services; and coherent
optical DWDM back-haul and long-haul transmission across the Metro/Core.

the access side, the integration of the Tibit MicroPlug OLT eliminates the need
for traditional, bulky OLT chassis, as shown in Fig. 5.4, and reduce the physical
footprint by 95% and power consumption by 75% [159]. However, specific
simulation studies or real-world measurements detailing the exact energy savings
achieved by deploying the Tibit MicroPlug OLT are not available in the public
domain, and the reported 75% reduction is based on internal assessments by
TiBiT Communications.

While the energy savings may not always follow a strict 1:3 ratio — since a single
packetpondermay not handle the exact same traffic load as a separate OLT, switch,
and transponder — the overall efficiency gains remain substantial, and a short
review of potential gains will be shown in section 5.4.

5.2.2 Multi-services and aggregation node
One key advantage is the flexibility in pluggable selection, allowing operators
to tailor their network based on service demands: a single device can support
multiple access types simultaneously, meaning operators no longer need separate
hardware for different services.
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Figure 5.4: Packetponder with PON and aggregation functionalities.

In theory, the packetponder can aggregate multiple services coming from the
access network, as exemplified in Fig. 5.3. It can also supports future antici-
pated enhancements including multiple wavelength bands [160]. It can support
short-reach O-band (1260-1360nm) transmission between datacentres; or FTTx
applications [161], while also supporting C-band (1530-1565nm) transmission
by using different pluggables; and potentially enabling 3R regeneration andwave-
length conversion in between. In addition, the packetponder can support multiple
rates, and simultaneously support legacy, current, and future bandwidths that
share a common form factor.

5.2.3 Interoperability and management framework
To date, the NOS and software control systems for MicroPlug OLT devices and
coherent/tunable transceivers have been developed independently, as they were
originally designed for deployment in separate hardware platforms. In the case
of the MicroPlug OLT, there is no direct Command Line Interface (CLI) manage-
ment application as there is no direct access to the MicroPlug. Therefore, the
OLT requires in-band network management, as opposed to the coherent/tunable
transceivers which can be managed using an out-of-band connection. As a re-
sult, there is currently no unified open software solution capable of managing
both technologies under a single framework. The ultimate goal is to develop
a common, fully open software platform capable of controlling all components,
ensuring seamless integration and flexibility across diverse network applications.

In the absence of such a unified solution, we experimentally demonstrated the fea-
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sibility of a consolidated access and metro network hardware using open-source
software where possible. Specifically, we leveraged Stratum, which we have al-
ready successfully implemented for managing tunable and coherent transceivers.
For the control of the Tibit MicroPlug OLT, we integrated the MicroClimate Man-
agement System (MCMS) software [162], which, while not open-source, allowed
us to validate the concept of a unified platform. MCMS is a commercial software
to control the PON pluggable, which provided a complete management solution
for the MicroPlug OLT device as well as the third-party ONUs, compliant with
the 10G-EPON [133] and XGS-PON [163] standards. MCMS also provides a
NETCONF server enabling SDN applications to retrieve and submit new configu-
rations to the OLT or ONUs using generic YANG data model.

5.3 Multi-services aggregation demonstration with
a packetponder

The demonstration is a proof-of-concept of the packetponder at the edge, showing
the feasibility of such a box to consolidate access, metro and core networks
within one box. The first part of the experiment shows the integration of the
OLT pluggable into the whitebox. The second part shows how different access
services, using different pluggable transceivers, can be aggregated into higher
capacity pluggable modules toward metro/core networks. The software stack
used during this demonstration is similar to the one used in Chapter 3 as is
depicted in Figure 5.5.

5.3.1 Hardware testbed
Our proof-of-concept demonstrator in shown in Fig. 5.6. This experimental
setup will be discussed throughout this section and comprised of: two ONUs,
1) from Iskratel (serial number: ISKT71e80040), and 2) from Arcadyan (se-
rial number: ARCA20207737) that terminated our XGS-PON; 3) a commercial
Lumentum 10 Gbits/s SFP+ tunable transceivers (gray and tunable); 4) a 10
Gbits/s fixed wavelength (850nm-band short reach) SFP+ using a Cisco SFP-10G-
SR; 5) a Adtran tunable 25 Gbits/s SFP28 transceiver; 6) a QSFP28 100Gbits/s
direct attach copper (DAC) transceiver; 7) a O-band 100 Gbit/s QSFP28 plug-
gable; a coherent QSFP28 100ZR from Adtran, performing 100 Gbit/s dQPSK
@27.952GBd (port 30/0 in Fig. 5.6); and a Tibit MicroPlug XGS-PON SFP+ OLT
pluggable inserted into one of the packetponder cage using a Mellanox QSFP to
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Figure 5.5: Proof-of-concept demonstration: SDN software control of the packet-
ponder to support access/metro services.

Figure 5.6: Experimental arrangement: Packet flow to/from TTG via DUT &
ROADM.

SFP+ Cable Adapter. The MicroPlug OLT is connected to a 1/8 splitter with an
extra 10 dB attenuation, before reaching the two ONUs. A 20 kilometres single
mode fibre (SMF) spool separates the MicroPlug and the ONUs, emulating a
typical access link. Our device under test, the packetponder, was the same P4
programmable APS Networks BF6064X-T Ethernet switch described in Chapter
3. We also used the previously described Lumentum whitebox ROADM. To gen-
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erate traffic, we used the Keysight/Ixia XGS2-SDL test traffic generator (TTG).
Its chassis contained: I) Novus-S: QSFP-28 port cages supporting 100/50/25/10
GbE (Gbit Ethernet); and II) Novus-NP: SFP+ and 10GBase-T port cages sup-
porting 10GbE/1GbE/100MbE load modules to generate traffic of different line
rate coming for the access or metro side. It emitted Ethernet frames of different
format, and used the IxNetwork software for building test scenarios and viewing
statistics.

This demonstration was made possible through the collaboration with Jim Zou
from Adtran, who provided the coherent 100ZR; Ian Cooper from BT, for his
assistance with the TiBiT; and Scott Hill and John Griffith from Keysight, who
supplied the traffic generator and helped with its software.

5.3.2 PON integration and management

Figure 5.7: PON experimental setup to test MicroPlug Tibit inside the packet-
ponder.

The first part of the experimental set up is shown in Fig. 5.7, which is a simplified
version of the full experimental setup shown in Fig. 5.6, and is intended to show
the Tibit OLT integration into the packetponder. Although the purpose of the
MicroPlug is to be inserted into a generic switch, in practice its integration and
management is not so seamless. As stated previously, the challenge comes from
the fact that the Tibit requires a specific management scheme that is not included
into switch operating systems and switch/router controller at the moment.

When the Tibit MicroPlug OLT is first installed, it comes pre-configured from the
factory to use C-VLAN 4090 for management traffic. This means that all commu-
nication between the MicroPlug OLT and the management system (such as an
SDN controller, or MCMS) is tagged with VLAN 4090. VLAN 4090 is specifically
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used for management traffic to isolate it from normal user traffic. To manage the
Tibit pluggable, which requires in-band management, we established a manage-
ment connection with an Ethernet cable from a remote desktop (hosting the Tibit
controller) to one of the switch ports. Since the packetponder uses QSFP28 cages,
we used an SFP+ to QSFP28 adaptor to ensure compatibility. On the desktop,
the management interface is identified as eth2. To enable communication with
the Tibit MicroPlug OLT, we needed to create a VLAN sub-interface tagged with
VLAN 4090. This was done by configuring eth2.c4090, allowing the desktop to
interact with devices that require VLAN 4090-tagged traffic. Any packets sent
from eth2.c4090 were automatically tagged with VLAN 4090, ensuring they are
correctly recognised by the Tibit OLT. The resulted interface created is shown as
follows:

root@linuxlab:/home/julie_raulin/Documents/tibit/USB# ifconfig
eth2: flags=4163<UP,BROADCAST,RUNNING,MULTICAST> mtu 1500

inet 169.254.221.171 netmask 255.255.0.0 broadcast 169.254.255.255
ether 00:e0:4c:78:76:f5 txqueuelen 1000 (Ethernet)
RX packets 34 bytes 11321 (11.3 KB)
RX errors 0 dropped 24 overruns 0 frame 0
TX packets 47 bytes 7758 (7.7 KB)
TX errors 0 dropped 0 overruns 0 carrier 0 collisions 0

eth2.c4090: flags=4163<UP,BROADCAST,RUNNING,MULTICAST> mtu 1500
ether 00:e0:4c:78:76:f5 txqueuelen 1000 (Ethernet)
RX packets 1 bytes 47 (47.0 B)
RX errors 0 dropped 0 overruns 0 frame 0
TX packets 1 bytes 60 (60.0 B)
TX errors 0 dropped 0 overruns 0 carrier 0 collisions 0

Our disaggregated whitebox with open NOS, the APS-Networks, was compatible
with the Tibit MicroPlug OLT although required extra work to configure manage-
ment. Since the MicroPlug OLT is designed as an SFP+ form-factor device and
hence following the SFF MSA, it was physically compatible with our switch, and
inserting it into the packetponder did not cause any issues. The main requirement
was ensuring that VLAN 4090 traffic could pass through the network, particu-
larly for management communication between the OLT controller (hosted in the
Desktop) and the ONUs. To achieve this, we made a minor enhancement to our
P4 code, incorporating a switching rule that forwards packets based on VLAN
tags. Specifically, any packet tagged with VLAN 4090 was programmed to be
forwarded between the Tibit data port and the Tibit management port, ensuring
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proper communication and management of the ONUs.

We then installed the management software provided with the Tibit (which is
called MicroClimate Management System, version R3.2.0) in the remote Desktop.
The MicroClimate Management System (MCMS) is the management solution
for Tibit PON networks. It consists of the MCMS PON Manager graphical user
interface, MCMS Netconf Server, Mango Database and MCMS PON Controller.
Together these components provide a complete network management solution
for provisioning and monitoring MicroPlug OLT devices, as well as the subtended
third-party ONUs devices. Figure 5.8 shows the software architecture to control
the Tibit, using MCMS that is connected to the packetponder using an RJ45 cable.

Figure 5.8: Software architecture to control the Tibit using MCMS software.

To test our PON device, we sent traffic through the ONUs and leveraged the
Tibit MicroPlug XGS-PON SFP+ OLT pluggable to emulate a PON architecture.
The ONUs were separated by a 20km SMF28 fibre spool before reaching the
MicroPlug OLT. ONU 1, from Iskratel and ONU 2, from Arcadyan terminated our
XGS-PON. The XGS-PON was inserted into our packetponder and Fig. 5.9, which
is the graphical user interface of the PON Manager as it appears on the MCMS
software, shows that the PON controller has successfully been connected to the
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MicroPlug OLT in the switch and its two ONUs, using the tag VLAN 4090.

Figure 5.9: MCMS dashboard, showing the integration of the OLT pluggable and
the two ONUs.

In the experimental demonstration with the PON, we focused on evaluating up-
stream traffic. Upstream testing provides valuable insights into the ONU’s ability
to transmit data efficiently, and to ensure the packetponder can aggregate traffic
coming from the access network. From a physical layer perspective, upstream
transmission is typically the most demanding, as aggregation must accommo-
date multiple services with varying power levels. Upstream traffic is mainly
dominated by acknowledgments, requests, voice/video conferencing, IoT traf-
fic, and network management signals and is generally of smaller frames that
the downstream traffic, dominated by videos. Downstream traffic, on the other
hand, requires different configuration since the Tibit must correctly distribute
data to multiple ONUs. One key challenge is ensuring that each ONU properly
recognises its assigned traffic, especially when working with IP-based addressing
and service VLANs.

Hence, to validate the core functionality of the PON network integration into
the packetponder, test traffic was generated from two independent ports of the
Keysight traffic generator as shown in Fig. 5.7. The test traffic was launched to
the client-side port and transmitted upstream to the headend at a wavelength
of around 1270nm. ONU 1 (Iskratel) was a 1 Gbit/s device that sent a flow of
random-sized frames (from 66 — the minimum Ethernet frame size when using
VLAN tagging — to 1518 bytes) at a rate of 0.86 Gbit/s. ONU 2 (Arcadyan)
was a 10 Gbit/s speed device so we sent a flow of Internet Mix (IMIX) packets
at a rate of 7.7 Gbit/s. The sum of both traffic rate didn’t reach 10 Gbit/s,
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which is the capacity of the XGS-PON MicroPlug, because XGS-PON uses error
correction that sends additional data on top of the transmitted user’s data. This
extra data is one form of overhead that consumes a portion of the total available
capacity of the PON, and results in a reduction of the usable capacity. In the end,
the usable capacity for XGS-PON is approximately 8.5 Gbit/s in downstream
and 8.6 Gbit/s in upstream [164]. The data rate from both ONUs have been
experimentally chosen to stretch the upstream PON speed at its limit with error-
free transmission: ONU 1 has error free transmission with a signal rate of 0.87
Gbit/s with random sized frames while ONU 2 was set to 7.8 Gbit/s with an
Internet Mix of traffic with various frame rates as well. The total of both traffic
was 8.67 Gbit/s, slightly better than the estimated usable capacity in [164]. For
the rest of the demonstration, ONUs rate where set to 0.86 Gbit/s and 7.7 Gbit/s
for ONU 1 and 2 respectively, for a total of 8.56 Gbit/s over the Tibit MicroPlug
OLT to give a small margin for potential errors.

Frames from both ONUs were then aggregated through the Tibit OLT pluggable
which was inserted into port 10/0 of our packetponder. We used the IP destination
address to distinguish test packet flow from Keysight: all packets from traffic ONU
1 had a source IP address of 10.1.0.2, and all packets from traffic ONU 2 had
a source IP address of 10.1.0.3. We compiled a simple P4 program that popu-
lated the forwarding table of the Tofino 1 ASIC so that the traffic coming from the
ONUs were forwarded to the same egress ports. Indeed, based on their 2-tuple,
all packets were forwarded to a single 100 Gbit/s port cage, 30/0, that contained
an industry-first 100ZR QSFP28 coherent tunable pluggable transceiver from
Adtran. Data was emitted from the Tx port of the 100ZR at 1524.94nm, directed
through ingress add port In 1 of an open, optical whitebox ROADM (Lumen-
tum WB-RDM-3200) and transmitted over 80km of single-mode optical fibre
to simulate a link to a datacentre, together with a fully loaded DWDM chan-
nels (emulating 76 × 50GHz grid spaced data channels with two 100GHz empty
bandwidth slots). The signal was then looped back through port Out 1 of the
ROADM to the Rx port of the Adtran 100G ZR pluggable, emulating an edge to
metro node. The P4 program then used the 2-tuple <DUT_ingress_port_label,
IPv4_source_address> to direct test traffic to port 2/0 which contained an O-
band 100GbE QSFP28 pluggable (1302.35nm), and transmitted over 5.6km of
single-mode fibre. Traffic is finally received to the Keysight traffic generator,
which captured packet statistics.

Fig. 5.10 represents frames sent to ONU1 (Traffic item: ONU 1) and ONU2
(Traffic item: ONU 2), and received back to the traffic generator. The table
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shows error free transmission and no frames were lost during the experiment.
Fig. 5.11 shows the receiving rate on each traffic flow during the run, which
corresponds to the sending rate of both traffic.

Figure 5.10: Traffic items sent during the experiment, showing no loss of packets,
with associated latency measurements.

Figure 5.11: Upstream traffic rate (Rx) of ONU1 and ONU2 during the experi-
ment.

The initial part of the demonstration showed how PON functionality can be
seamlessly incorporated into a programmable Ethernet switch. While this demon-
stration required the installation of a third party software to control the PON
network, the ideal scenario and hopefully in the future, would involve integrat-
ing the MicroPlug OLT’s management and control directly into the switch NOS
and controller, via open APIs and protocols, treating the MicroPlug OLT as any
other pluggable for streamlined operation, and is outside of the scope of this
thesis.

5.3.3 Traffic aggregation from different services
In addition to the ONUs traffic, additional traffic flows were sent to the packet-
ponder and aggregated into port 30/0 of the programmable switch, to replicate
the functions of a Muxponder. The aggregation use-case emulated in this experi-
ment, used the same Keysight Test Traffic Generator (TTG) to emit from port 1)
and 2) two unidirectional flows for transmission across a 20km PON and received
by a Tibit XGS-PON OLT SFP+ pluggable transceiver in the Device under test
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(DUT), as described in the previous section and shown in Fig. 5.7. The Keysight
traffic generator provides flexible packet generation with various formats. For
simplicity, packets from ONUs 1 and 2 included an Ethernet header, an IP header,
and a payload set to "Increment Byte" to introduce variation in content. Except
for traffic 5), all generated traffic followed this same packet format. TTG port 3)
generated point-to-point traffic using a Lumentum 10GbE tunable optical SFP+
transceiver in the C-Band for leased line emulation. TTG port 4) emitted point-
to-point traffic with an 850nm-band short-reach SFP+ transceiver, specifically a
Cisco SFP-10G-SR. TTG port 5) transmitted point-to-point traffic in the C-Band
using an Adtran 25 Gbits/s tunable SFP28 optical pluggable transceiver, emulat-
ing traffic from a 5G radio unit. Communications between remote radio heads
(RRHs) and baseband units (BBUs) in modern 5G mobile networks use the en-
hanced Common Public Radio Interface (eCPRI) packet format, therefore the
packets from 5) were created using the TTG with an additional eCPRI header,
which typically consists of 4 Bytes. Lastly, TTG port 6) generated point-to-point
traffic using a QSFP28 100G direct attach copper (DAC) cable to emulate local
traffic within the rack, connecting to an intra-rack storage array for local con-
tent delivery network emulation. Fig. 5.12 summarise the pluggable transceivers
used in the Test Traffic Generator and their associated line rate, as well as their
connection to the device under test, the packetponder. In general, the packets
were created to emmulate a real access/metro aggregation node with mixed
services, pluggables, reaches and efficiencies.

The flow of test traffic is represented by arrows in Fig. 5.6 between the Tx
ports labelled 1)-6) and the single Rx port labelled 7) of the TTG. Test traffic
emitted from the TTG for all ports was configured using IxNetwork with a unique
IPv4 source address particular to the Tx ports. The P4 program on the DUT
used the 2-tuple <DUT_ingress_port, IPv4_source_address> for ingress flow
classification. The same way it was done for the first experiment, we populate
the P4 flow table so that all packets were forwarded based on their 2-tuple to
port 30/0, that contained the 100ZR (the incast forwarding test traffic flows
within the DUT to a common egress port cage is shown by the green dotted line
of Fig. 5.6) The table in Fig. 5.13 summarises the number of frames sent for a
10-hours run. It shows successful error-free reception of all 1010 frames — that
were proportionally divided depending on the line-rate of each Tx port of the
TTG — at the conclusion of a ten-hour test run.

In a follow-up experiment, we monitored the throughput of each traffic flow.
Traffic flows were added at 10-second intervals, as shown in Fig. 5.14 (coloured
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Figure 5.12: Common-form-factor pluggable identification, port-labelling & con-
nectivity mapping scheme between TTG, DUT and ROADM.

Figure 5.13: Number of frames sent and received by the traffic generator during
a 10-hour run.

lines 1) to 6)), and the aggregated throughput was successfully received at
the Rx (black line). This demonstrated the successful multiplexing of traffic
from different ports with varying header formats, validating the packerponder’s
aggregation functionality.

The aggregated traffic flowed at a speed of 99.56 Gbit/s as shown in Fig. 5.15,
which correspond to the sum of the 6 traffic flows depicted in the table in Fig.
5.12. The speed didn’t reach 100 Gbit/s as the MicroPlug OLT and ONUs added
overhead data. Fig. 5.15, which is taken from the software IxNetwork, shows the
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Figure 5.14: Throughput — dynamic, sequential addition of traffic.

Layer 1 throughput of all transmitters combined (Tx — left) and at the receiver
port (Rx — right). The screenshot was taken while the system was running,
hence the difference between Tx and Rx frames were not zero.

Figure 5.15: Snapshot of the throughput during the experiment with IxNetwork
software, showing L1 data rate and the number of packets traversing.

This proof of concept demonstration showed that the packetponder can be used
as a converged access/metro box to support existing and future services, with at
its heart a P4 programmable ASIC that can flexibly support any frame protocol.
The demonstration highlighted the muxponder capabilities of the packetponder
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by aggregating multiple client traffic streams into a DWDM pluggable, while also
demonstrating that any front-panel port can be dynamically assigned to different
traffic types or services. This enables a true plug-and-play solution where a single
box can support multiple services, all managed centrally.

This is the first demonstration, to the best of our knowledge, to integrate a
variety of pluggables — each supporting different services and wavelength bands
— within the same device, while maintaining control via open APIs. Although
MCMS is proprietary, it remains a widely adopted common management scheme,
enabling northbound API access via NETCONF for seamless integration into an
open, SDN-controlled environment.

While we did not have access to XR pluggables, we do not rule out their potential
integration within the packetponder. XR optics could further enhance aggregation
networks, as the packetponder’s flexibility allows it to be deployed at various
points in the network, playing different roles depending on the required function.

5.4 Impact on network topologies
5.4.1 BT network use-case
In a real network, the consolidation of hardware could have several benefits as
well. To illustrate them, we took as an example the topology of the British Tele-
com (BT) network, based on information in [13], [165]: the network topology
consists of 4375 Multi-Service Access Node (MSAN), which aggregates voice and
data from the customer to the backhaul (via copper for telephone cables or fibre
optic lines) and contains OLTs for FTTH applications; 925 Tier 1 MSAN nodes
which are located in larger cities and contains a mix of Access devices, Ether-
net switch/routers, and WDM devices; 63 metro nodes; 12 outer core nodes
and 8 inner core nodes which carry the most amount of data in the network.
Fig 5.16(a) shows the aforementioned 5383 nodes that are spanning across the
entire country. The links between them are not represented but the inner core
nodes are fully meshed, while outer core nodes are triple-parented to the inner
core. Metro nodes are dual-parented to the nearest core nodes, and lower-level
exchanges connect to the two closest exchanges. Remote areas and islands use
a minimum number of cables to connect exchanges efficiently before linking to
the mainland via the nearest Tier 1 MSAN exchange. The network also includes
a cellular infrastructure, which is not represented in Fig 5.16, and comprises

123



5. Packetponder for access, metro
and core networks 5.4 Impact on network topologies

33,062 macro cell nodes. The cellular traffic is connected via a straight-line path
to the nearest serving exchange in the Internet exchange network. The large
number of nodes in Fig. 5.16(a) highlights the need for topology simplification,
as each node represents a location housing multiple devices, all contributing to
significant power consumption, physical space requirements, and maintenance
effort across a large geographical area.

Figure 5.16: BT Topology: (a) Current architecture with Core, Metro, Tier 1
and Multi-Service Access Node (MSAN) nodes; (b) Hypothetical 2040+ network
architecture showing a simplified topology without MSAN nodes. While not
fully representative of real deployment constraints, it illustrates the potential
site reduction achievable through network consolidation, retaining only Core,
Metro, and Tier 1 nodes.

Recently, BT and Telefónica have announced that they will move forward with
shutting down copper exchanges as part of their transition to an all-fibre net-
work [166], [167]. This does not necessarily mean they will replace every copper
exchange with a new "fibre" exchange. Instead, the approach involves consoli-
dating network infrastructure by relocating services to fewer, more centralised
fibre-enabled exchanges, such as Tier 1 MSAN or metro/core nodes already in the
network. This is possible because fibre can reach further, and requires far fewer
intermediate exchanges than copper. As a result, BT will be left with thousands
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of redundant exchanges, potentially worth billions of pounds in real estate value
for resale.

Fig 5.16(b) presents a conceptual illustration of a simplified BT network architec-
ture in which MSAN nodes are fully decommissioned, highlighting the potential
reduction in network hubs and associated operational costs. However, this ex-
ample is idealised and does not fully reflect practical deployment constraints, as
the achievable level of consolidation is limited by cost considerations and the
optical reach of commercially viable, low-cost transmission equipment. Indeed,
it is important to note that, in practice, Tier 1 MSAN, metro, and core nodes
may remain more widely distributed across the UK than shown in Fig 5.16(b)
to ensure that remote locations can connect to an exchange within a reasonable
distance. Advancements in technology are continuously increasing the reach
of fibre networks, making it likely that even the most remote areas will have
fibre coverage in the near future. In the worse case scenario, in some rural
regions where households are far from the nearest metro node, existing street
cabinets could be repurposed and upgraded to house OLTs, replacing outdated
DSL equipment and bringing fibre closer to end users.

5.4.2 Packetponders for more simplified network, more flexi-
bility and better management

In the BT case, one can assume that OLTs will be relocated into Tier 1 MSAN or
metro nodes, which will serve as key aggregation points in the network. These
nodes typically house Fibre MSANs (which aggregate broadband services such
as PON and Active Ethernet, as well as voice and leased lines), OLT platforms, ag-
gregation routers, Ethernet switches, and optical transport equipment, including
transponders and ROADMs. Tier 1 nodes are critical in metropolitan areas, acting
as convergence points for multiple access networks before traffic is transported
towards the core.

This diversity of hardwaremakes Tier 1 nodes complex to manage, as they involve
multiple software stacks from different vendors. Our proposed packetponder
significantly reduces this complexity by consolidating multiple network functions
into a single platform. Instead of managing three or more separate devices,
operators can deploy a single programmable and centralised unit, customising
it to support any combination of access services, making it a flexible solution for
operators.
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This small example illustrates how operators could achieve network simplifi-
cation by using our concept of the packetponder at the Edge, also enhancing
network management and control. Additionally, it has the potential to further
improve energy efficiency, making the transition even more beneficial.

5.4.3 Preliminary results on potential energy savings by using
the packetponder

To illustrate the potential energy savings of our network architecture with the
packetponder, we aimed to compare its total power consumption with the one of
a more conventional setup. Fig. 5.17(a) is an example of a simple network model
on how to handle traffic from ONUs to the core network in a simplistic way. This
scenario serves as a reference point to highlight how our solution could reduce
overall energy usage.

It is important to note that this is not a rigorous power consumption analysis, as
conducting a comprehensive study would require accounting for numerous pa-
rameters such as varying equipment efficiencies, power scaling, cooling require-
ments, and long-term operational considerations, which is outside the scope of
this thesis. Instead, this comparison serves as a high-level indication of how our
approach could eliminate some of the extra links, pluggables, and network ele-
ments present in a more traditional architecture. The goal is not to claim an exact
energy saving figure but rather to demonstrate the potential for optimisation in
a typical network deployment.

We structured the traffic as follows: the access side carries 320 Gbit/s of data
towards ONUs/costumer homes, 1.6 Tbit/s is arbitrarily directed towards the
metro network or nearby destinations via point-to-point links (which uses grey
optics), and an additional 1.6 Tbit/s is routed towards the core network using
DWDM devices with coherent pluggables. This results in a total system capacity
of 3.52 Tbit/s.

5.4.3.1 Typical architecture

For the access segment, a 320 Gbit/s PON network serves approximately 1,000
customers. This can be achieved using an XGS-PON OLT with 32 ports of 10
Gbit/s capacity and 1:32 splitters (so 32 end-costumers per port), such as the
Qualfiber XGS-PON OLT 32 Ports [168], which provides 32 × 10 Gbit/s PON
interfaces towards ONUs (downlink) and 8 × 10 GbE uplinks. Although the OLT

126



5. Packetponder for access, metro
and core networks 5.4 Impact on network topologies

has a total downstream capacity of 320 Gbit/s, the actual traffic at any given
time is usually lower so operators design networks with over subscription ratios
(e.g., 4:1 or 8:1) assuming users won’t fully utilise their bandwidth at the same
time. Consequently, an uplink capacity of 80 Gbit/s is typically sufficient.

The OLT connects to an aggregation switch (assumed to be an Ethernet switch,
as shown in Figure 5.17(a)) to aggregate the combined PON and metro to the
DWDM traffic. Given the 1.6 Tbit/s metro traffic, 1.6 Tbit/s DWDM traffic, and
80 Gbit/s OLT uplinks, the aggregated switch requires at least 40 × 100 Gbit/s
ports (2 × 16 × 100 Gbit/s plus 8 × 10 Gbit/s). A suitable switch for this setup
could be the Arista 7260CX3-64 [169], which provides sufficient capacity while
consuming approximately 640W.

For the traffic directed towards the core, transponders are used as shown in
Figure 5.17(a). A suitable reference device is the Edgecore Phoenix [36], which
consists of two sleds, each supporting 8 × 100 GbE client-side interfaces and 2
x 200/400 Gbit/s line-side interfaces. For this example, we assumed the use of
400 Gbit/s CFP2 modules, requiring four transceivers (2 × 400G per sled).

Figure 5.17: (a) Potential topology to meet the 3.52 Tbit/s capacity requirement
from access to core; (b) Power consumption of each components.

The example setup is shown in Figure 5.17(a) and the total power consumption,
based on the datasheets of the proposed devices, is summarised in the table
shown in Figure 5.17(b) with 1708W (typical)/ 2298W (max). Some datasheets
don’t give the typical power in which case the maximum power is considered for
both calculations.
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5.4.3.2 Architecture with packetponders

The packetponder leverages the Tibit MicroPlug OLT, significantly reducing power
consumption by eliminating the need for an external OLT chassis. In a traditional
OLT chassis, the system consists of a PON MAC ASIC, an Ethernet switch chip
(either on the line card or, in newer designs, integrated within the PON MAC
chip), and a chassis fabric chip to interconnect line cards. With the Tibit’s ap-
proach, the PON MAC layer is directly integrated into an aggregated/Ethernet
switch, eliminating an entire "switching" layer. Additionally, conventional OLTs
require dedicated management cards, often deployed redundantly to ensure re-
liability. With Tibit’s disaggregated approach, the control is separated from the
OLT, allowing centralised management of multiple devices further back in the
network architecture hierarchy (closer to the metro/core node). Offloading the
management burden from the OLT chassis to a scalable, centralised compute
node reduces power consumption at each access location, and allow the access
equipment to be more distributed, and closer to the end user, while pulling the
complexity back to the metro/core.

On the core-facing side, coherent pluggables replace power-hungry transponders,
as they can now be inserted, and managed, into an Ethernet switch. The studies
described in Chapter 3 have demonstrated that this approach can reduce power
consumption by approximately 33% [170]. As a result, the packetponder consol-
idates multiple network functions, reducing energy consumption by optimising
the use of pluggables across different applications, as depicted in Figure 5.18(a).

In our simple use-case, the packetponder would support 32 Tibit MicroPlug OLTs,
16 grey 100GbE pluggables, and 16 × 100ZR coherent pluggables within the
same box to meet the required capacity toward access, metro and core. Fig-
ure 5.18(b) presents an estimated maximum power consumption of 964W (typi-
cal)/ 1531W (Max), with a comparative analysis indicating a reduction in energy
consumption from 33% to 44% — a substantial improvement.

While real-world deployments may not follow a strict 1:1 replacement model as
we just described, this study highlights the potential benefits of network simpli-
fication through the adoption of programmable, open, and flexible architectures
leveraging advanced pluggable technologies.
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Figure 5.18: (a) Potential topology to meet the 3.52 Tbit/s capacity requirement
from access to core using packetponder nodes; (b) Power consumption of each
components [171].

5.5 Conclusion and Discussion
We demonstrated how a fully open and programmable packetponder can be re-
defined to serve various purposes, unifying both metro and access networks and
simplifying architectures. By integrating the OLTs and aggregation functionali-
ties onto the same platform, we consolidated and simplified PON networks, and
more generally, access deployment, in an open, standards-based orchestration
to avoid vendor lock-in. It enabled platform and service consolidation by elimi-
nating: surplus ASICs, internal/external transmission lines (e.g. backplane lanes,
external optical fibre patchcords or DAC cables) and the associated transceivers
from the data plane, which would promote greater energy efficiency.

Thus, we addressed the key challenges of simplifying transport networks, re-
ducing capital, space, and power requirements, enabling dynamic wavelength
allocation, and eliminating intermediate aggregation in optical communication
networks. Our solution is software-configurable, enabling intelligent provision-
ing, and unit tunable wavelength backhaul with PON fronthaul mediated by
a Tofino ASIC. It can aggregate different types of traffic and services coming
from mobile devices, homes and businesses, into DWDM metro/core networks
supporting OpenROADM architectures. This provides a straightforward plug-
and-play approach for installations and reduced inventory expenses by allowing
remote controlled optics with open-source APIs. The packetponder offers sim-
plicity, flexibility and resilience in today’s networks, with dynamic adaptability
and the opportunity of performing 3R regeneration, wavelength conversion, and
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multiple wavelength bands conversion within the same box [160]. All of this is
achieved without impacting the cost level for operators who will need to reconcile
long-term plans with an existing installed base.

In addition to optimising network architecture, various techniques are used to
reduce energy consumption in networks. One approach involves dynamically
switching interfaces, ASICs, processors, or transmission links on and off based
on traffic demand [12]. This allows networks to scale down power usage dur-
ing periods of low utilisation. Another method is carbon-aware routing [13],
which directs traffic through paths with lower environmental impact, such as
those powered by renewable energy. Additionally, reducing link capacity during
off-peak times can further lower power consumption by adjusting transmission
speeds to match demand. These strategies help improve energy efficiency while
maintaining network performance.

130



Chapter 6

Conclusion

Chapter 6 concludes this thesis and presents potential avenues for future research.

Achieving sustainability improvements in our digital infrastructure landscape
remains a complex challenge, yet urgent action is needed, as the energy con-
sumption of digital infrastructure is expected to rise significantly over the next
five years [172]. Although much of this growth will originate from data centres,
the connectivity between computing and storage facilities, as well as between
end users and their devices, must evolve similarly with the expansion of renew-
able energy and the networks that support these infrastructures [173]. TELCOs
and data centre operators are already making significant steps in reducing carbon
emissions and preparing for more sustainable next-generation networks, but their
efforts have primarily focused on areas such as improved cooling systems, more
energy-efficient computing hardware, and optimised methodologies to reduce
the cost, time, and energy required for the explosive use of AI.

An equally important approach is the consolidation of network devices to elim-
inate redundant ASICs and transmission components such as SERDES, optical
fibres, and pluggable transceivers, by leveraging advanced pluggables that inte-
grate multiple hardware functions into a compact module harnessing Moore’s
Law. However, as we saw in this thesis, the true enabler of this shift lies in the
software control of these multi-purpose devices. Recent standardisation efforts,
driven by both academia and industry, are paving the way for open and inter-
operable management frameworks, making the adoption of such architectures
increasingly feasible.
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In the introduction of this thesis, we outlined the main challenges in achieving
network consolidation. First, (i) merging packet and optical layers requires
the seamless integration of pluggable transceivers into routers and switches,
which must be enabled and managed by the Network Operating System. Second,
(ii) a remote and centralised control plane is essential, relying on standardised
models and open APIs to ensure vendor-neutral interoperability. Third, (iii)
the controller must offer intelligent, end-to-end visibility across the network,
enabling multi-layer routing decisions that make use of packet-optical nodes not
just as termination points but also as in-path, tandem elements. Finally, (iv)
consolidating the network edge involves combining metro/core functions, using
coherent pluggables, with access services such as PON. These converged edge
devices must also be centrally managed through open protocols and software
interfaces.

To answer these challenges, this thesis introduced the packetponder concept;
a fully open and programmable whitebox switch capable of accommodating
a wide range of modular, common-form-factor pluggable transceivers. While
traditionally designed to support electronic switching functions, its open soft-
ware stack makes it a strong candidate for broader applications spanning access,
metro, and core networks. As a proof of concept, this thesis demonstrated the
packetponder’s feasibility across different network domains. At the edge, it effi-
ciently aggregates high-radix, lower-speed access terminations with low-radix,
high-bandwidth metro/core terminations within a single hardware element. By
co-locating packet switching with 3R optical-electrical-optical wavelength con-
version, the packetponder introduces a new architectural paradigm that has sig-
nificant implications for the future evolution of TELCO networks.

Challenge (i) was particularly relevant at the start of my PhD in 2021, when
coherent pluggables were just entering the market and beginning to be deployed
by a few hyperscalers. At that time, the Common Management Interface Spec-
ification (CMIS) was still in its early stages, and no unified control mechanism
existed for these pluggables. As a result, operators primarily used them for sim-
ple point-to-point links, and no open-source NOS supported their integration.
Initially, the focus of this thesis was on legacy tunable optics, which themselves
were underutilised, lacking deep integration into NOS environments. However,
as coherent pluggables rapidly gained traction during the course of my PhD, the
research became even more relevant: the techniques, software enhancements,
and architectural considerations developed for legacy tunable transceivers were
directly transferable to coherent optics, reinforcing the broader applicability and
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timeliness of the packetponder concept.

Therefore, challenges (i) and (ii) were addressed in Chapter 3, where we demon-
strated the successful integration of both coherent and legacy tunable pluggables
into a programmable switch using standardised interfaces and common APIs.
While other and more recent open software exist for programming pluggables,
this thesis details the mechanism and integration steps required to embed these
devices seamlessly into the NOS of the host system, and shows how to connect
them to a centralised controller to enable dynamic reconfiguration.

Challenge (iii) was addressed in Chapter 4, where we demonstrated how a cen-
tralised controller can leverage the capabilities of packetponders to optimise wave-
length availability in fault recovery scenarios. Specifically, we show that when
the Routing and Wavelength Assignment algorithm takes into account the wave-
length conversion feature enabled by the packetponder, the number of recoverable
lightpaths significantly increases. This highlights the potential of such devices
to act as intermediate elements in multi-layer recovery strategies, rather than
mere endpoints. In the longer term, a more comprehensive controller should
incorporate detailed physical layer parameters such as OSNR, non-linear im-
pairments, and other signal quality metrics, to enable intelligent, end-to-end
decisions across both packet and optical domains. This chapter also underlined
the value of emulation tools like Mininet-optical, which allow researchers to scale
network scenarios and validate controller logic before real-world deployment.

Finally, Challenge (iv) is addressed in Chapter 5, where the packetponder con-
cept is extended to encompass the consolidation of access, metro, and core
networks. The chapter demonstrates the feasibility of this unified architecture
at the network edge, highlighting its potential for infrastructure simplification
and energy savings. It details the integration of PON pluggable transceivers,
particularly the MicroPlug OLT, into a common whitebox switch, using currently
available software solutions to manage both the PON and the coherent/tunable
pluggables introduced in Chapter 3. While our implementation validates the
technical feasibility of this consolidation, a key area for future work lies in na-
tively incorporating PON functionality into the host management system. In
this work, we relied on MicroClimate Management System (MCMS), a widely
adopted but proprietary software, for managing the TiBiT MicroPlug OLT. MCMS
is the industry standard, and many companies build their own software layers on
top of it. So a possible avenue for future work is to integrate PON management
directly into the NOS of the switch. This requires the development of a vendor-
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agnostic PON hardware abstraction layer that interfaces with the pluggable OLT,
handles in-band management traffic, and abstracts hardware-specific details.
The abstraction layer would expose on the northbound interface a switch-like
OpenFlow/P4Runtime interface to the SDN controller (e.g., ONOS), so that OLTs
could be managed similarly to packet-optical networks. However, this also intro-
duces challenges, particularly in defining abstraction models and representing
PON-specific QoS parameters, which are not trivial to map onto conventional
SDN control paradigms [174]. Such control mechanism would enable more ef-
fective centralised management and support a truly plug-and-play architecture
for flexible, vendor-neutral networks.

With such a hardware solution and a controller with full network visibility, seam-
less flexibility between network domains and layers becomes possible. In the
event of a failure, such as a submarine cable break that we mentioned in the
introduction, the network could dynamically reconfigure in real time, selecting
the most optimal alternative path. This could involve maximising utilisation
of already congested routes (such as other submarine cables), leveraging the
packet layer alone, or even switching to alternative transport technologies if they
offer lower latency. Additionally, the intelligent control system could temporar-
ily reduce capacity on lower-priority links, while maintaining signal integrity
and service quality. Intelligent management can also enable closed-loop control,
where the network continuously monitors performance metrics and automati-
cally adjusts configurations, ensuring rapid recovery and optimisation without
requiring manual intervention. Although this thesis did not specifically focus on
closed-loop control, adopting packetponders with open software and standards
paves the way for its realisation.

Naturally, achieving this level of flexibility introduces additional software com-
plexity. However, the benefits outweigh the challenges, particularly when intelli-
gent management is paired with standardised and widely adopted APIs, ensuring
interoperability with any SDN controller, including those from proprietary ven-
dors/operators.

Further research opportunities
A promising area for future work is the expanded use of P4. In this thesis, P4 was
primarily used for basic forwarding functions based on common header fields
e.g., VLAN, ingress port, IPv4. However, its potential extends far beyond this,
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particularly because it is capable of forwarding based on a wide range of headers
and supporting multiple transport technologies. Given that the packetponder
enables convergence across different network layers and domains, P4 could be
leveraged not only for packet-based use cases but also for novel applications,
such as optical QoS monitoring [175]. Additionally, exploring P4’s role in access
networks could further enhance its applicability, providing greater flexibility and
programmability in disaggregated access architectures.

Another area for further development is the Mininet-optical Digital Twin con-
troller. Mininet-optical presents a significant opportunity for packet-optical con-
troller innovation and development, as it enables the creation of emulated net-
works that replicate real-world topologies. A primary goal would be to continue
the development of state-of-the-art northbound interfaces, such as T-API or NET-
CONF, which are widely used in real devices. By ensuring compatibility with
these models, Mininet-optical allows SDN controllers to be tested first on an
emulated network before being deployed on a real testbed, requiring minimal or
no modifications to the control algorithms. As an open-source project, Mininet-
optical continues to evolve and supports more interfaces, with efforts aimed at
tighter integration with popular SDN controller frameworks like ONOS. This
makes it a valuable tool for testing complex algorithms and evaluating their
impact in realistic network scenarios. As demonstrated with the incorporation
of wavelength conversion into Routing and Wavelength Assignment algorithms,
additional capabilities such as OSNR, BER, or other advanced transmission pa-
rameters, can be introduced to enhance network modelling. Mininet-optical pro-
vides a powerful research platform for developing and refining SDN controllers
and algorithms, particularly in the areas of network resilience and performance
evaluation.

The final area of exploration is the accurate assessment of the packetponder’s im-
pact on network energy consumption using a dedicated sustainability or energy
modelling tool. While this thesis has qualitatively demonstrated the potential for
power savings through hardware consolidation and reduced transceiver and link
usage, a detailed energy analysis is necessary to quantify the exact reduction in
power consumption across different network scenarios. A more data-driven ap-
proach, incorporating real-world operator network statistics, as well as operator’s
external constraints, would improve the accuracy of such an analysis. Indeed,
regulatory requirements, physical infrastructure limitations (e.g., fibre availabil-
ity), or specific service-level agreements (SLAs) with enterprise customers, can
influence network design choices that may impact the energy efficiency gains
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achievable with the packetponder. Conducting a broader, real-world assessment
with actual network data would provide a more precise estimation of its sustain-
ability benefits.

Final remarks
This thesis has demonstrated that the availability of open and programmable
switch has the potential to revolutionise network architectures, enabling them to
keep pace with the rapid growth of current and future applications. By consoli-
dating hardware functions and simplifying software management, the proposed
packetponder solution offers a clear path toward more efficient, flexible, and
sustainable networks.

This thesis was prepared using the LaTeX typesetting system, with Overleaf as the editing
platform.
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Acronyms

3R Reamplification, Reshaping, and Retiming

AI Artificial Intelligence

API Application Programming Interface

ASE Amplified Spontaneous Emission

ATM Asynchronous Transfer Mode

BBU Baseband Unit

BGP Border Gateway Protocol

CFP C form-factor pluggable

CIAN Centre for Integrated Access Networks

CLI Command Line Interface

CMIS Common Management Interface Specification

CO Central Office

DAC Direct Attach Copper

DBA Dynamic Bandwidth Allocation

DEMUX Demultiplexer

DP-QPSK Dual-Polarisation Quadrature Phase-Shift Keying

DSP Digital Signal Processor

DUT Device Under Test

DWDM Dense Wavelength Division Multiplexing

eCPRI enhanced Common Public Radio Interface
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ACRONYMS

EDFA Erbium Doped Fibre Amplifier

eRWA enhanced RWA

F-F First Fit

FEC Forward Error Correction

FTTH Fiber-to-the-Home

GFP Generic Framing Procedure

gNMI Network Management Interface

IA Implementation Agreement

IETF Internet Engineering Task Force

IMIX Internet MIX

IoT Internet of Things

IPoDWDM IP-over-DWDM

JSON JavaScript Object Notation

L2 Layer 2

L3 Layer 3

LP Lightpath

MANTRA Mandatory Transceiver Requirements Agreement

MCMS MicroClimate Management System

MPLS Multiprotocol Label Switching

MSA Muti-Source Agreement

MSAN Multi-Service Access Node

MUX Multiplexer

NBI Northbound Interface

NOS Network Operating System

NRZ Non-Return-to-Zero

OAM Operations, Administration and Maintenance

OB-BAA Open Broadband - Broadband Access Abstraction

138



ACRONYMS

OCP Open Compute Project

ODL OpenDaylight

ODM Original Design Manufacturer

ODTN Open and Disaggregated Transport Network

ODU Optical Channel Data Unit

OEO Optical-Electrical-Optical

OLS Optical Line System

OLT Optical Line Terminals

ONF Open Networking Foundation

ONL Open Network Linux

ONLP ONL Platform

ONOS Open Network Operating System

ONU Optical Network Unit

OOPT Open Optical & Packet Transport

OS Operating System

OSFP Octal Small Form-factor Pluggable

OSNR Optical Signal-to-Noise Ratio

OTN Optical Transport Network

P2MP Point-to-Multipoint

P4 Programming Protocol-independent Packet Processors

PBB-TE Provider Backbone Bridging Traffic Engineering

PDU Protocol Data Unit

PHAL Physical Hardware Access Layer

pOLTA pluggable OLT abstraction

PON Passive Optical Network

POP Point of Presence

Protobuf Protocol Buffers
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ACRONYMS

QoS Quality of Service

QoT-E Quality-of-Transmission Estimation

QSFP-DD Quad Small Form-factor Pluggable Double Density

ROADM Reconfigurable Optical Add/Drop Multiplexer

RRH Remote Radio Head

RU Rack Unit

RWA Routing and Wavelength Assignment

RX Receiver

S-P Shortest Path

SAI Switch Abstraction Interface

SBI Southbound Interface

SDE Software Development Environment

SDH Synchronous Digital Hierarchy

SDN Software-Defined Networking

SERDES Serializer/Deserializer

SFF Small Form Factor

SLA Service-level Agreements

SONET Synchronous Optical Networking

TAI Transponder Abstraction Interface

TAPI Transport API

TDM Time-Division Multiplexing

TELCO Telecommunications network operators

TIP Telecom Infra Project

TTG Test Traffic Generator

TX Transmitter

VOLTHA Virtual OLT Hardware Abstraction

WDM Wavelength Division Multiplexing
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ACRONYMS

WSS Wavelength-Selective Switch

XC cross-connect

XML Extensible Markup Language

YANG Yet Another Next Generation

141



Appendix

Appendix

Transceivers type with corresponding data rate, standards and SERDES
speed

Transceiver Type Typical Data Rate Standard Typical SERDES (Lanes × Speed)

SFP Up to 1 Gbit/s SFF 1 × 1.25 Gbit/s
SFP+ 10 Gbit/s SFF 1 × 10.3125 Gbit/s
SFP28 25 Gbit/s SFF 1 × 25.78125 Gbit/s
QSFP 4 × 1G or 4 × 10G SFF 4 × 10.3125 Gbit/s
QSFP+ 40 Gbit/s SFF 4 × 10.3125 Gbit/s
QSFP28 100 Gbit/s SFF / CMIS 4 × 25.78125 Gbit/s
QSFP-DD 400 Gbit/s CMIS / SFF 8 × 50 Gbit/s (PAM4, 25 Gbaud)
OSFP 400G CMIS 8 × 50 Gbit/s (PAM4, 25 Gbaud)
OSFP 800G CMIS 8 × 100 Gbit/s (PAM4, 56 GBaud)
CFP 100 Gbit/s CFP MSA 10 × 10 Gbit/s or 4 × 25 Gbit/s
CFP2 100–200 Gbit/s CFP MSA 8 × 25 Gbit/s or 4 × 50 Gbit/s (PAM4)
CFP4 100 Gbit/s CFP MSA 4 × 25 Gbit/s
QSFP112 400 Gbit/s CMIS 4 × 100 Gbit/s (PAM4, 56 Gbaud)
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