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Abstract 

Tl1e provision of fault tolerance a11d fault survival in a large scale dy-
11amic system is complex and heretofore has been tl1e respo11sibility of tl1e 
application developer. The exponential increase in complexity associated 
witl1 present day applications 1neans that this traditio11al approach is 11ot 
scalable. In addition, modern dy11amic computi11g platforms, sucl1 as tl1e 
Grid, make it impossible for application programmers to 1nalze a11y static 
assu1nptions on resource availability. 

The WebCom approach is desig11ed to alleviate tl1e applicatio11 progra1n-
1ner fro1n tl1is, a11d other implementation level constraints, by providi11g an 
abstract macl1ine behind which these impleme11tatio11 details are l1idde11. 
This tl1esis presents the design and implementation of sucl1 a machine a11d 
shows l1ow fault tolerance can be l1andled automatically by tl1e WebC01n 
1netaco1nputer, independently of the applicatio11. 
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Chapter 1 

Introduction 

Fro1n the first i1nplementation of the Von Neu1na1111 co1nputer arcl1itecture to 
1noder11 day global enterprise syste1ns, computi11g tecl1nology l1as developed 
i11 leaps and bounds. Co1nputer processors and peripl1erals l1ave become 
i11creasi11gly powerful over ti1ne as computers have become esse11tial to al-
1nost every aspect of day to day life. Tl1e PC became an essential business 
item in tl1e 1980s as the use of business manageme11t tools, sucl1 as accou11ts 
applications and spreadsheets, grew. Simultaneously, the de1nand for more 
powerful co1nputers was pusl1ed by the computer games i11dustry as gan1e 

. developme11t progressed towards a11 ideal of interactive movies. Towards tl1e 
early 1990s many businesses had begu11 to use Local Area Networks(LANS) 
a11d Wide Area Networks(WANS) to share data i11ternally, sucl1 as betwee11 
depart1ne11ts and already tl1e benefits of distributed resources l1ad become 

apparent. 
By this ti1ne, tl1e global I11ternet had grow11 from a means to share infor-

1nation between a relatively s1nall number of mai11ly educational i11stitl1tes. 
Tl1e Hyper Text Transfer Protocol(HTTP) and the World Wide Web grew 
i11 popularity a11d many businesses thrived 011 providing access to tl1e i11ter-
11et to ho1ne users and allowing the1n to place tl1eir ow11 web sites onli11e. 
Retailers began to provide online sl1opping for co11sun1ers. In tl1e 1nid 1990s 
tl1e I11ter11et gai11ed l1uge global growtl1 mo1ne11tun1 and bega11 to beco1ne as 
pervasive as co1nputers tl1e1nselves. 

As time went on, an increasing number of macl1ines a11d l1sers beca1ne 
co1111ected to tl1e I11ternet and institutio11s used internet tecl1nologies sucl1 as 
HTTP 011 tl1eir own inter11al intranets. Witl1 so 111any computi11g resources 
110w linl<:ed to each otl1er a11d communicati11g witl1 standardised protocols, 
it 11aturally followed that tl1e utility of these resources could be i11creased if 
tl1ey were to work togetl1er. While many researcl1ers had been i11vestigati11g 
tl1e field of networl<: computing over tl1e previous decades, i11dt1stry de111a11cl 
over tl1e last decade has led to a proliferation of abstractions , co111plexity 

a11d variatio11 i11 distributed syste1ns. 

3 
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1.1 A Closer Look at Network Computing 

111 tl1is sectio11, the evolution of various concurre11t computi11g paradig1ns 
is presented. The discussion begins with si1nple parallel machines and fol­
lows the evolution of parallel computing towards tl1e moder11 field of grid 

co111puting. 

Parallel Computing 

Parallel computing has been around for ma11y decades and is based 011 tl1e 
simple premise that multiple processors should co1nplete a job quicker tl1an 
a si11gle processor. This led to the idea of parallel co1nputers, si11gle 1na­
cl1i11es with 1nultiple processors. These are popularly categorised i11to Sin­
gle Instruction, Multiple Data(SIMD) [7] and Multiple Instructions, Multiple 
Data(MIMD) [18] machi11es. A SIMD architecture co11sists of a si11gle CPU 
a11d 1na11y "sub-processors" wl1ich all execute the sa1ne task 011 cliffere11t sets 
of data. The CPU divides the data into portions that are send out to the 
sub-processors for parallel executio11 a11d the11 processes tl1e retur11ed results. 
A MIMD co1nputer consists of a number of independent a11d equal CPUs; 
it is 1nore flexible and suits parallel tasks where different types of co1nputa­
tio11s 1nay be performed simulta11eously. Many MIMD 1nacl1i11es are Shared 
Memory Processors(SMP) [31] where a single 1nemory address set is sl1ared 
a1nongst the CPUs for speed a11d ease of co1nmu11ication betwee11 tasl(s. Ap­
plications for these parallel machi11es are ge11erally tailored specifically for 
tl1e 1nachi11e itself a11d an iterative progra1nmi11g cycle is ofte11 employed to 
"tweak" tl1e application for best performance. Tl1is approacl1 st1its a task 
whicl1, after its development, will be run 1na11y times. There l1ave bee111na11y 
developme11ts i11 tl1e design of parallel 111acl1i11es, for example, tl1e 11u111ber 
of pl1ysical li11ks between processors i11 a macl1ine is li1nited by practical re­
strictions on l1ow 1nany pl1ysical li11ks can exist i11 tl1e l1ardware. Witl1 tl1is 
i11 1ni11d, various i11terco1111ection topologies between processors l1ave bee11 
i11vestigated and 1nost have bee11 fou11d to be opti1nal for partict1lar types of 

applicatio11s[l4]. 

Distributed Computing 

111 parallel co1nputing i11 ge11eral, there is a tradeoff betwee11 tl1e 11u111ber 
of processors cooperati11g on a task and the co1n1nu11ications overl1eacl tl1at 
i11troduci11g 1nore processors bri11gs. Tl1e parallel machi11es discussed so far 
benefit from l1aving very fast linl(s between processors as tl1ey ust1ally sl1are 
tl1e sa1ne board or bus, a11d thus tl1e co1nmu11ications overl1ead is 111i11i111isecl. 
A development of the parallel computer idea, k11ow11 as Distributed Co'mput­
ing[64, 12, 8] l1as beco111e popular wl1ere separate 1nacl1ines worl( togetl1er, 
usually over slower and less reliable links such as etl1er11et. A com111011 ex­
a1nple of tl1is is Networks of Workstations(NOWs) wl1ere machi11es on tl1e 
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same 11etwork act together in a parallel fashion. Program1ning APis sucl1 
as PVM and MPI facilitate the message passi11g require1ne11ts in distributed 
co1nputing applications, or network protocols are ofte11 hardcocled i11to tl1e 
application itself. To construct an applicatio11 for a NOW, tl1e program1ner 
1nust, therefore, e11cocle a lot of overl1ead logic to 1na11age tl1e 11etwork. Tl1is 
logic must perform sucl1 tasks as monitoring available macl1i11es, bala11ci11g 
tl1e load 011 tl1e 1nachines to opti1nise executio11 ti1ne, clealing witl1 break:dow11 
of machines or links between machines[40, 22]. In addition, tl1e progra1nmer 
1nust specify l1ow tl1e parallel task is to be divided amongst processors a11d 
manage the reincorporatio11 of subtask results. NOWs provide parallelis1n 
at a reaso11ably cheap hardware cost wl1e11 compared to purchasing paral­
lel macl1i11es with large nu1nbers of processors. I11 fact, 1nany organisatio11s 
will usually have existing NOWs tl1at can be utilised for parallel tasks. A 
common goal of distributed computing systems, therefore, is to allov.r tl1e 
l1arnessing of preexisting u11derutilised hardware or cycle stealing[57, 37]. 

Metacomputing 

I11 an attempt to make distributed computing easier to use, tl1e field of 
Meta computing has been developed. Com1no11ly, tl1e goal of a n1etaco1n­
pu ti11g syste1n is to allow the applicatio11 developer to view a collection of 
1nacl1i11es, sucl1 as a NOW or a set of 1nachi11es con11ected over a WAN or the 
i11ter11et, as a si11gle co1nputi11g platfor1n[6l, 5, 50, 21]. A 1netaco1nputi11g 
syste1n attempts to auto1nate 11etwork manageme11t a11d l1ide as 111ucl1 of it as 
possible fro1n tl1e progra1n1ner. There l1ave bee11 a 11umber of cliffere11t 111eta­
co1nputing platforms such as Charlotte[6, 30], Bayi11il1an[58 39], Javeli11[15] 
a11d WebC01n[49, 50, 47, 62]. Most 1netaco1nputers are writte11 i11 Java to 
take advantage of platfor1n independence, allowi11g tl1e 1netaco1npl1ter to 
tra11spare11tly e1nploy any l1ardware type tl1at supports a Java Virtual 1\!Ia­
cl1i11e( JVM) . Usually, a 1netaco1nputer requires tl1at tl1e progra111111er only 
specify wl1icl1 parts of a task 1nay be executed i11 parallel a11d l1ovv to divide 
tl1e operand data a11d process tl1e returned results. At tl1is poi11t, metaco1n­
puter developme11t reflects that of origi11al parallel processing. S0111e 111eta­
co1nputers are SIMD type metaco1nputers where there is a si11gle n1aster and 
1nultiple slaves that execute tl1e sa1ne task on differe11t data, e.g. Cl1arlotte. 
Otl1ers, such as Bayi11il1an, are MIMD type 1netacon1puters wl1ere differe11t 
slaves 1nay perfor1n differe11t task:s. Tl1e co111puting syste111 prese11ted here, 
WebC01n, is also a metacomputer. The original prototype for WebC0111 
used Java Applets[41] to act as volunteer worl<:ers for a si11gle 111aster. Tl1is 
provided a MIMD 2-tier 1netaco1nputing platform, si1nilar to Cl1arlotte. It 
will be show11 tl1at tl1e WebCom impleme11tation discussecl l1ere l1as bee11 
developed far beyond that 1nodel[45, 46, 27]. 
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Peer to Peer Computing 

Peer to peer(P2P) computing[23, 9, 19] is anotl1er recent phenome11011, 1110-
tivated by the increased network co11nectivity of otl1erwise u11related 111a­
cl1ines. I11 a P2P environme11t, many 1nachines 1nay work togetl1er, ust1ally 
Volunteer Based, but all 1nachi11es are considered equal in every way - true 
peers. This contrasts with the traditional 1neta- and distributed co1nputing 
paradig1n wl1ere some machi11es are considered "workers" for otl1er 1nacl1ines. 

P2P systems tend to be organic and unpredictable, suiti11g environ1ne11ts 
wl1ere machines may choose to join or leave the computatio11 at a11y stage or 
wl1ere 1nachines wish to i11teract without a "middle 1na11". Tl1is a11ony1nous 
interaction has led to P2P filesl1aring becoming so popular tl1at it tl1reate11s 
traditional media distribution industries. 

Grid Computing 

Grid co1nputing is a natural successor to distributed computi11g. Grid 
computing[l, 2, 60] atte1npts to make distributed co1nputi11g available 011 
a global scale where 1nany clusters or networks are co11nected by l1igh speed 
links. In this way tl1e grid may be seen to be comparable to the I11ternet 
or simple distributed computing. However, the grid atte1npts to address 
practical orga11isational issues and the commercial feasibility of sucl1 a large 
scale distributed co1nputi11g environment. It provides a 1nea11s to orga11ise 
resources into Virtual Organisations (VOs) with well defi11ed bou11daries a11d 
access mecha11isms. VOs are connected to tl1e grid via gateway 111acl1i11es 
that 1nay offer services from tl1eir u11derlying network. Curre11tly tl1e 111ost 
co1nmo11 service offered 011 the grid is the use of local l1igh perfor111a11ce 
computi11g clusters. It is e11visaged that the grid will eve11tually e11able trt1e 
i11tegratio11 between busi11esses, allowing the1n to avail of eacl1 otl1ers' ser­
vices i11 a sta11dardised, reliable fasl1ion. Organisatio11s on tl1e grid offer 
actt1al busi11ess services to each otl1er, sucl1 as l1uma11 expertise. A Grid 
applicatio11 ca11 tl1e11 l1arness tl1ese services to construct applicatio11s i11cor­
porating goods a11d services from various expert do1nains and geographical 

locatio11s. 

1.2 Fault Tolerance Techniques for Distributed Sys­
tems 

Tl1e growtl1 i11 co1nplexity of tl1e distributed syste1ns described above l1as 
led to 1nany cl1allenges, 11ot least of wl1ich is fault tolera11ce. As tl1e 11u111-
ber of components in a system increases, so too does tl1e cl1ance of 011e or 
1nore con1po11ents failing. As a result, 111a11y tecl111iques have bee11 devel­
oped to overco1ne these fat1lts a11d increase tl1e reliability of distribl1ted sys­
te1ns. Additionally, 1na11y distributed syste111s are facilitati11g 1011g ru1111ing 
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applications which migl1t traditionally have been executed 011 Sllpercornput­
ers, e.g., nu1nerical applicatio11s working with huge data sets sucl1 as ocea11 
flow analyses [35]. The duration of the application is another factor i11 tl1e 
probability of a fault occurring. Tl1e following survey focusses 011 software 
tecl111iques in distributed systems. Hardware specific tecl1niques are 11ot con­
sidered a11d tl1e fail-stop model (in which a failed processor stops a11d loses 
a11y unsaved state information) is assumed. 

Transactional Programming Transactional program'ming [13] was orig­
i11ally developed for database applications. A transaction system operates 
tl1rough a number of discreet, atomic, a11d reversible transactio11s. Tra11sac­
tions between components are logged during execution and, in tl1e eve11t of a 
failure, they ca11 be undone - effectively rewindi11g tl1e overall executio11 to a 
poi11t before the failure occurred. Execution ca11 then be resu1ned after tl1e 
faulty co1nponent has been replaced or removed from tl1e syste1n. Tra11sac­
tional program1ning is still mainly used for data orie11ted applicatio11s si11ce 
operations in these applications tend to be easily reversible. 

Rollback Recovery with Uncoordinated Checkpointing Anotl1er 
prevalent fault tolerance technique is rollback recovery [25, 66]. Processes in­
volved i11 tl1e distributed system periodically save their co1nputational state 
to some form of stable storage. This state is referred to as a checkpoint. 

Sl1ould a fault occur, a failed process is restarted from a previous cl1eck:­
poi11t, i.e., tl1e computation is rolled back. Using this tech11ique, all work 
prior to tl1e cl1eckpoi11t is recovered. This is of great benefit to 1011g ru1111i11g 
applications wl1ere tl1e use of a cl1eckpoi11t may eli1ni11ate large a111ou11ts of 

reco1nputatio11. 
Metacomputing syste1ns tend to be based on a syste111 of 1nessage pass­

i11g ( 11ot 11ecessarily transactio11al) between ofte11 l1eteroge11ous processors. 
Tl1ese messages therefore cause depe11dencies betwee11 processes i11 tl1e sys­
te1n. Tl1ese depe11de11cies can complicate tl1e rollback: recovery procedure 
by causi11g what is know11 as rollback propagation. For exa111ple, if 011e pro­
cess( P) fails, it rolls back to a previous, fault free, state( S). Tl1is requires 
a11y otl1er processes tl1at received 1nessages fro111 P after the poi'nt S was 

saved at to rollback to tl1eir cl1eckpoints from before tl1e 1nessages vvere re­
ceived. Tl1e rollbaclz of these other processes ca11 cause n1ore rollbaclz a11d 
tl1is don1i110 effect 111ay repeat until tl1e distributed con1putatio11 is rolled 

back to its begi11ni11g. 

Coordinated Checkpointing Tl1e do1nino effect ca11 be avoided tl1rougl1 
tl1e use of coordinated checkpointing [4], in wl1ich processes coordi11ate witl1 
eacl1 otl1er to periodically store a systen1 wide cl1eckpoi11t. Tl1is cl1eck:poi11t 
tl1e11 becomes tl1e earliest state to wl1icl1 tl1e executio11 1nay be reql1ired to 
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roll back. Coordination ensures tl1at the domino effect is elimi11ated a11d si1n­
plifies tl1e recovery procedure. It also prevents any redu11da11t cl1eckpoi11ts 
fro1n being saved, i.e., checkpoints that are 11ot required for the global state. 
A disadvantage is that individual processes l1ave less autono1ny, tl1ey lose 
tl1e ability to save a checkpoint when it suits tl1em and every process 1nt1st 
participate in each checkpoint, tl1ereby reduci11g scalability. A coordi11ated 
cl1eckpoi11t may be blocking or, more co1nmo11ly, use a no11-blocki11g ap­
proacl1 wl1ich greatly reduces the cost of a checkpoint. The scalability issue 
of coordinated checkpointi11g is so1newhat addressed by i11troduci11g Mini­
mal Checkpointing [34] in which 011ly those processes that have received a 
11on-deter1ni11istic event participate. 

Communication Induced Checkpointing A variatio11 of tl1e coordi­
nated cl1eckpoi11ting technique is communication induced [56] cl1eck:pointi11g. 
111 tl1is tecl1nique, processes tell each other wl1en to checkpoi11t. Syste1ns 
using tl1is i11duced cl1eckpointing are required to ensure tl1at tl1ere is always 
a co11sistent state for tl1e wl1ole co1nputatio11 stored at all ti1nes duri11g tl1e 
executio11. Processes retain a degree of autono1ny by l1aving two types of 
cl1eckpoi11t, forced and local. A process periodically 1nakes local checkpoints 
itself wl1en it is 11ot costly to do so ( e.g. if te1nporarily idle). It 1nay also be 
forced to make a cl1eckpoint due to a communication from a11other processor. 
Tl1ese forced checkpoi11ts represe11t the earliest co11siste11t global state but 
during recovery any 1nore rece11t local cl1eckpoi11ts are i11corporated i11stead, 
to provide a more advanced state. 

Log Based Rollback The benefits of rolli11g back fro111 a cl1eck:poi11t can 
be i11creased through tl1e use of log based[l6] rollback recovery, wl1icl1 i11cor­
porates tl1e 11otio11 of transactional program1ning i11to tl1e fault recovery. To 
use log based recovery, each nondeterministic eve11t is logged. Tl1e recovery 
procedure relies on the piecewise deterministic(PWD) assu1nption[65], i.e., 
it must assu1ne that all 11011deter1ni11istic events can be identified a11d loggecl. 
Tl1e replayi11g of tl1ese logs can tl1en be used to rebuild a computatio11 from 
its begi1111ing, if necessary. Tl1is techni'que allows the syste111 to redt1ce tl1e 
freque11cy of cl1eckpoi11ts witl1 a small increase fault recovery ti111e. Tl1is 
tradeoff will ofte11 be preferable si11ce a complete cl1eckpoi11t 011 a si11gle pro­
cessor 1nay be very costly in terms of time a11d storage space used. Tl1is is 
especially true wl1e11 1na11y 11011-deter1ninistic eve11ts occt1r duri11g exect1tio11 
and log based rollback: helps to alleviate tl1e output commit proble1n[65] (tl1e 
proble1n of ensuring tl1at tl1e state from whicl1 an ot1tpt1t from tl1e syste111 
is se11t ca11 always be recovered, since entities outside tl1e syste111 ca1111ot be 

rolled back:). 
Log based rollback: protocols ca11 be classified as opti1nistic pessin1istic or 

causal. A pessi1nistic log based protocol logs every 11011deter111i11istic eve11t 
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guaranteeing that all processes can be reproduced. The logging operatio11 
rnust be co1nplete before the eve11t is processed, reducing ru11ti1ne perfor-
1nance. This makes recovery i11 the event of a fault very simple but can be 
expe11sive during failure free execution. 

Optimistic log based protocols accept the risk of losing work:, allowi11g 
nondeter1ninistic events to be processed wl1ilst they are being logged. Wl1ile 
tl1is increases tl1e ru11time performance of tl1e syste1n, it also introduces tl1e 
cl1a11ce of rollback propagation if a process fails before loggi11g a11 eve11t it 
has already acted on. This cl1ance of rollback propagation increases storage 
costs and the complexity of garbage collection as 1nultiple check:points 1nl1st 
be 1naintained on eacl1 processor. 

More recently, various causal based loggi11g tech11iques l1ave bee11 
proposed[51, 68], mainly i11 co11junction witl1 distributed shared 
memory(DSM) [63, 43] 1nacl1ines, which combine tl1e adva11tages of botl1 
pessi1nistic a11d opti1nistic log based rollback. Wl1en a processor se11ds a 
1nessage, it includes witl1 the 1nessage the deterministic eve11ts tl1at led to 
tl1at 1nessage, usi11g tl1e happened before [36] relatio11, a11d the receiver logs 
tl1ese eve11ts witl1 the message. In tl1is way, eacl1 processor k11ows tl1e eve11ts 
that 11eed to be replayed by other processors to rebuild a11y part of the 
co1nputatio11 it is involved in. Tl1e runtime overl1ead of tl1is loggi11g 111ay 
be large, but it can often be reduced by linki11g lists of deter111i11a11ts witl1 
already logged lists to avoid logging tl1e sa1ne sequence multiple ti111es. 

1.3 A Model for Modern Computing 

Tl1e WebC01n frameworl< was desig11ed to pri1narily operate usi11g tl1e Co11-
de11sed Graphs ( cg) 1nodel of computatio11. However, tl1e pl1ysical i111ple­
mentation of tl1e computational 1nodel for1ns a modl1lar co111po11e11t capable 
of being readily excl1a11ged for a11y other co1nputatio11al 1nodel. Tl1e cg 
1nodel is preferred because it offers novel solutions to proble1ns sucl1 as dy-
11a1nic load balanci11g and fault tolerance. Tl1e latter two are dealt witl1 i11 

Cl1apters 2 a11d 4 respectively. 
To familiarise tl1e reader with tl1e concepts of tl1e cg 111odel, tl1e following 

description has bee11 tal<:en verbatim fro1n [ 4 7]: 
a While being conceptually as simple as classical datafiow schemes /24 3 }, 

the Condensed Graphs (Cg) model is far more general and powerful. It can 

be described concisely, although not completely, by co'mparison. Classical 
datafiow is based on data dependency graphs in which nodes represent op­
erators and edges are data paths which convey simple data values between 
theni. Data arrive at operand ports of nodes along input edges a·nd so 

trigger the execution of the associated operator (in datafiow parlance they 
cause the node to fire). During execution, these data are consu'med and a 
resultant datum is produced on the node 's outgoing edges. This result acts 
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as i'nput to successor nodes. In cyclic datafiow graphs, nodes may fire more 
than once and so operands belonging to different executions are distinguished 
from each other using labels. When data with the same label are present on 
every operand port, a complete operand set is formed. Operand sets are 
used as the basis of the firing rules in data-driven systems. These rules 'may 

be strict or no11-strict. A strict firing rule requires a complete operand set to 
exist before a node can fire; a non-strict firing rule triggers executio'n as soon 
as a specific proper subset of the operand set is formed. The latter rule gives 
rise to more parallelism but also can result in overhead due to remaining 

packet garbage (RPG). 
Like classical datafiow, the cg model is graph-based and uses the flow of 

entities on arcs to trigger execution. In contrast, cg s are directed acyclic 
graphs in which every node contains not only operand ports, but also an op­
erator and a destination port. A res incident on these respective ports carry 
other cg s representing operands, operators and destinations. Condensed 
Graphs are so called because their nodes may be condensations, or abstrac­
tions, of other cgs. (Condensation is a concept used by graph theoreticians 
for exposing meta-level information from a graph by partitioning its vertex 
set, defining each subset of the partition to be a node in the condensation, 
and by connectir,;g those nodes according to a well-defined rule /20}.) Con­
densed Graphs can thus be represented by a single node ( called a co11de11sed 
11ode) in a graph at a higher level of abstraction. The number of possible 

abstraction levels derivable from a specific graph depends on the number of 
nodes in that graph and the partitions chosen for each condensation. Each 
graph in this sequence of condensations represents the same information but 

in a different level of abstraction. It is possible to navigate between these 
abstraction levels, moving from the specific to the abstract through conden­
sation, and from the abstract to the specific through a complementary process 

called evaporatio11. 
The basis of the cg firing rule is the presence of a cg in every port 

of a node. That is, a cg representing an operand is associated with every 
operand port, an operator cg with the operator port and a destination cg 
with the destination port. This way, the three essential ingredients of an 
instruction are brought together (these ingredients are also present in the 
datafiow model; only there, the operator and destination are statically part 

of the graph). 
A co'ndensed node, a node representing a datum, and a multi-'node cg 

can all be operands. A node represents a datum with the value o'n the op­
erator port of the node. Data are then considered as zero-arity operators. 
Datum nodes represent graphs which cannot be evaluated further and so are 
said to be in nor1nal for1n. Condensed node operands represent U'nevaluated 
expressions. They cannot be fired since they lack a destination. Si'milarly 
multi-node cg operands represent partially evaluated expressioris. The pro­
cessing of condensed node and multi-node operands is discussed below. 
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Any CQ may represent an operator. It may be a condensed node, a node 
whose operator port is associated with a machine primitive ( or a sequence 
of machine primitives) or it may be a multi-node CQ. 

0 ~. 
0 -~- ex 0 

~ .--------
0 

• g 
-----7 ....,,..: ______ ~ ~-

Figure 1.1: C Q s congregating at a node to farm an instruction 

The present representation of a destination in the CQ model is as a node 
whose own destination port is associated with one or 'more port identifica­
tions. The expressiveness of the CQ model can be increased by allowing any 
CQ to be a destination but this is not considered further here. Fig. 1.1 illus­
trates the congregation of instruction elements at a node and the resultant 
rewriting that takes place. 

When a CQ is associated with every port of a node it can be fired. Even 

though the CQ firing rule takes account of the presence of operands, operators 
and destinations, it is conceptually as simple as the datafiow rule . R equiring 
that the node contain a CQ in every port before firing prevents the produc­
tion of RPG. As outlined below, this does not preclude the use of non-strict 

operators or limit parallelism. 
A grafting process is employed to ensure that operands are in the ap­

propriate form for the operator: non-strict operators will readily accept con­
densed or multi-node CQ s as input to their non-strict operands. Strict op­
erators require all operands to be data. Operator strictness can be used to 
determine the strictness of operand ports: a strict port must contain a datum 
CQ before execution can proceed, a non-strict port may contain any CQ. If, 
by computation, a condensed or multi-node CQ attempts to flow to a strict 
operand port, the grafti11g process intervenes to construct a destination CQ 

representing that strict port and sends it to the operand. 
The grafting process thus facilitates the evaluation of the opera'nd by sup­

plying it with a destination and, in a well constructed graph, the subsequent 
evaluation of that operand will result in the production of a CQ in the ap­
propriate form for the operator. The grafting process, in conjunction with 
port strictness, ensures that operands are only evaluated when needed. An 
inverse process called stem1ning re'moves destinations from a node to prevent 

it from firing. 
Strict operands are consumed in an instruction execution but non-strict 

operands may be either consu'med or propagated. The CQ operators can be 
divided into two categories: those that are (value -transfornii'ng" and those 
that only 'move CQ s from one node to another in a well-de.fined manner. 
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Value-transforming operators are intimately connected with the underlying 

'machine and can range from simple arithmetic operations to the invocation 
of sequential subroutines and may even include specialised operations like 

matrix multiplication. In contrast, cg moving instructions are few in num­

ber and are architecture independent. Two interesting examples are the con­

de'nsed node operator and the filter node. Filter nodes have three operand 

ports: a Boolean, a then and an else. Of these, only the Boolean is strict. 

Depending on the computed value of the Boolean, the node fires to send ei­
ther the then cg or the else cg to its destination. In the process, the 

other operand is consumed and disappears from the computation. This ac­
tion can greatly reduce the amount of work that needs to be performed in 

a computation if the consumed operands represent an unevaluated or par­

tially evaluated expression. All condensed node operators are non-strict in 

all operands and fire to propagate all their operands to appropriate destina­

tions in their associated graph. This action may result in condensed node 

operands (representing unevaluated expressions) being copied to many differ­

ent parts of the computation. If one of these copies is evaluated by grafting, 

the graph corresponding to the condensed operand will be invoked to produce 
a result. This result is held local to the graph and returned in response to 

the grafting of the other copies. This mechanism is reminiscent of parallel 

graph reduction [ 54} but is not restricted to a purely lazy framework. 
cg s which evaluate their operands and operator in parallel can easily be 

constructed by introducing s pec (speculation) nodes to act as destinations 
for each operand. The spec node has a single operand port which is strict. 
The multi-node cg operand containing the spec node is treated by non-strict 

operand ports in the same way as every other cg, however, if it is associated 

with a strict port, the spec node's operand is simply transferred to that port. 

If that operand had already been fully evaluated, it could be used directly in 

the strict port, otherwise, it is grafted onto the strict port as described above. 

This is illustrated in Fig. 1. 2. 

(a) (b) 

Figure 1.2: Increasing parallelism by speculatively eval1Lati·ng opera'nds 

Stored structures can be naturally represented i·n the cg model. cg s 
are associated with the operand ports of a node which initially contain no 
operator or destination. These operand structures can then be fetched by 
sending appropriate fetch operators and destinations to these ·nodes. These 
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fetch operators also form part of the cg moving operators and so are machine 
independent. 

The power of the operators in the cg model can be greatly enhanced 
by, associating with each, specific deconstruction se1na11tics. These spec~fy 
if cgs can be removed from the ports of a node after firing. In general, 
every node will be deconstructed to remove its destination after firing. This 
renders a node incomplete and prevents it from being erroneously re.fired. 
The deconstruction semantics of the fetch operator cause the operator and 
the destination to be removed after firing. This leaves the stored structure 
in its original state, ready for a subsequent fetch. Fig. 1. 3 illustrates the 
process of fetching a stored structure. 

0 ~. 0 ~. ex 0 ~. 
-----.;;r 

,,.------->· 
-----.;r 

... -------> 
fetch -----.:r 

... - ------ >· 

Figure 1.3: Sequence of events showing the fetching of a stored structure 

and subsequent node deconstruction 

The cg moving instructions are extended to include assignment which, 
with appropriate deconstruction semantics, implement mutable structures. 
Side-effect computations are thus encapsulated in graphs representing muta­
ble, stored structures. Condensed nodes representing these structures may 
flow on graphs linearised to ensure that the side-effects are carried out in 
the correct order. Those parts of the computation not affected by the side­
eff·ects can proceed as normal, in parallel. This can be likened to the ·monadic 
approach for introducing side-effects into pure, non-strict languages: where 
the ·monad structure/44) is used to encapsulate the side-effects and ensure 

correct sequencing/28}. 
By statically constructing a cg to contain operators a·nd desti·nations 

the flow of operand cg s sequences the computation in a dataflow ·manner. 
Similarly, constructing a cg to statically contain operands and operators, 
the flow of destination cg s will drive the computation in a demand-driven 
·manner. Finally, by constructing cg s to statically contain operands a·nd 
destinations, the flow of operators will result in a control-driven eval1tation. 
This latter evaluation order, in conjunction with side-eff'ects, is used to ini­
plement imperative semantics. The power of the cg model results from being 
able to exploit all of these evaluation strategies in the same co·mputation) a·nd 
dynamically move between them, using a single, uniform, formalism. ,. 
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1.4 Motivation and Contribution 

Conclensed Graphs provide a11 exciting model for distributed co1nputi11g. 
To i11vestigate this model, the WebCom 1netacomputer presented l1ere was 
developed. WebCom utilises features of Conde11sed Grapl1s to provicle a 
11ovel distributed computing environment with a 11umber of disti11guishi11g 
features. Tl1ese i11clude the abstraction of applicatio11 developme11t fro1n tl1e 
underlying hardware, thus allowing solutio11s to be expressed independe11tly 
of i1npleme11tatio11. The applicatio11 developer is 11ot required to specify 
wl1ere tasks execute or how many machines are employed, si11ce WebCom 
provides automatic exploitatio11 of inherent parallelism in the applicatio11 

graph. 
WebCom is distinguisl1ed by its dynamic topology ma11age1nent i11 wl1icl1 

1nacl1i11es ca11 be redirected to connect to otl1ers 011 tl1e network, allowi11g 
co1nplex interconnection topologies to evolve. Apart from being a useful tool 
to facilitate ricl1er load balancing strategies, tl1is 1necl1a11is1n leads to a11 11-
tier topology which is particularly vulnerable to faults, as large portio11s 
of tl1e executio11 platfor1n can beco1ne isolated by tl1e failure of a si11gle 
machi11e. Proble1ns of tl1is kind are very typical and see11 as 1najor issues to 
be resolved before tl1e proper advent of autono1nic co1nputi11g[67] . Witl1out 
proper mecha11isms, it is estimated that the cost of fault recovery i11 a ge11eral 
11-tier syste1n can a1nount to doubling tl1e co1nputi11g effort for every fault. 
A 11ovel a11d autonomic fault tolerance routine, wl1icl1 addresses tl1is proble1n 
for WebC01n, is prese11ted here as part of the WebC01n 1netaco1nputer. Tl1e 
basic idea bel1i11d tl1is work has also been previously publisl1ed b)r tl1e autl1or 

in[48, 49, 47, 50, 45]. 
Apart fro1n tl1e desig11 a11d imple1nentation of 11ovel, auto110111ic fal1lt 

tolera11ce 1necha11isms, the work of tl1e autl1or i11cludes a sig11ifica11t e11gi-
11eeri11g co11tributio11 to tl1e realisatio11 of tl1e WebC01n 111etaco111puter, i.e., 
i11 the specificatio11, design a11d i1nple1nentation of the WebC0111 arcl1itec­
ture. To adequately test the fault tolera11ce procedures expou11ded i11 tl1is 
tl1esis, the autl1or also e1nbarked on tl1e creation of tl1e l1itl1erto largest 
Co11de11sed Grapl1s application. Tl1is researcl1 exercised 111a11y ideas for 
tl1e first ti1ne and was important for refining large scale Conde11sed Grapl1 
executio11s . Tl1e extent of tl1e e11gi11eeri11g effort is reflected i11 tl1e fol­
lowi11g statistics: tl1e WebC01n metacomputer is co1nprised of over 11i11e 
tl1ousa11d li11es of Java code, distributed across ni11ety classes. Tl1e CQ 
Chess applicatio11 is co1nprised over 11ineteen hu11dred li11es of code i11 tl1irty 
eigl1t classes. A Java impleme11tation of tl1e Condensed Grapl1s 111odel was 
co-i111ple1nented by tl1e autl1or a11d a1nou11ts to over four tl1ousancl li11es of 

Java code i11 twe11ty seve11 classes. 
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1.5 Overview of Thesis 

Tl1is tl1esis presents tl1e design and implementation of WebCom a11cl a11 as­
sociated fault tolera11ce routine to address WebCom's unique require1ne11ts. 
Chapter 2 describes tl1e co1nponents of a single insta11ce of WebC01n, a 
Unit, a11d how multiple u11its interact. WebC01n utilises networks of u11its 
to perform distributed co1nputations. WebC01n's co1npo11ents are described 
in detail, begin11ing witl1 tl1e core Backplane compo11ent. Each of tl1e otl1er 
1nodules and their contribution to tl1e overall syste1n are the11 discussed. A11 
Engine Module perfor1ns actual task executio11 and various Sl1bclasses whicl1 
utilise differe11t underlying tecl1nologies are discussed. A Co1n111u11icatio11s 
Ma11ager allows WebC01n u11its located on differe11t 1nachi11es to collaborate 
on con1putations. A Load Balancing Module ma11ages tl1e distributed co1n­
putation and a Fault Tolerance Module reacts to unit failures. A Security 
Module provides a trust 1nanagement based security layer. 

Cl1apter 3 presents in detail the default WebC01n Engine Module, tl1e 
Co11densed Graphs engine. So1ne sample graphs are discussed a11d tl1e de­
velop1ne11t of a large scale applicatio11 to stress test WebCom is prese11ted. 
Tl1is applicatio11, cg Chess, is a Co11de11sed Graphs i1nple111e11tatio11 of tl1e 
J a1nboree algorithm for choosing tl1e next move i11 a ga1ne of cl1ess. Tl1e cg 
Cl1ess application provides enougl1 parallelis111 to test WebC0111's topology 

1na11age1nent. 
WebCom's ability to deal witl1 faults i11 its dy11a111ic topology are dis­

cussed i11 Cl1apter 4. A U11it replacement algorithm is presented a11d it is 
tl1e11 exte11ded to allow tl1e replace1ne11t of a failed unit a11d the rei11corpora­
tio11 of existi11g partial results. Variations of tl1e routi11e to deal witl1 111ore 

co1nplex fault sce11arios are tl1en discussed. 
Chapter 5 prese11ts tl1e results of a number of experin1e11ts perfor111ed. 

Tl1e cg Cl1ess applicatio11 is used to test WebC01n's ru11ti1ne perfor111a11ce. 
The results of tl1ese tests are used as a baseline to n1easure tl1e cost of fault 
tolera11ce housekeepi11g a11d tl1e perforn1ance of the fal1lt tolera11ce rol1ti11e 
itself. Tl1e ability of WebCon1's fault tolerance to li1nit tl1e impact of a fault 

is measured using tl1ese results. 
Cl1apter 6 presents co11clusions derived fro1n tl1e develop111e11t of Web­

Co111 a11d its fault tolera11ce routi11e. Tl1e in1plicatio11s of tl1e experi111e11tal 
results are discussed . Some 011goi11g develop1ne11t work is then discussed ai1d 
a 11umber of additions to WebC01n's architecture are proposed. Fi11ally tl1e 
cl1apter presents tl1e future of WebCon1 as it progresses towards a syste111 

for Grid computi11g. 
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WebCom 

WebCom is a flexible distributed computi11g platfor1n, tl1e fu11ctio11ality of 
wl1ich ca11 be dynamically exte11ded by plugging n1odules i11to a core Back­
plane compone11t. Tl1is pl1ilosopl1y makes WebC01n a11 ideal develop1ne11t 
platfor1n for experimenting with various distributed computi11g co1npo11ents. 
The i11depe11dence offered by tl1e 1nodular desig11 1nea11s tl1at tl1ose co111po-
11e11ts under develop1nent 1nay be "plugged" i11 a11d out of a WebC0111 unit 
witl1out affecting tl1e operatio11 of the rest of the syste1n . 

Ma11y of tl1e pleasi11g characteristics of WebCom follow directly fro1n 
its default co1npute engi11e. A11 impleme11tation of the Conde11sed Grapl1s 
model, it allows for stro11g locality in the executio11, for refere11tial tra11s­
parency, for l1ierarchical execution and for inl1erent storage of executio11 

state. 

2.1 Minimal Configuration 

The 1ni11i1nal WebC01n configuration consists of a single con1po11e11t k11ow11 
as tl1e Backplane. Tl1e Backpla11e provides a 1necl1a11is111 for passi11g ,vork: 
a11d results to a11d fro111 WebC01n and has an associatecl user i11terface 
tl1rougl1 whicl1 it may be instantiated. Application interface l1ook:s l)ro­
vided by tl1e Backplane allow otl1er third party applicatio11s, sucl1 as e11-
terprise applicatio11s or dae1nons, to replace the associated user i11terface. 
Tl1ese applications may the11 generate work for WebC0111 a11cl co11 u111e tl1e 
associated results. Tl1ese applications will be referred to l1ere as Gener­
ator/ Consumer( GenC011) applicatio11s. Fig. 2.1 depicts tl1e relatio11sl1ip 

betwee11 tl1e Ge11Con a11d tl1e Backplane. 
At startup, tl1e Backplane n1ay load WebCom 1nodule accordi11g to a 

configuratio11 file that specifies Java class na111es for eacl1 111odule. Ho,vever. 
at ru11ti1ne tl1e Bacl<plane 111ay dy11amically load a11d u11load 111oclules as 
required. I11 addition to this management of 1nodules, tl1e Backpla11 ·s fu11c­
tio11ality also i11cludes facilitating co111111unication betwee11 111odt1l ~. Tl1is is 

16 
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acco1nplisl1ed via a dedicated WebC01n message passing system. 

Physical Machine Physical Machine 
t -------------------- ---- --------------------------------------------

1 I 
I 

(i) ,-----'I Gen Con (ii) Backplane GenCon 

I ~--------------------J ------------------------------------------------

Figure 2.1: (i) Single machine running a GUI or application{GenCon) 
with no WebCom configuration. (ii) The GenCon instantiates a minimal 
WebCom configuration by creating a Backplane. In this instance; the Back­
plane loads no other modules. 

2.1.1 Creating a Module 

To create a WebCom Module, a Java class must i1nple1nent WebC0111)s 
Module i11terface, shown in Code 2.1. The processMessage () 1netl1od 1nust 
be imple1ne11ted to allow tl1e Module to consun1e WebCom Message objects 
and tl1e remaining 1nethods require the Module to maintai11 a refere11ce to 

the Backpla11e. 

public interface Module 
{ 

} 

public boolean processMessage(Message m); 

public void setBackplane(Backplane s); 
public Backplane getBackplane(); 

Code 2.1: The Module Interface. All WebCo·m Module objects must i·mple­

ment these methods. 

2.1.2 Interfacing with WebCom 

A GenC011 applicatio11 usi11g WebC01n ml1st include a co111po11e11t object 
wl1icl1 i111ple1ne11ts tl1e WebC01n's Resul tee Java Interface. Tl1is object 
co11tai11s a11 in1plementation for the 1netl1od recei veResul t (). 

To utilise WebC01n the Ge11Con application i11sta11tiates a Backp Lane 

object. It is tl1rough tl1is Backpla11e tl1at tl1e GenCon will int ract witl1 
WebC01n. Fig. 2.2 depicts a minimal abstract macl1i11e in which a Ge11Co11 

application i11sta11tiates a Backpla11e object. 
To execute a task on WebC01n, tl1e Ge11Co11 111ust first \vrap it i11 a 

WebC01n Instruction object. Tl1is object contains tl1e opera11cl data for 
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GenCon Backplane 
~--------

backplane 

Resultee 
,--- - - - - - - - - - - - - - - - - - -, 
I 

: recei veResult( ) : 
'---- - - - - - ------' 

I -------------------

Figure 2.2: A Generator/Consumer application (with a co'mponent 
Resul tee object) instantiates a Backplane object and maintains a reference 

to it. 

GenCon Backplane 
~--------

backplane • - - - - - - - - - - - - ~L_­

lnstruction 

Operands: a, b,c 
Operator: F 

L-- - - - - - ------' 

Resultee: 

Resultee l 
,--- - - - - - - - - - - - - - - - - - -I 

I , I 

: rece1veResult( ) : 
I -------------------

Figure 2.3: The GenCon creates an Instruction object containing 

operand data, an operation and a Resul tee reference. 
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the task, tl1e operator for the task, a11d a reference to a Resultee object 
wl1ich will eventually receive the result of the task. Fig. 2.3 depicts tl1e 
GenCon after it has instantiated an I11structio11. 

Instruction 

Operands: a, b, c 
Backplan GenCon Operator: F - - - - -

e 
Resultee: • I I 

Resultee .... .... .... 
r------------------ .... 1 r 

I .... 
I 

.... 
receiveResult( ) 

I - .... 
I , _A- executeinstruction 
I I ' 

) 
I I --- ----------------

I I - - - - -

GenCon 
Backplane 

~--------

Resultee Instruction 
r - - - - - - - - - - - - - - - - - -, 

Operands: a, b,c I 

recei veResult( ) : 

~------------------l 
Operator: 
Resultee: 

F 

• ..... ' -L-----------~ --- - - - -
.... -

Figure 2.4: (i) The GenCon passes an Instruction to the Backplane via 
its executeinstruction() method. (ii) The Backplane can now begin to 

execute the instruction. 

Tl1e Backplane co11tains a public method called executeinstruction () 

wl1ich takes an Instruction as its argument. The Ge11Co11 issues tasks 
to WebCon1 by passing I11structio11s to the Backpla11e via tl1is metl1od, as 
depicted in Fig. 2.4). 011ce executeinstruction() l1as bee11 callecl, tl1e 
Backplane l1as all tl1e informatio11 required to begin tl1e task: a11d l1as a 

desti11atio11 for tl1e result. 
011 co1npletion of tl1e task it ge11erates a WebC01n Result object. Tl1is 

co11tains a reference to tl1e initial I11structio11 and to its result value, as 

illustrated in Fig. 2.5. 
Tl1e result is passed back to tl1e GenCon via its co1npo11e11t Resul tee 

object wl1ere it is co11sumed via recei veResul t () a11d its execl1tio11 is co11-

sidered complete. 
As sl1ow11 i11 Fig. 2.6, the Resul tee refere11ce is used to pass tl1e Result 

back to tl1e Ge11Co11. The GenCon's Resultee consu1nes the result a11d tl1e 

executio11 is co11sidered complete (Fig. 2.7). 
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GenCon 

Resultee 
I , 

: recei veResult( ) : 
L - - - - - - - - - - - - - - - 'I 

' ' ' ' .... .... - -- -- - - -

Backplane 
,----- - ---- -

Instruction Result 
Operands: a, b, c 

Value: 
Operator: F 
Resultee: Instruction: 

;' 

-

I 
/ ' / 

/ c___,....:.--- ------
/ 

/ 

;' 
, ..... - - '-- -

20 

20 

• . 
/ 

Figure 2.5: W ebCom has completed the execution of the Instruction and 
gen erated a corresponding Resu Lt object. This object contains the actual 
result value and a reference to its "source" instruction. 

GenCon 

Resultee 
r - -- ---- - -- -- - ---~ 

receiveResult( ) : 
I I 
- - - - - - - - - - - - - - - - - - "~ .... 

Result 

Value: 20 

Instruction: e 

- ---c_ __________ _,------------

-

Backplane 
~-- ------~ 

Instruction 

Operands: a, b, c 
Operator: F 
Resultee: • I ---- ------

Figure 2.6: The source instruction's Resu Lt ee reference is used to make a 

call to receiveResuLt() in the ResuLtee object itself. 

GenCon 

Resultee 
I - --------- - I 

I I 

1 receiveResult( ) 1 

Result 

Value: 20 

Instruction: e 
I I 

L---------------------J 

Backplane 

I IL...-- ____ __ __, 

Figure 2. 7: W ebCom has fin ished executing the instruction and the GenCon 

consumes the result. 
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2.2 Abstract Machine 

A Backplane constitutes a minimal WebCom installation wl1ose 011ly fu11c­
tio11 is to load other modules. This can be initiated via the WebCom 1nessag­
ing subsystem or by co11sulting a co11figuration file on tl1e local 1nacl1i11e. All 
functional components of a WebC01n installation, i.e., all WebC01n JVIodules, 
are i11corporated in this manner. Code 2.2 sl1ows an entry in tl1e configu­
ratio11 file instructing the Backpla11e to load a Condensed Grapl1s E11gi11e 
Module. There is 110 li1nit to the 11umber of modules a Backplane 1nay load. 

A11 E11gine Module identifies and schedules instructio11s wl1ose abstrac­
tio11 levels correspond to the capabilities present in tl1at E11gine ]\,1odule. 
At tl1e lowest level, tl1e E11gine Module will i11itiate threads of co11trol to 
start tl1e execution of 1nachine level instructio11s 011 the underlying l1ard­
ware. If tl1e WebC01n installation has the capability of executi11g 111ore ab­
stract instructions then the Engine Module will target instructio11s to tl1ose 

capabilities appropriately. 
111 tl1e absence of any additional Modules, the addition of a11 E11gi11e 

Module transforms the minirnal co11figuration i11to a 1ninimal Abstract Ma­
cl1i11e (AM), capable of executing i11structions 011 the local l1ardware. Tl1is 

co11figuratio11 is depicted in Fig. 2.8. 

Physical Machine 
[--------- --- I 

I I 

Comput 
Engine 

Backplane 

I 

GenCon 

-----------------------------------------------

Figure 2.8: The Backplane module has loaded a compute engine to become 

a ((Minimal Abstract Machine)) configuration. 

EngineModule=cg.rg.enginernodule.EngineModule 

Code 2.2: Sample line from file <<modules.properties,; 

A sarnple sce11ario sl1owing the executio11 of a11 instructio11 ge11erated by 
a user interface ca11 be see11 i11 Fig. 2.9. Wl1e11 tl1e Back:pla11e receives a 
1nessage contai11ing a11 i11struction it routes the i11structio11 to tl1e E11gi11e 
Module. Tl1e Engi11e Module tl1e11 "unwraps" the instructio11, executes it 
a11d ge11erates a result object whicl1 is tl1en passed to tl1e Back:pla11e v.,rl1ere 
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it is subsequently consu1ned by the GenCon. 

Compute 
Engine 

Backplane 

CD Instruction Object 

Ci) Result Object 

CD 
,-----'I GenCon 
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Figure 2.9: The interface generates an instruction for the WebCom unit, 

which is given to the Backplane. The Backplane routes it to the Engine 
Module for execution. When the Engine Module has executed the instruction, 
it gives the result to the Backplane which then passes it back to the interface. 

Different compute engines 1nay be developed for different ki11ds of i11-
structio11s. Typically, WebCom uses a Conde11sed Grapl1s Engi11e Modl1le, 
or CQ Engine, but it is not tied to this 1nodel. 111 tl1e Anyware[] project, We­
bCom is used as middleware to hide underlying technologies sl1cl1 as COREA 
or COM. Wl1en the Backplane receives an instruction to be executecl locally, 
it checks the type of tl1e instruction against the Engine IVIodule i1nple1nen­
tatio11. If tl1e current E11gine Module ca11not execute tl1e i11struction ( e.g., 
a COM instruction versus a COREA E11gine Module) tl1e11 tl1e Backplane 
will load and connect a11 appropriate Engi11e Module. A11 example of tl1is 
process is depicted in Fig. 2.10. The cost of loadi11g a locally stored En­
gi11e ]'v1odule equates to loading its component Java classes. If tl1e Module 
defi11ition 1nust be loaded from a re1note machi11e tl1e11 additio11al 11etvvork 
late11cy costs will be i11curred and will depend on the physical size of tl1e 

E11gi11e Module archive file(s). 
111 practice, the Backpla11e may run a nl11nber of different Engi11e JVIod-

ules simulta11eously. Tl1is adva11ces the configuration from bei11g a mi11i111al 
Abstract Macl1i11e to one whicl1 can utilise an arbitrary 11u1nber of tecl1-
11ologies to execute i11structions. Fig. 2.11 depicts a WebC0111 u11it wl1icl1, 
i11terfaci11g tl1rough its dedicated Engi11e Modules, simultaneously e111ploys 

1na11y u11derlyi11g tecl1nologies to ge11erate results. 
Tl1is abstractio11 frees tl1e progra1nmer from 1na11agi11g tl1e explicit tar­

getti11g of specialised instructions to particular tecl111ologies. Tl1e syste111 as 

a whole ca11 be see11 as a single abstract n1achi11e. 
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(i) 
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Figure 2.10: (i) A W ebCom unit receives a task which utilises an under­
lyi'ng technology X but the unit is running a COREA Engine Module. (ii) 
An Engi'ne Module appropriate to the instruction is located and ··plugged 
in" to the Backplane. (iii) The new Engine Module begins execution of the 

instruction. 
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COREA 
Network 

COM 

Network o 
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----~ Engine Engine 
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J2EE 

Server 
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Backplane 

J2EE 
Engine 

CG 
Engine 

- GenCon 

Web 
Server 

------------------------------------------------

Figure 2.11: A WebCom configuration with multiple Engine Niodules, each 
interfacing with different underlying technologies. A single W ebCom appli­
cation could contain instructions utilising each of these technologies. 

public class EngineX extends EngineModule { 
public void executeinstruction(Instruction instr) { 

} 

// Determine the operation to be carried out. 
XOperation op= LoadXOperation(instr.getOperation()); 

// Run it with the operand data 
Object xResult = op.launchExecution(instr.getOperands()); 

// At some point, launchExecution will return a value 
// that must be passed back to WebCom. 

// Wrap the result value 
Result result= new Result(xResult, instr); 

// Pass to the Backplane 
getBackplane().sendResult(xResult); 

Code 2.3: Skeleton implementation of an Engine Module which ut'ilises 

technology ax". 
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2.2.1 Implementing an Engine Module 

Tl1e integration of a new compute engine into WebC01n requires tl1at the 
clefault E11gine Module be subclassed and that the execute Instruction () 

1netl1od be overridde11. When a result l1as been generated , tl1e Engine 
Module must call the BackPlane's sendResul t () 1nethod to retur11 the re­
sult to WebCom. Tl1e executeinstruction() method takes a WebCon1 
Instruction object and unwraps it to create a task for its u11derlyi11g tech-
11ology. Current additio11al E11gine Module implementations i11clude COIVI 
COREA and J2EE modules. When the u11derlying tecl1nology l1as gener­
ated a result, it must be wrapped in a WebCom Result object and passed 
to tl1e Backplane. Code 2.3 sl1ows a sample skeleton Engi11e 1\/Iodule in1ple-
1ne11tation. Eacl1 call to the executeinstruction() method is 1nade from a 
11ew thread ( one per executable instruction) e11suring that tl1e execution of 
tl1e task does 11ot directly block the execution of WebCom's otl1er tl1reads. 

WebCom Instructions and Results 

I11struction objects contain an array of Java object references, representi11g 
tl1e instruction's operand data, and a String representatio11 of tl1e 11a111e of 
tl1e operator. These and otl1er fields of an Instruction object are listed i11 
Code 2.4. A Result object contains a single Object reference representing 
tl1e result value and a reference to the Instruction object tl1at led to tl1e 
result. Tl1ese fields are shown in Code 2.5. By employing tl1ese repre e11ta­
tions, a11y Java-to-X bridge may be used to li11k WebC01n to a11y tecl111ology 

X. 
Java bridges or application independent interfaces, sucl1 as network sock­

ets or e1nail interfaces, exist for most mainstream technologies. In the n1ost 
primitive case a11 EngineModule 1nay make a systen1 call witl1 con1mand 
li11e opera11ds to l1ave the underlyi11g operati11g system run an applicatio11. 
It 111ay tl1e11 use tl1e applicatio11's return code or suitable file data as a result. 

Tl1is arcl1itecture localises the complexity of dealing with an underly­
i11g technology to the particular machine that e1nploys tl1at tecl111ology a11d 
l1ides it from tl1e rest of the WebCom systen1 a11d to so1ne exte11t tl1e pro­
gra1n111er. As far as tl1e application is concerned, a COREA prin1iti, e 11ode 
is conceptually no differe11t from a J2EE 11ode. Sin1ilarly to tl1 ,vebC0111 
topology a COREA i11struction is no different to a J2EE i11structio11 a11d a 
"CORBA-e11abled" WebCom unit is 110 different to a J2EE WebC0111 u11it. 
Tl1e routi11g of specific instructio11s to appropriate 111acl1ines i discus ed in 

Sectio11 2.4. 

' 
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public class Instruction 
implements Serializable 

{ 

} 

// Graph or primitive instruction 

private CGType type; 

// Name of the instruction, either name of the graph or 

// name of the operator 
private String operation; 

// List of operands to the instruction 
private Object[] operands; 

// Node that this instruction represents 
private transient Node sourceNode; 

// Node that is created to run this instruction 
private transient Node executionNode; 

// Time instruction was sent/received. 
private transient long timestamp; 

// String representation of the sourceNode reference. 

private String sourceNodeRef; 

// Envelope is attached to instructions that have been sent 

// to remote host. 
private Message envelope; 

// Flag whether this instruction is referentially transparent 
II or not, i.e. will it always give the same result for the 

// same operands and operator. 
private boolean referentiallyTransparent; 

//Resultee object should receive this instruction's result. 

private transient Resultee resultee = null; 

Code 2.4: The fields of a WebCom Instruction object. 
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public class Result 
implements Serializable 

{ 
// Node that generated this result 
private transient Node sourceNode; 

// The actual result value 
private Object value; 

// Message this Result may is attached to 
private Message envelope; 

// String representation of source node 
private String sourceNodeRef; 

// Resultee object that should receive this result. 

private Resultee resultee; 

} 

Code 2.5: The fields of a WebCom Result object. 

2.3 Networking WebCom 

It l1as been shown how a single WebCom u11it configured as a11 Abstract 
Macl1i11e is a powerful tool i11 its own right. However, its resources are li1nited 
to tl1ose employed by its E11gine Module( s). Tl1e WebC01n syste111 11aturally 
exte11ds by allowing separate WebCom units to co1n1nunicate for tl1e purpose 
of task execution. Tl1is is acco1nplisl1ed by a Con11ectio11 Ma11ager JVIodl1le 
(Co11Ma11). A ConMa11 Module exte11ds the message passi11g capabilities of 
the WebC01n Backpla11e to allow a Module 011 one 1nacl1i11e to se11d a n1essage 
to a11y otl1er Module 011 a11y other 1nacl1ine witl1 wl1ich it is i11 co11tact (see 

Fig. 2.12). 
Con11ections betwee11 u11its are represented locally by Descriptor ob-

jects, illustratecl i11 Fig. 2.13. A Descriptor co11tains inforn1atio11 about tl1e 
co1111ection it represents, sucl1 as tl1e actual network: socl{et itself, wl1etl1er 
tl1e 11etwork socket is active or 11ot, wl1at outsta11di11g instructio11s it l1as 
se11t, as depicted in Fig. 2.14 . The Descriptor also n1a11ages liste11i11g for 
i11comi11g 1nessages via its ow11 execution tl1read. Tl1is tl1read perforn1s a 
blocki11g read 011 the Socket. When a Message object is read, tl1e tl1read 
passes it to the Co11Ma11 1nodule and waits to read tl1e 11ext 1nessage. Tl1e 

tl1read is idle wl1ilst in this "wait" state, preservi11g CPU resol1rces . 
Tl1ere is currently 110 need to have more tl1a11 011e WebCom u11it ru1111i11g 

on a 111acl1i11e, i .e., n1ore tl1a11 011e Backplane. It is quite possible tl1at 1nore 

• 
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Message Passing 
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Figure 2.12: WebCom units on two network connected machines. 

addition of Connection Manager Modules to the configuration allows 

Com 's message passing system to extend across the network. 

WebC01n Unit 

Backplane GenCon 

ConMan 

Descriptor Objects ........ .... .... .. ........ . 

......c· . Network Socket 

ConMan 
ConMan 

~.-L--~ 

The 
Web-

GenCon 
Backplane GenCon 

Backplane 

WebCorn Unit 
WebC01n Unit 

Figure 2.13: WebCom units co'mmunicating via their ConNian 'modules. 
Withi'n each ConM an module, connections are represented a'nd managed by 

Descriptor objects. 
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Figure 2.14: A WebCom Descriptor object containing a network socket, 

a reference to its ConMan Module, a flag indicating whether the unit is seen 
as a ''parent" or ((child" of the remote unit, and a message history retained 

for fault tolerance and load balancing purposes. 

tl1an one E11gi11e Module may be required as discussed above, a11d otl1er 

situations 1nay require 1nultiple versio11s of otl1er 1nodules too. For exa111ple, 
A macl1i11e with two network interfaces may require two differe11t Co11Me11 
to 1nanage tl1e protocols used by each. Si11ce tl1e Backpla11e ca11 always 
load 1nultiple i11sta11ces of a 111odule type it would be botl1 redu11dant a11d 
potentially troublesome to employ 111ultiple Backpla11es, e.g. two or 111ore 
Backpla11es 1nay load a default ConMa11 wl1icl1 liste11s on a 11etwork port. 

2.3.1 Distributing Computations 

Messages se11t between units may carry co111pute engine i11structio11s or re­

sults. 111 tl1is 1na1111er, con11ected WebC0111 units may send work to eacl1 otl1er 
a11d a collectio11 of WebC0111 units may be viewed as a single distributed exe­
cutio11 platform. This facilitates the sl1ari11g of resources between 1nacl1i11es. 
Fig. 2.15 depicts a set of WebCom u11its where U11it A l1as exclusive access 
to a particular database. Si11ce tl1e database co1111ection ca1111ot be 111oved to 
1nacl1i11es tl1at wisl1 to utilise it , i11structio11s wl1icl1 require tl1e co1111ection 

are i11stead targetted to U 11it A for executio11. 
To allow for this targetti11g, eacl1 co1111ectio11 111ade betwee11 WebC0111 

u11its i11cludes an initial l1andsl1ake procedure in wl1icl1 eacl1 u11it tells tl1e 
otl1er wl1at i11structio11s it ca11 execute . Tl1is targetting 111ecl1a11is111, coin-
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Figure 2.15: Instructions that require access to a database are targetting 

to Unit A, the only unit with database access. 

bi11ed witl1 tl1e dyna1nic deployment of actual E11gi11e Modules a11d i11struc­
tion definitio11s, si1nultaneously allows the movement of instrl1ctio11s to re­
sources where required, a11d the movement of resources to i11structio11s where 

possible. These processes are depicted in Fig. 2.16. 
At this poi11t, the term Abstract Machine describes 11ot just a WebC0111 

u11it witl1 a compute engine, but a collection of con11ected units. Tl1e systen1 
as a wl1ole 1nay be viewed by the application developer as a single distributed 

computi11g platform, or metacomputer. 

2.3.2 Message Passing within WebCom 

At ru11ti1ne, the backplane acts as an inter1nediary betwee11 tl1e actual fu11c­
tio11al 1nodules. Si11ce active 1nodule refere11ces 1nay cl1a11ge dy11a111ically, any 
i11termodule co1nmunication must be done tl1rougl1 tl1e backpla11e to e11sure 
up-to-date references to curre11tly loaded n1odl1les. For essential fu11ctio11al­
ity require1nents, some modules 1nay directly call 1netl1ods i11 otl1er 111odules, 
e.g., tl1e current load bala11cing module calls the getClients () 1netl1od i11 
ConnectionManager to get a11 up to date reference to tl1e list of Cllrrently 
con11ected clie11ts. However, tl1e 1najority of i11ter1nodule co1111nl111icatio11 is 

do11e througl1 WebC01n's 1nessage passing systen1. 
A WebCom Message object contai11s 3 references, two WebCon1 Address 

objects (source and desti11ation) a data refere11ce a11d a ti1nesta1np. Tl1e data 
refere11ce is of tl1e type j ava. lang. Object and so 1nay refer to a11y type of 
object. Tl1e Message structure (and its associated Address object struc­
ture) is depicted in Fig. 2.17. The Object data reference allows co111plex 
1nessage structures to be attacl1ed to tl1e 111essage. In practice, eacl1 111od­
ule imple1nentatio11 ofte11 defines its own 1nessage type contai11ing various 

i11for1na ti 011. 
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Figure 2.16: WebCom scenario in which instructions requiring DB access 

are targetting to Unit A which has exclusive access to the resource . Unit B 

acquires a new Engine Module to execute its instruction. 

Message Address 

Address source J String name 
Address destination InetAddress netAddress 
Object data ModuleType module 
Date timestamp 

Figure 2.17: Data fie lds of the WebCom Message object and its associated 

Address object. 
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The Address object allows a message to be targeted to a particular 1nod­
ule 011 a particular macl1ine. The machi11e is specified by a 11etwork IP on 
tl1e assu1nption tl1at there will 011ly be a si11gle WebC01n unit ru1111i11g 011 
a si11gle 1nachine. The module specificatio11 is from an enumerated type 
specifyi11g a particular type of module, i.e., tl1e Engi11e Module. Tl1is li1nits 
tl1e 1nessage passing to a single instance of eacl1 module type. Sectio11 2.5.3 
outlines a parallel project to developing a secure 11ami11g systen1 for Web­
Co1n. Eacl1 component of the WebCom system (grapl1s, 11odes, 1nodules, 
1nessages, etc.) can be assigned a name whicl1 ide11tifies a11 object a11d its 
co11text. From these names it will be possible to derive all tl1e i11for1natio11 
required to locate the object thus removing explicit reliance 011 TCP /IP. 

Si11ce all modules in WebCom must impleme11t the Module interface, they 
i1npleme11t a processMessage (Message) method whicl1 allows tl1e Back­
pla11e to communicate a message to tl1e desired n1odule. Modules 111ay give 
111essages to tl1e Backplane for delivery tl1ough the Backpla11e,s 
routeToModule (Message) method. If a message is addressed to a 111odule 
011 a clifferent 1nachine the Backplane gives it to the ConNian Niodule, wl1ere 
it is se11t to the specified re1note macl1ine. On receipt of a 1nessage fron1 a 
re1note source, tl1e ConMa11 Module passes tl1e message to the Backpla11e 

wl1icl1 tl1en routes it to the appropriate local 1nodule. 

2. 3. 3 Relaying Messages 

A WebCom u11it connected to two or more otl1er u11its n1ay act as a relay for 
1nessage communication. Fig. 2.18 shows a scenario i11 wl1icl1 U11its A an B 
reside 011 separate subnetworks with 110 direct li11k betwee11 tl1en1. However 
Unit C resides 011 son1e gateway macl1ine and is visible to botl1 of tl1e otl1er 
1nacl1i11es. U11its A a11 B may co1nmunicate indirectly by l1avi11g U11it C 
relay messages between them. The WebCom co11figuration 011 U11it C 11eed 

co11sist only of a Backpla11e and Co11Ma11 Module. 

2.4 Efficient Collaboration 

To efficiently orga11ise the distribution of work across a nu1nber of 111achi11es 
various load balancing decisio11s 111ust be made, such as l1ow 111uch v,ork to 
allocate to eacl1 available 111acl1i11e, wl1en to scl1edule work, etc. A11 opti-
111al load bala11cing scl1eme will utilise available resources to obtai11 111axi111al 
efficiency. 111 WebC0111, load bala11cing means scheduli11g tl1e executio11 of 
i11structio11s, 1napping instructions to available u11its appropriately a11d 111ak-

i11g "l1elper" u11its available to busy units appropriately. 
A11 i11vestigatio11 i11to more advanced 1nappi11g tech11iques is u11derway 

in [55] where the Load Balancing functions mentioned above are dealt with 
by separate 1nodules - an extra Scheduling Module is e111ployed. However, 
for the purposes of this thesis, a simplistic approach to Load Balancing i 
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Figure 2.18: Units A and B cannot directly connect to each other. Both 
instead connect to Unit C, which relays messages between them. 

taken. Tl1e Load Balancing Module utilised e1nploys a si1nple Rou11d-Robi11 

syste1n to decide which client a particular sub-task 1nay be 1napped to . 
Witl1 tl1is 111ecl1anism, a clie11t unit tl1at uncovers a large sub task of tl1e 

co1nputatio11 may request help to execute its additio11al load. Tl1is area of 
decisio11 maki11g i11 WebC01n is referred to as topology 1nanage1nent and is 

perfor1ned by tl1e Load Bala11ci11g Module i11 a WebC01n unit . 
The Load Balancing Module auton1atically e1nploys its policies to effec-

tively execute the con1putatio11 on available resources . It tl1erefore relieves 
tl1e applicatio11 developer from tl1e burden of includi11g load bala11ci11g code 
withi11 tl1e application and also caters for tl1e dyna1nic additio11 of 111acl1i11es 
(Tl1e abrupt removal of machi11es is dealt witl1 b:y the fault tolerance 111ecl1a­
nis111s described i11 Chapter 4). This furtl1er increases tl1e abstractio11 of tl1e 
"WebCom 1nacl1ine" fro1n tl1e physical configuration of co1npo11ent WebC0111 

l111its by hiding tl1e dynamics of the u11derlyi11g topology. 

2.4.1 Redirection Mechanism 

Tl1e actual allocati11g of a u11it is acl1ieved tl1rougl1 a redirection 111ecl1a11is111 
i11 WebCom. A WebCon1 u11it may send a redirect 1nessage to a11otl1er u11it 
con11ected to it, a client. This 1nessage will contain the address of a tl1ird 
unit, to wl1icl1 tl1e client will con11ect i11stead. F ig. 2.19 depicts tl1is process 

as U11it X redirects U11it A to U11it B . 
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Figure 2.19: (i) Unit X sends a redirect message to its child Unit A . This 
'message instructs Unit A to redirect to Unit B . (ii) Unit A conn,ects to Unit 

B as a client. (iii) Unit A disconnects from Unit X. 
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2.4.2 Topology Management 

Tl1e currently topology management follows a simplistic policy to cly11a111i­
cally allocate units as clie11ts. The Load Balancing Module 011 a particular 
u11it 1nay decide tl1at its unit is overloaded. Tl1is decisio11 is based 011 l1ow 
1nany outsta11ding instructions the unit l1as waiting to be executed at any 
give11 ti1ne. Once tl1is decision is 1nade, tl1e unit creates a "Request for 
clie11t" Message whicl1 is se11t to tl1e Load Balancing Module on its ''pare11t" 
1nacl1i11e. Tl1e parent examines its own clients and deter1ni11es whetl1er it ca11 
spare any. If it can, it sends an idle client a "Redirect" 1nessage ( see Sectio11 
2.4.1) which tells the client to work for the busy machi11e. If tl1e parent 
l1as 110 spare clients it passes the 1nessage to its ow11 pare11t a11d so on. In 
tl1is 1nan11er, units are passed down an evolvi11g topology tree as sub-tasks 
uncover work. Once a client has completed its sub-task and se11t its parent 
the result, it "relinquishes" all of its clients to its parent. As sub-tasks are 
completed, u11its will 1nove back towards the root of tl1e topology wl1ere tl1e 
overall result will eventually return. A11y idle U11its that connect to a11 idle 

U11it as clients are immediately relinquished. 
Figure 2.20 outlines a sample WebCom topology evolution i11 wl1icl1 tl1e 

PowersOITwo Condensed Graph sl1own in Fig. 2.21 has bee11 executed. 
111 tl1is example, WebCom is ru11ning on five nodes of a dedicated cl11ster 
where the first node, Node 100, is considered the "root" a11d is given the 
origi11al instructio11. Tl1e re1nai11i11g four 11odes begin the executio11 as helper 
nodes, or children, of the root node. The execution sl1ows tl1e redistributio11 
of effort through the tree to follow the workload of the executio11. Wl1en tl1e 
origi11al result is retur11ed via the root node, all otl1er macl1ines are eventually 
reli11q11isl1ed and the topology returns to its origi11al configuratio11. 

2.5 -WebCom Means Business 

Tl1e Modules discussed so far have all been co11cer11ed with the additio11 of 
1necl1a11is1ns to WebC01n whicl1 enable it to distribute and opti1nise co111-
putatio11s. However, computatio11al efficiency is just 011e of a 11u111ber of 
req11irements for a 1nodern distributed computing platfor1n. For a platfor111 
to 1nake tl1e transitio11 fro1n tl1eory to industry it n111st provide additional 
fu11ctio11ality to allow tl1e expression of business concerns in the 11tilisatio11 

of tl1e platform. 
O11e of the 1nost i1nportant i11dustry concerns witl1 any network:ed tool, 

especially a ge11eral executio11 platform sucl1 as WebC01n, is tl1at of sec11rity. 
A WebCom applicatio11 1nay vary fro1n si1nple nun1erical co111putations sucl1 
as tl1e PowersOfTwo example (see Fig. 2.21), to the co1nplex auto111atio11 of 
work:flow procedures[29] a11d business practices. An exa1nple of a busin~ss 
work flow represe11ted as a Conde11sed Grapl1 is depicted in Cl1apter 3, Fig. 
3.1. Tl1ese applicatio11s 1nay co11tain se11sitive data wl1icl1 ca11 011ly be used 

'\ . I , 

! ' 
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Figure 2.20: Evolution of a WebCom topology consisting of 5 'machines 

during the execution of a PowersOfTwo graph with n = 10. Unit 100 begins 
as a "parent" to the remaining units. As the execution begins, its "children" 
request helper units and the topology tree grows deeper. Helper units are 

relinquished as subtasks complete, eventually returning the topology to its 

initial state when the computation has completed. 
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on certai11 trusted machines, or may require access to restricted resources 
sucl1 as bank account infor1nation or a customer's credit rating. These co11-
straints can be expressed in WebCom through the addition of tl1e Security 
Ma nag er Module to the configuratio11, which introduces the co11cept of Trust 
Management into both application design and runtime management. Ase­
cure 11aming scl1eme and a system of micropayme11ts to bring an econon1y 

to WebC01n are also under development. 
The Security Manager Module that provides these features is u11der de-

velop1ne11t in a parallel project. It is su1nmarised l1ere for completeness. 

2. 5 .1 Trust Management 

Tl1e Security Module imple1nents a standardised trust 1nanagement policy 
by utilising tl1e KeyNote[lO] system. When one WebC01n Unit co11nects to 
a11other it does so via the SSH protocol a11d must provide a sig11ed set of 
security credentials. Tl1ese credentials specify wl1at authority tl1e volu11teer­
i11g machine possesses a11d are used to scl1edt1le instructio11s to 011ly tl1ose 
111acl1i11es tl1at are authorised to receive the i11structio11 a11d its associated 

operand data. 

2.5.2 Economics of Computations 

Tl1e 1nicropayments scheme provided by the Security Manager provides an 
economy of resource usage. When a unit connects to WebCom and provides 
its credentials, it may also provide a cost for eacl1 instructio11 it ca11 execute. 
If a11 i11structio11 is scheduled to tl1at 1nachine ( and successfully executed) 
a pay1nent is created describi11g the transactio11 and is digitally sig11ed by 
both parties. Tl1is pay1nent may be used by its recipie11t to purcl1ase the t1se 
of other resources or it 1nay be retained and casl1ed in at a later date. This 
casl1ing i11 of 111icropayme11ts may eventually fu11ction auto1natically througl1 

traditio11al financial i11stitutio11s. 

2.5.3 Secure Naming 

The secure 11a1ni11g u11der develop1ne11t for WebC01n allows entities to be 
described in terms of tl1eir co11text, rather tl1a11 a si1nple t111ique ide11tifier. 
Tl1is is a powerful tool for n1etacomputing as there are ma11y cases i11 wl1icl1 
a11 object can be referred to i11 terms of its function, or its locatio11 in a 
topology. Tl1is facility will be employed by WebC01n to allow a 111ore generic 
1nessage passing syste111, specifically by re1novi11g the curre11t dependency on 
a TCP /IP to identify unique WebC01n units . 111 fact, tl1e 11eed to directly 
refere11ce a unit n1ay be eliini11ated, i .e., a 111essage could be se11t to tl1e t111it 
with a11 E11gine Module that is currently executing a particular node N. In 
additio11, tl1e Fault Tolera11ce mechanis1ns discussed in Cl1apter 4 ca11 be 

optimised usi11g tl1is 1necl1a11is1n. 

l 
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2.6 Summary 

This cl1apter has presented the architecture and features of tl1e WebCorn 
1netacomputer. A WebCom metacomputer is composed of 011e or more u11its, 
eacl1 of whicl1 are in tur11 composed of modules. Tl1ese modules provide fu11c­
tionality such as load balancing, fault tolerance and actual task execution. 
Manage1ne11t decisions such as connectio11 management a11d load balanci11g 
are made by WebCom at runtime. These burdens are therefore re1noved 
fro1n tl1e application and the developer is free to conce11trate 011 expressi11g 
tl1e desired functio11ality. This expression ca11 be facilitated by the Co11-
densed Grapl1s model, which provides a rich set of se111a11tics for parallel 
applicatio11s. The following chapter discussed tl1at model a11d its role in the 

developme11t of WebCom applications. 



Chapter 3 

WebCom Applications 

3.1 WebCom with Condensed Graphs 

Tl1e Conde11sed Grapl1s model, discussed in Section 1.3, is a particularly 
expressive model for distributed application develop111e11t. As sucl1, it is 
the default Engine Module for a typical WebCom u11it. Arbitrarily com­
plex tasks and graphs ca11 be defined in libraries of 11odes. These nodes 
are tl1e11 l1ooked togetl1er by the programmer to create a11 application. A 
CQ application 1nay be a very simple grapl1 contai11ing one or tvvo pri111i­
tive i11structions or a co111plex multi-graph application, sucl1 as the CQCl1ess 
program described Section 3.2. The graphs depicted in Fig. 3.1 sl1ow l1ow 
11odes are 11ot restricted to co111putatio11al functio11s: tl1e OrderParts graph 
utilises COM to invoke Microsoft Word a11d print an appropriate purchase 

order. 
The firing rule i11 the CQ model allows i111plicit deter111ination of parallel 

task:s a11d tl1e condensi11g of wl1ole graphs i11to condensed 11odes allows a higl1 
clegree of abstraction during applicatio11 development. 111 addition, features 
of the 1nodel itself facilitate natural l1euristics for load balancing and fault 
tolerance. Legacy code may be easily transfor111ed into a Condensed Grapl1s 
applicatio11 by breaking it into fu11ctional units whicl1 are represented by 
11odes. Even if these units are very large grain witl1 little or no parallelisatio11 
possible, tl1e applicatio11 will still take adva11tage of WebCon1's resource 
111a11age1ne11t a11d tl1e program111er does not l1ave to worry about scl1eduli11g, 

fault tolera11ce etc. 

3.1.1 The Condensed Graphs Engine 

As discussed above, tl1e i111ple111entation of tl1e Condensed Graphs n1odel as 
an Engine Module for WebCom provides novel features of which WebCom 
ca11 talze advantage. The i111ple111e11tatio11 itself utilises the Object Oriented 
design methodology to create a system of nodes and graphs. These graphs 

inhere11tly contain tl1eir current executio11 state. 

40 
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A WebCom instruction representing a cg node will co11tain a11 array of 
opera11d values a11d an operator name. From this, the initial "top-leveF' 
11ode is instantiated. Tl1e operand values are copied into the appropriate 
operand ports. An Operator object is insta11tiated fro1n the given na1ne i11 

tl1e i11struction and passed to the node's operator port. 
If no operator with the give11 name exists, the E11gi11e Module 1nay at­

te1npt to send a message to other WebCom u11its to request either an ap­
propriate Engine Module implementation or a 11ew i11structio11 defi11itio11 for 
a local Engine Module. This facility, whe11 co1nbined witl1 the I11struction 
targetti11g described i11 Section 2.4, allows tl1e utilisatio11 of existi11g tecl111ol­
ogy platforms a11d the easy deployment of Engine Modules to new platfor1ns 

wl1ere appropriate. 
Each Node object is itself responsible for deter1nining its fireability. Ac-

cordi11g to the cg firing rule, a Node beco1nes fireable when it l1as values 011 
all of its operands, operator and destination ports. Where a Node requires 
only the result from a grafted arc to some Node N (see Sectio11 1.3), it gives 
Node N tl1e operand port as a desti11ation and removes tl1e reference fron1 
its opera11d port, leavi11g the port empty. Node N's fireability 1nust 110w 
be tested due to tl1e addition of a port value a11d the testi11g procedure is 

repeated. 
Tl1is cl1ain of grafti11g and fireability tests may be arbitrarily 1011g (si11ce 

grapl1s 1nay be arbitrarily deep and wide) a11d 1nay delay the active tl1read. 
To overcome this, each Node creates a new thread wl1e11 any of its ports 
is given a value. Tl1is tl1read cl1ecks the fireability of tl1e Node a11d does 
a11y grafti11g. Tl1e tl1read will fi11ish quickly since it does not have to wait 
011 a11y otl1er Nodes performi11g grafti11g operations - tl1ey will create their 
ow11 tl1reads. To furtl1er opti111ise tl1e executio11, tl1e costs of allocati11g and 
deallocati11g 1na11y objects is reduced by utilisi11g a pool of threads for Node 
operatio11s. This cascade of threads e11sures tl1at the i11itiati11g tl1read is 
free to continue its execution once it l1as passed a Port valt1e to a Node. If 
a Node object deter1ni11es that it is executable it reports its status to tl1e 
Engi11e Module a11d is added to a queue of executable 11odes tl1at will be 

serviced by WebC01n. 
Wl1e11 a rest1lt for a Node is ge11erated, it is passed to the Node object 

via a metl1od called "sendResultT0Destinatio11s()". Tl1is causes the Node 
to copy tl1e rest1lt value to eacl1 of its destinatio11s and the11 deco11struct( as 
described i11 Section 1.3) tl1ese desti11ations. It is tl1erefore possible for a 
single Node to execute more tl1a11 011ce if it is subsequently give11 a 11ew des­
ti11atio11, or set of destinatio11s. Section 3.5.3 presents a san1ple sce11ario i11 
tl1e CGCl1ess applicatio11 wl1ere this occurs. It also prese11ts an opti111isatio11 
tl1at 1nay be used during graph co11struction to retain referentially tra11spar­
e11t results for later co11st1mption usi11g the stored data cl1aracteristics of tl1e 
Co11de11sed Grapl1s 1nodel. Wl1e11 tl1e rest1lt of an un11ecessary speculative 
con1putatio11 arrives, tl1e cg containi11g its desti11atio11 111ay l1ave already 
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fi11ishecl and no lo11ger exist. In this case, a J ava NullPointerException is 

detected a11d tl1e result is si1nply discarded. 
Tl1e execution of condensed grapl1 11odes follows the same cg firi11g 

rule. However, when a cg node fires it causes t l1e i11stant iation of a 11ew 
CondensedGraph object. A CondensedGraph object contai11s an "Enter" 
11ode, an "Exit" node and an arbitrary number of nodes wl1icl1 co1nprise t l1e 
body of tl1e grapl1. S01ne of these nodes will be populated wit l1 port values 
upo11 creation. Most will start with an operand value, some n1ay start wit l1 
"co11sta11t" operand values or grafted arcs, and some will start with a set of 
desti11atio11s (such as the Enter node) . An example cg init ial st ate can be 
see11 in the PowersOITwo grapl1 of F ig. 2.21. Figures 3.2 to 3.4 illustrate 
the poi11t i11 tl1e execution of a PowersOITwo graph wl1ere a recursive con­
de11sed 11ocle beco1nes fireable. 111 Fig 3.3 t l1e E11ter node is given a copy of 
tl1e pare11t node's operand list and the Exit node is given a copy of the par­
e11t 11ode's desti11ations. At this point t l1e pare11t 11ode is considered to l1ave 
executed and its own destinations are deconstructed as nor1nal, as depicted 

in Fig. 3.4. 
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the Exit 11ode fires and passes on a result for the graph. Once the Exit node 
l1as fired, tl1e graph may be deallocated so refere11ces to it are set to null 

to flag it for automatic garbage collectio11. In this 1nanner, a hierarchy of 
subgrapl1s may grow to an arbitrarily complex degree but will eventually 
collapse down to a result for the instructio11 at tl1e root of tl1e tree. 

3.2 The CGChess Application 

111 co11trast to tl1e synthetic applicatio11s in previous Sections, the CQ Chess 
program was developed to test the WebCom system on a real applica­
tio11. Tl1e parallel algorithm "Jamboree", created by [26], was adopted and 
adapted to conform to a CQ representation. These adaptations include a 
selective execution of parts of tl1e Jamboree algorithm. In general, this 
application is representative of a class of application whicl1 uses parallel re­
cursive tech11iques and which operate at varying scales using either n1esl1 

refi11e111e11t or n-stage lookal1ead. 
Sucl1 algorithms give rise to recursive depth which may be deep a11d 

vary across the breadth of tl1e searcl1 space. Often, the deeper recursive 
i11vocatio11s are tl1e 1nost important, tl1e most expensive and l1e11ce tl1e n1ost 
vul11erable to faults. If these applications are executed on a distributed 
platfor1n, the occurrence of a fault may result in a partitioning of tl1e con1-
putatio11 and the orphaning of many subcomputatio11s. Fault tolerance and 
fault recovery are critically i1nportant for these applications and so tl1ey 
provide a dema11ding environ1nent for testi11g tl1e WebCon1 fault tolerance. 

3.3 Traditional Chess Algorithms 

Mi11i1nax is at tl1e root of most game related artificial intellige11ce algorithms 
a11d a11 opti111ised version is k11own as a{3. A parallel version of a.(3 is referred 

to as tl1e Jamboree algoritl1m. 

3.3.1 Minimax 

Tl1e Mini111ax algoritl1m is employed for n1any perfect knowledge gan1es, i.e., 
ga111es in wl1ich eacl1 oppo11ent ca11 see the complete state of the gan

1
e at 

all ti1nes. It calculates tl1e next best 111ove for a player by generating a 
tree of legal 1noves and cou11ter1noves, known as a Mini111a.,~ search tree, a

nd 

applies scores to eacl1 node i11 tl1e tree from tl1e leaf nodes up. Leaf 
11

odes 
are evaluated according to a ga1ne specific static evaluation function. 

The goal of the algorithm at each step is to maximise the score for each 
of MAX's 1noves and to 1ni11i1nise the score for each of TVIIN's n1oves, where 
MAX a11d MIN are specific termi11ology given to the 1noving player a

nd 
~he 

·t· fi 1 score 1s a 
opponent. Scores are usually i1nplen1ented so that a pos1 ive na 
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win for MAX a11d a negative score is a win for MIN. Tl1e larger tl1e absolute 

value of tl1e score tl1e greater the wi11 or loss. A Minimax algorith111 tl1at 

uses tl1is scori11g system is sometimes referred to as N ega111ax. 
To show tl1e steps take11 by Minimax to cl1oose a move a si111ple two ply 

( two 1nove) ga1ne will be co11sidered. Player 1 may make either Move A or 
Move B while Player 2 may make either Move C or Move D in respo11se. 

Tl1e fi.11al ga1ne score for eacl1 combination of moves is shown in Fig. 3.3 .1 

MaxMove MinMove Evaluation 

A C 12 

A D -2 

B C 5 

B D 6 

Figure 3.5: Example moves in a 2-ply minimax game 
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Figure 3.6: Minimax search of two ply tree. 
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F
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th
er Move C 

or Move D i11 respo11se. ·t· d · ld pos1 1ve 
111 Fig. 3 .6 (ii), leaf nodes of tl1e tree are evaluate to yie_ a . . · resent1n O' a win for 

score representi11g a wi11 for MAX or a negative score rep b 
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MIN. The higl1er the score the better the win for MAX; tl1e lower the score, 

tl1e better tl1e win for MIN. 
111 Fig. 3.6 (iii), the counter1noves that MIN would make in each case 

leadi11g to the leaf nodes are evaluated by cl1oosing the best outco1ne( the 

lowest score) for MIN in each case. 
111 Fig. 3.6 (iv), tl1e MAX move is chose11 by picking tl1e best higl1est 

score from tl1e newly evaluated child positions. MAX will chose Niove B a11d 

MIN will chose Move C. 
A pseudocode implementation of the Minimax algorithm is presented in 

Code 3 .1. 111 this code, the opponents score is calculated as norn1al and 

negated. 

score Minimax (position, depth) { 
if (depth== 0) 

} 

return StaticEvaluation(position); 

best= -INFINITY; 
legalMoves = GenerateLegalMoves(position); 

foreach move IN legalMoves 
{ 

} 

newPosition = ApplyMove(position, move); 
value= -Minimax(newPosition, depth-1); 

if (value> best) 
best= value· ' 

return best; 

Code 3.1: Minimax algorithm. 

Tl1e scores in Fig. 3 .3.1 show one of tl1e sl1ortcon1ings of Mi11i1nax. Player 
MAX wants to 111aximise tl1e overall score and MIN wants to 111ini111ise it. 
111 the Mi11imax evaluation Max assumes tl1at NIIN will play perfectly a

11
d 

) . ) 

vice-versa. 111 tl1is case MAX will cl1ose Move B because both of NIIN s 
respo11ses result in a positive score. If MAX l1ad cl1osen Iv'Iove A, it 

111
igl

1
t 

have wo11 by a larger 1nargi11. Tl1is confi11es tl1e computer to "safety firS
t
" 

strategies wl1icl1 are not optimal. 
Anotl1er practical problem with Minimax is that the searcl1 tree grow~ ex-

po11entially as its depth increases. Tl1is ca11 be addressed in in1plen
1
ent~t

1
~ns 

by using a 1naxi1num depth para1neter (as in Code 3.1) and by restr
1
ctn

1
g 

tl1e searcl1 tree to tl1ose branches tl1at are likely to lead to a good n
1
ove. Tl

1
e 

a(J opti1nisatio11 is e111 ployed for tl1is purpose. 
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3.3.2 AlphaBeta 

Tl1e AlphaBeta( a/3) algorithm has been used since the 1960s to try to over­
come the practical difficulties of searching a Mini1nax tree of a11y 1neaningful 
deptl1. A Mini1nax search is performed as before but is bou11ded by two ad­
ditio11al values, a and /3, which are maintained as the searcl1 progresses. In 
the i11vestigatio11 of a nu1nber of moves for a particular player the value of a 
is used to maximise the advantage while the value of /3 is used to 1ni11i1nise 
tl1e adva11tage of tl1e oppone11t for that n1ove. 111 general, /3 represe11ts an 
upper bound for tl1e best move while a represe11ts tl1e best 1nove detern1i11ed 
at a particular point. If the algorithm terminates with a equal to /3 then an 

opti1nal move will have been found. 
The following is a pseudocode representation of the a/3 algorith1n: 

score AlphaBeta (position, depth, alpha, beta) 

{ 

if (depth== 0) 
return StaticEvaluation(position); 

best= -INFINITY; 
legalMoves = GenerateLegalMoves(position); 
while (not Ernpty(legalMoves) && best< beta) 

{ 
move= PopMove(LegalMoves); 
newPosition = ApplyMove(position, move); 

if (best> alpha) 
alpha= best; 

value= -AlphaBeta(newPosition, depth-1, -beta, -alpha); 

if (value> best) 
best= value; 

} 

return best; 
} 

Code 3.2: AlphaBeta algorithm 

The efficiency of tl1is algorithm is depende11t on the order in wl1ich n1oves 
are searcl1ed. Opti1nally, tl1e best 1nove will be expanded first a11d all otl1er 
1noves quick1y discarded i11 comparison. In tl1e v1orst case it will search tl

1
e 

111oves in ascendi11g order of value, i11 whicl1 case the a/3 search degracles 
i11to a pure Mini1nax searcl1. Tl1e cg in1ple1nentatio11 presented l~ere ~ses 
a sin1ple static cl1ess positio11 evaluatio11, based n1ainly on n1aterial piece 
coui1ts a11d capture positions. Sectio11 3.7 presents so1ne opti111isa~io

11
s ~hat 

ca11 l1elp to improve tl1e move ordering and rel1se tl1e results of pr~viollS 
searcl1es but these rely on structures not imple111ented i11 tl1e cg version. 

I. 
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Under optimal move ordering co11ditions, a/3 has to search 

D+l D 
W 2 + W2 -1 

positions, whicl1 is still exponential in D[33]. a/3 will usually searcl1 twice as 
deep as a basic Minimax search with the same effort, allowing the algorith111 

to look twice as far ahead in terms of game 111oves. 

3.3.3 Aspiration Search 

A11 aspiration search is a 111inor modification of the a/3 search. Usually, tl1e 
a/3 search begi11s with -INFINITY and +INFINITY as the i11itial values for 
a and /3 , thus guaranteeing some 1nove will be chosen as its score 1nust be 
within the ra11ge defined by a and /3. In an aspiration search, tl1e a /3 values 
are set to define a smaller window arou11d so111e expected result. In tl1is 
way, ma11y cut-offs are quickly achieved a11d so the search tree is drastically 
reduced. One drawback is that tl1is algorith111 may fail if no n1oves are found 
tl1at score within tl1e search window. However, evaluated n1oves that score 
outside tl1e wi11dow will either fail high or low. Tl1is infor111ation is used i11 

tl1e parallel optimisation, tl1e Jamboree algoritl1m. 

3.3.4 Jamboree Algorithm 

111 order to acl1ieve savings ( tl1rough early cut-offs pruning the majority 
of tl1e search tree), each iteratio11 of tl1e algorithms presented above 111ust 
use the result of tl1e previous iteratio11. Therefore, this approach does not 
le11d itself well to parallel execution. 111 fact, it l1as been sl1own that if the 
serialisatio11 require111e11ts of a/3 pruni11g are ignored, the parallel program 
will only achieve ✓n speedup 011 n processors[l 7]. A variant on a/3 search 
called Scout[52] l1as been parallelised in tl1e Jamboree algorithn1 used by the 
*Socrates Cilk-cl1ess application[l 1]. It is tl1is algorith111 tl1at is adopted by 

tl1e C Q Cl1ess application. 
As can be seen from Code 3.3,wl1icl1 sl1ows Ja111boree in pseudocode forn

1
, 

the algorithm consists of three main parts. The first is a full window search 
of tl1e first cl1ild position, to give an i11itial reasonable value for a. Sin1ilar to 
o,fJ, the efficiency of the Jamboree algorithm is very dependent on the initial 
move ordering of child positions. If the score for the first move examined 
is close to optimal it should allow subtrees of the other moves examined to 
be rapidly pruned and discarded. If it is a very poor score, it will have a 
detri111ental effect 011 tl1e next part of tl1e algorith111, the "testing" part .. 

With tl1e i11itial a value all the other 111oves are tested by applyn
1
g 

the Jamboree algorithm to ;hem with a zero width search window. This 
test should be much quicker than a normal full window search and will show 
whether each remaining move is better or worse than the initial move. Moves 
which testing showed could be better than the initial move are searched 
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score Jamboree(position, alpha, beta) { 
if(isLeaf(position)) 

return StaticEvaluation(position); 

Part I 
// Full test of first move 
legalMoves = GenerateLegalMoves(position); 
bestScore = -Jamboree(legalMoves[O], -beta, -alpha); 

if(bestScore >= beta) 
return bestScore; 

if(bestScore > alpha) 
alpha= bestScore; 

Part II 
// Parallel testing of moves with zero window search 

forall move in legalMoves) { 
move.score= -Jamboree(move, -alpha-1, -alpha); 

if(move.score > bestScore) 

50 

bestScore = move.score; 
if(move.score >= beta) // 11 abort-and-return

11

• Destroy any 
return move.score; // subcomputations underway. 

} 

Part III 

} 

// Serial search of valid moves. 
foreach move in legalMoves { 

if(move.score > alpha) 
{ 

} 

} 

move.score= -Jamboree(move, -beta, -alpha); 

if(move.score >= beta) 
return move.score; // Abort-and-return 

if(move.score > alpha) 
alpha= move.score; 

if(move.score > bestScore) 
bestScore = move.score; 

return bestScore; 

Code 3.3: Jamboree algorithm. 
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seque11tially i11 the normal manner, i.e., full wi11dow searcl1 and the best 
score returned. If the initial move ordering is poor, many moves will "pass" 
tl1e testing phase a11d must later be searched sequentially. 

Tl1e Jamboree algorithm gambles that enough 111oves will be eli111inated 
during the testing phase to outweigh the cost of searching some nodes twice 
(zero and full window searcl1es) and empirical evidence suggests that it usu-

ally wins[52]. 

3.4 CQ Chess 

Tl1e following subsections describe tl1e CQ representation of the Jan1boree 
algorith1n presented above. The algorith111 has been slightly 111odified to 
retur11 not just a score for a given board, but a 111ove object represe11ting the 
best move. This object co11tains amongst its attributes an evaluation field 

wl1icl1 contains the score for this 111ove. 

3.4.1 PickMove 

Enter 

-30000 

cg.chess. TopJ amboree Exit 

30000 

1 

Figure 3. 7: Picl{Move - Top level graph. Adds initial values to a call to 

TopJ amboree 

PickMove, depicted i11 Fig. 3.7, is tl1e top level graph in the CQ ch_ess 
applicatio11. It is si111ply a wrapper around tl1e TopJamboree node, adding 

i11itial a, /3 a11d depth values to tl1e user defined board operand. 

3.4.2 TopJamboree 

The TopJamboree graph - see Fig. 3.8 - performs a depth check againS
t 

a maximum depth constant defined internally. For the experiments _m th
is 

sectio11 tl1e deptl1 was lin1ited to 4 plies. Since the average nuin~er of rnoves 
available is 35, this implies a tree containing over 1,500 000 leaf nodes to be 
searched and provides more than enough parallelism to exercise 

th
e WebCom 
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4 EqualsOp 

QuickMoveOp 

Exit 
Enter 

- - ---
cg.chess.} amboree 

Figure 3.8: TopJamboree - Performs a simple depth check before calling 

the Jamboree graph. 

system. Tl1is simple bounding mechanism has the advantage of helping 
to rigorously li1nit the work tl1e application will perform but sl1ffers fro1n 
"horizon" effects, where a bad 1nove may l1ide a 1nuch greater threat that 
lies just beyond the current search tree's depth. Again, this issue has bee11 
addressed in the literature and a mechanism to help avoid such situations, 

tl1e "Quiescence" search, is presented in Section 3.7. 

3.4.3 Jamboree 

Tl1e Jamboree graph, show11 i11 Fig. 3.9, is a direct imple1nentation of the 
Jamboree pseudocode presented in Code 3.3. The initial leaf node test is 
performed in TopLevelJamboree ensuring that the Ja1nboree node will be 

performed 011 an actual tree. 
Part I of the algoritl1m is in1ple111ented i11 the nodes depicted in Fig. 

3.10. This area of tl1e graph does a full window search on tl1e first n1ove i11 
tl1e list. Tl1e a a11d (3 operands to the 1nain graph are negated and passed 
to a 11ew TopJ amboree 11ode as (3 and a respectively. A11 incremented depth 

cou11t is passed i11 as is a new board derived fro1n the board operand to 
Jamboree a11d the first move from a list of legal n1oves derived fro1n that 
board. Tl1e TopJamboree 11ode retur11s a move object, the score of which 
is the11 11egated for use in tl1e subsequent parts of the algorith1n . Parts II 
a11d III of the algoritl1n1 are performed by condensed nodes representing the 

graphs TestMoves a11d SerialSearch(Fig. 3.11). 

3.4.4 TestMoves 
TestMoves, depicted in Fig. 3.12, performs a zero windovv search on the list 
of moves given as an operand. Each score returned is set as an attribute of 
the appropriate move object. The test is simply to determine whether the 
move is better or worse tl1an the first move in the list , known by vvhether 
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Negate 

RemoveElement 

GetScore 

Figure 3.9: Jamboree 
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nter 

LegalMoves 

GetMov Negate 

~ 

Figure 3.10: Jamboree Part I 

score 

- - - - - - - - - - - - - -

Figure 3.11: Jamboree Parts II f3 III 
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Figure 3.12: TestMoves 
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a (l1opefully quick) zero-window search fails high or fails low. A con1plete 

searcl1 of the moves that "passed" the test takes place in the next graph, 
SerialSearch. TestMoves makes extensive use of tl1e forall construct, which 

is explai11ed i11 detail in Section 3.5 and is represented in the graph by 
ForAllUnary and ForAllBinary nodes. A forall node implements a parallel 
loop by tak:ing a list of data and a CQ node as its operands, replicating the 
node and passing each node instance an element from the list of data as its 

first operand. In Fig. 3 .12 the first use of forall in the graph is where an 
ApplyMove node (which already has a Board opera11d) and a list of moves 

are passed as operands, the topmost ForAllUnary node in tl1e figure. This 
node creates enough ApplyMove nodes, each with a copy of the preexisting 
Board operand, to simulta11eously execute eacl1 with a different n1ove fro1n 

the list. Tl1e results are returned as a list of 11ew Board objects. 
Tl1ese 11ew boards represent child positions to be tested and are passed 

to a11otl1er forall node which will pass tl1em as operands to Top]amboree 
nodes. The TopJamboree nodes apply a zero wi11dow search, using - a and 
-a - 1 as a and /3 in the search, along with an incren1ented depth count . 

Tl1is will result in a list of Move objects, each of which contains a 1nove score. 

The re1nai11i11g sequence of forall 11odes accesses those scores, negates the1n 
to correct tl1e perspective, and applies the1n to the original list of 1noves 

whicl1 is returned through the exit node. 

3.4.5 SerialSearch 

Fig. 3.13 depicts tl1e fi11al a11d most complex graph in the application, 
SerialSearch, which performs a sequential search of the "passed' n1oves in 
the list. To search a give11 move it calls a new instance of the TopJamboree 
grapl1 011 that move with a full search window. The results of that search 

1nay be used to tighte11 the bounds 011 tl1e next search and so each subsequent 
search sl1ould fi11ish quicker. Again, since tl1is is a variant of a/3, its efficiency 

is higl1ly depe11de11t on the origi11al ordering of moves to be searched. 
SerialSearch makes use of a11otl1er grapl1 construct, a Pass-If-False con-

struct, wl1ich is explai11ed i11 detail i11 Sectio11 3.5. This construct is u~ed 
to preve11t tl1e executio11 of a large portio11 of the graph by withholding 
its operands, si111ilar to the way sten11ni11g delays execution of a node by 

witl1holdi11g its desti11atio11. 
Tl1e graph takes the followi11g as its operands: tl1e current Boaf

d 
po-

sitio11, the list contai11i11g 1noves to be searched, the current dep
th

' 
th

e a 
and /3 bounds, a list index which specifies the move to be searched, arr

d th
e 

best 1nove so far. Tl1e first decision made by tl1e graph, i.e ., 
th

e ifel node 
co1111ected to tl1e exit node in Fig. 3.13, is a check to ensure there is ano

th
~r 

1 
. ' B t S r,, graph operand 1s 

move eft 111 tl1e list. If tl1ere is not, the11 tl1e es O rar 
t 

· d · • · l l d (J' • nst the current a 
re ur 11e . If tl1ere 1s a 1nove left, 1 ts score 1s c 1ec {e abai 
and if it l1as passed tl1e TestMoves test it is searched in turn. 
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If tl1e move score does not "pass", then the result of a new SerialSearch 
node is returned. With the exception of a11 incremented list index, all 
opera11ds to the recursive call are unchanged. Fig. 3.14 highlights this 

area of tl1e graph. 

GetScore Apply Move Negate 

GreaterThan Dummy TopJamboree 
\ 

\ 
I 

I 
I 

I 

---

GetScore 

Negate 

Figure 3.15: Performing a TopJamboree search on valid position. 

If tl1e n1ove score is greater or equal to a it is searched by a Top] amboree 
node. This check is depicted in Fig. 3.15, whicl1 also highlights the use of 
the Pass-If-False co11struct to witl1hold execution of the Top]amboree call 

until necessary. Tl1e move is then assig11ed its new score. 
If tl1e 1nove's score is better tl1an a another recursive call to SerialSearch 

) 

uses the score as a a11d the move as the new Best So Far n1ove. The result 
of tl1e recursive call is compared witl1 the move exa1nined by this instance 

ai1d tl1e best of tl1e two is retur11ed as tl1e overall result. 

3.5 New cg Constructs 

Durii1g the development of the C Q Chess application, so1ne new conS
t
ructs 

were developed. 

3.5.1 Pass-If-False 

The first of tl1ese is tl1e Pass-If-False construct, see Fig. 3.16. T~
1
e ~~~s­

IJ-False is a variation 011 tl1e sta11dard ifel node which does nothing if its 
boolean expression operand evaluates to false. This is accomplished in 

th
e 

model by the use of an ifel node and a "dummy" node which has one operand 
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port, one operation port and one destination port. The boolean operand to 
the ifel node and the "then" operand are set as normal. The "else" port 
of the ifel nocle contains a stemmed con11ection to the Dummy node. This 
allows tl1e ifel 11ode to form a complete triple and fire according to the cg 
firing rule described in Section 1. 3. 

G 
- - - - - .... 

' 

boolean 
expression 

'>--- {synch~ .. 

dummy 

Figure 3.16: Pass-If-False construct 

If tl1e boolean expression is false, the ifel node will copy its destination 
port i11to the destination ports of the Dum111y node. This will halt the 
co1nputatio11 at tl1is poi11t since the Dummy node will not receive an operand 
value a11d so can never fire. 1 The overall effect of this is to conditionally 
fire tl1e co11densed node on the "tl1en" port of the ifel node. This alleviates 
tl1e 11eed for stemming all connections in a critical patl1 as shown in Fig. 
3.17 a11d in doing so avoids some of the complications discussed in Section 
3.5.3. Examples of tl1e pass-if-false if can be seen in the SerialSearch graph 

i11 Sectio11 3.4.5. 

- - -• G H --• I 
' ' ' ' ' ~ 

boolean 
expression / 

Figure 3.17: If Node Fis a very expensive computation then the program­
mer may wish to execute F only if needed, i.e., the boolean expression to 
ifel is true. To achieve this, all destinations must be stemmed fro 7n the ifel 
node back to Node F. This leads to complications if any node in that pa

th 

has 'more than one destination. 

1 
A 1 l D d fr firing Hovvever in the 

ac < of operator would also prevent the un1my no e om · ' . . . 
WebCon1 implementation the Dummy node has a special DummyOp operator for logging 

a d d
. . . . . . 

1 
d de J1ave no operand value. 

11 au 1t1ng purposes and so 1t 1s cr1t1cal that t 1e u1nn1y no 
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3.5.2 ForAll 

The parallel loop in the Jamboree algorithm is implemented by a ForAll 
loop co11struct. The TestMoves graph (Fig. 3.12) utilises two versions of 
this 11ode, For All Unary and ForAllBinary. The execution of the ForAll node 

is depicted i11 Fig. 3.18 and is detailed below: 

1. Tl1e ForAll node takes a list of N data values and an "operationii node 
(Node G) reference as its operands. When executing, it 111akes N-1 
copies of tl1e operation node and adds them to its container graph. 

2. Eacl1 data value in tl1e original list is tl1en copied into the first operand 

I)Ort of an operation node. 

3. A Collector node witl1 N operand ports is created. 

4. Eacl1 of tl1e G nodes is given one of these operand ports as its desti-

11ation. Each G Node is now fireable. 

5. Tl1e Collector 11ode is given a copy of the ForAll node's destinations 

wl1icl1 are then deconstructed. 

6. Wl1e11 all of tl1e Collector 11ode's operand ports have result values, it 
executes and its operator collates tl1e results into a single list. This 
list of results is then passed to its destinations a single result value. 

A variation 011 tl1e ForAll node is the ForAllBinary node. This node 
takes tl1ree opera11ds, a11 operation node as before and two lists of data. 
Wl1e11 populati11g tl1e newly created operation nodes it copies one elen1ent 

fro111 eacl1 list i11to tl1e first two operand ports of each operation node. An 
exa111ple of tl1is can be see11 in tl1e TestMoves graph (see Fig. 3.12) vvhere 
tl1e ForAllBinary 11ode is used to apply a list of 111ove scores to a list of 

n1oves. 

3.5.3 Synch Node 

A11 issue tl1at arises i11 tl1e co11ditional execution of nodes in the graph is 
whether to re-execute a node if its result is required at different points in 
time. Fig 3.19 provides a11 exa111ple situation wl1ere there are two 

st
en~n

1
ed 

con11ectio11s to Node F. Tl1ese 11odes 1nay each graft onto Fat different tin
1
es. 

Wl1e11 tl1e first grafts 011, F beco1nes fireable as norn1al and executes_- Once 
it l1as fi11isl1ed executing, its destinatio11 port is deconstructed, retur~

1
ing 

th
e 

node to its pre-execution state. When Node B grafts on to F 
th1 

· whole 
process is repeated. If a 11ode is refere11tially transparent it i desirabl_e to 
retur11 tl1e already calculated result i11stead of recalculating it a eco

nd 
tinl~-

A 
· 1 · · · · · ·ti t altering the n1odel 1s 

s11n p e way to achieve tl11s opt1m1sat1on w1 1ou . . 
to add a synch node to the graph betwee11 Node F and its destinations as 
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(i) (ii) 

© "- -- ol!-..o G 

;~.n G 

-ii-.iCJ G 

(iii) 

ForAll }----ao destination 

0. 

Collector Collector --~ 

ForAll 

(v) 

l~I o destination 

Figure 3.18: Execution of the ForAll node. (i) A graph containing an 
executable ForAll node. (ii) Enough copies of Node G are created to match 
one to each of the N operands in the list. (iii) A Collector node is created 
with N operand ports acting as destinations for the G nodes which are all 
fireable at this point. (iv) The Collector node is given a copy of ForAll 's 
destinations as G nodes execute to provide operands for Collector. ( v) When 
all of Collector's operand ports are filled it fires, collating the results from 
the G nodes into a list which is passed on to its destinations. 

(i) ~ 

CD
/~~ 

::,'CD 

(ii) 

(iii) rl ---~ A 
(iv) 

(v) rl 
=--II~ A 

CD 
r2~ 

Figure 3.19: Multiple stemmed connections scenario: (i) Nodes A a
nd 

B 
both have stemmed con'nections to Node F. (ii) Node A requires a re .~.lt 
from Node F and so gives its operand port to Node Fas a destination. (i~i) 
Node F fires, producing result r1 and deconstructing its destinations. (iv) 
Node B now requires a result from Node F and gives F a new deStination. 

( v) Node F fires again, producing a new result, r2. 
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(i) 

®---•~: 

(iii) 

F 
~' 

(v) 
r 

CD r•~, 

(vii) 

CD 

A 
(ii) 

A 

B 
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CD r-.-~ 
B 

(vi) 

CD r-.- synch 
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' 'CD 
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B 

Figure 3.20: Sequence of graph operations when using a synch node as a 
cg "variable" with multiple stemmed destinations. (i) Initial scenario, all 
connections are stemmed. (ii) Node A provides a destination for synch. 
(iii) Synch now requires a result from Node F and so acts as a destination. 
(iv) Node F executes, generating result R. (v) Synch now executes passing 
R on to Node A and deconstructing its destinations. (vi) Node B requires a 
result from sy11cl1 and provides a destination. vii Synch fires again, passing 
on R to Node B. In this example, R does not have to be recomputed each 

time it is required. 
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depicted i11 Fig. 3.20. The function of the synch node is to si111ply copy its 
single operand value to each of its destinations. In this way, referentially 
tra11spare11t nodes which need only execute once can have their result stored 
i11 tl1e synch node itself, which is acting a variable in the graph. Each 
ti111e tl1e result is required, the Syncl1 node refires, passing on the result to 
desti11atio11s as they arrive. For 11odes that are not referentially transparent 
(e.g., ti111e dependent nodes), ste1nmed arcs connect directly with the F node 

a11d cause its refiring each time a graft takes place. 

3.6 Parallelisation Study 

I. Serial search of first 1nove 

2. Test remaining moves against 
score. 

Jamboree 
l. Serial search of first move 

2. Test remaining moves against 
score. 

1. Serial search of first move 

1. Serial search of first move 

2. Test remaining moves against 
score. 

I. Serial search of first 1nove 

1. Serial search of first move 

1. Serial search of first move 

2. Test ren1aining n1oves against 
score. 

1. Serial search of first move 
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Figure 3.21: Recursive calls while testing moves expose a large amount ~f 
parallelis'm( approximately 35N where N is the depth of the search tree) in 

the Jamboree algorithm's execution. 
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) testecl by searching them with a zero width search window. There will be 
011 average, thirty five branches from a given node in the search tree and all 
of tl1ese may be tested simultaneously. Eacl1 of these sub computations will 

test their own children, and so on, exposing a large amount of parallelism 
(Rougl1ly 35N wl1ere N is the number of plies in the search tree). 

Fig. 3.21 shows a partial s11apshot of a Jamboree execution. It is im­

porta11t to 11ote however, that tl1is execution "stack" will be followed by a 
sequential search of each move that "passes" the test, but each sequential 

searcl1 will e1nploy the Jamboree algorithm on its children resulting in a new 

exposure of parallelism. 
To test tl1e parallelis1n exposed during the execution, the application was 

run on a single WebCom unit and some statistical information recorded. The 

applicatio11 was limited to a 4 ply horizon. The application was asked to 
cl1oose a11 opening move for White. Since tl1ere was only one WebCom unit 
involved i11 tl1e computatio11, instructions were executed sequentially. Fig. 
3.22 depicts the 11umber of fireable nodes over ti1ne. These are nodes with 

co1nplete triples which are waiting to execute. 

instructions 

8000 ..------r----,------"lr-"------"T------,--.----------i 

7000 
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time (ins) 

Figure 3.22: Number of nodes available during CQ Chess execution. 

Eacl1 1neasure1ne11t was recorded when a newly fireable node was added 
to the queue. As can be seen from the resulting graph, this number varied 
fro1n O to over 7200. Tl1e tre11d of tl1e graph shows the top level, sequential 
steps that the application takes. First, a list of possible moves is created 

d 
. 0 tl r t is in place. each 

a11 ordered by extre1nely terse evaluation. nee 1e is . ' . 
inove is evaluated. Tl1ese tasl<s are distinguisl1ed in the graph by 

111st
ruction 

cou11ts at or near zero. fi 
Tl 

. • · · 11 ed represents the rst 
1e large a1nou11t of parallelism 1111t1a y expos . 

1 1 t tl e first 111ove 111 the 
searcl1 that was forced to searcl1 deep to ful Y eva ua e 

1 

list· Searcl1es tl1at occurred after this plateau were able to quickly abort_ a~ 

l 
. .· red The resulting 

t 1e first 1nove was indeed tl1e best u11der tl1e criteria app 
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1nove was 1 f3 (see Fig. 3.23). 

s :( 

Figure 3.23: State of play following White's opening move. 

3. 7 Optimisations 

The CQ Cl1ess application i11 its current form is too inefficient to do well in 
a timed tournament environme11t. Its purpose is only to provide a test bed 
for tl1e WebCom syste1n. However, some optimisations which could increase 

the efficie11cy of the application are listed here. 

1. Transposition Tables: These are a required feature for n1odern a/3 
based chess applications and are used in virtually all tourna1nent qual­
ity chess programs. In practice, tl1e chess search space tends to form 
a grapl1, not a si1nple tree. This is because 1nany board positions n1ay 
be reached by 1nore tha11 one sequence of moves. A lot of work n1ay 
be saved by recording searcl1ed positions and various pertinent data 
sucl1 as score, deptl1, whetl1er the score is exact or an upper or lower 
bound. Tl1is list is then co11sulted before a position in the search tree 
is searcl1ed a11d, if a match is found, the score 1nay be returned with­
Ollt further searchi11g tl1at subtree. When using iterative deepening, 
tra11spositio11 tables become especially useful. "Iterative Deepening 
a/3" [59] is an a/3 2-ply search followed by a 3-ply search and so on un­
til a D-ply (where D is the maximum search depth) search is reached. 
Although this seems very inefficient, results given by the previous it­
erations tighten bounds and improve move ordering to such an extent 
tl1at it generally outperfor1ns a si11gle initial D-ply search. Transposi-
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tio11 tables are vital since the same branches inay be considered inany 

ti111es i11 an iterative search. 

It is very difficult to implement an efficient transposition table n1echa-
11is1n 011 a parallel distributed system. Variations of the a{3 algorithm 
l1ave been developed to use transposition driven scheduling[32]. It is 
11ot clear at this point how such a data structure would be iinple1nented 
in tl1e Condensed Graphs model without introducing WebCoin specific 

n1ecl1anisms. 

2. Move Ordering: The CQ Chess application uses a relatively naive 
1nove orderi11g scl1eme. Moves for the highest ranking pieces are searched 
first a11d tl1ese rnoves are the11 sub-ordered in terms of capture or threat 
of capture positions. More complex algorithins exist such as the killer 

l1euristic a11d tl1e history heuristic. 

3. No Fixed Depth: The application prese11ted in this chapter is bounded 
by an overall depth parameter, as discussed in Section 3.4.2. A tour­
na1nent application would be better served by searching till a given 
deadli11e and returning the best move found at that time. In this way, 
a part of tl1e algorithm 1nigl1t look 1nore plies ahead than usual and 

i1nprove the accuracy of the next move evaluations. 

4. MTD(f): A11 i1nproved version of a./3, known as n1td(f), co1nbines 
iterative deepe11ing with aspiration search techniques to perforn1 a 
11u111ber of zero window searcl1es on the moves to be evaluated. Each 
searcl1 eitl1er fails "high" or fails "low", allowing a binary search of 
tl1e Mi11imax tree to be performed. MTD(f) has been shown to be 
a11 extremely efficient sequential algorithn1, outperfor1ning all other 

algoritl1ms it has been compared with[53]. 

3.7.1 When things go wrong 

Since WebCon1 is a dynamic platform, a11d tl1e accun1ulated risk of failure 
for individual co1nponents 111ay be higl1, so1ne i11echanisn1s are required to 

allow tl1e WebCom syste1n to deal with various kinds of failures. . 
For exa1nple, a com1non problem witl1 distributed syste1ns of any ki

nd 

is tl1e temporary loss of a network link. Tl1e ConMan n1odule addresses 
tl1is problem by imn1ediately atte1npting to re-establish broken links to con­
nected units. However, if a network link ca11not be salvaged, then 

th
e Con­

Ma11 reports tl1e broken co1111ection to the Fault Tolerance NI odule. The 

F 1 
· · f 1 ts and sec-

au t Tolerance Module contains logic for first surviving au , . . 

dl l 
. . . 

1
. • tl f of this thesis and is 

on Y to erating tl1en1. Tl11s fu11ct1ona 1ty 1s 1e ocus 

discussed i11 deptl1 in Chapter 4. 



Chapter 4 

Managing the U nexpected 

Due to the dynamic 11ature of WebCom, and the potential diversity of re­
sources it may harness, it is reasonable to say that it will encounter unex­
pected behaviour and must react appropriately. A WebCom systen1 n1ay be 
a co1nplex topology of interacting Units, each co1nprised of interacting Mod­

ules employi11g various l1ardware and technological subsystems (see Chapter 
2). It is, for all practical purposes, impossible to accurately predict the ex­
act bel1aviour of all these co1npo11ents. Hence, many factors 1nay i1npede an 

applicatio11's execution, or may cause it to fail. 
Failure may be caused by an i11correct graph construction or by a hard-

ware or network failure. However, tl1ey are not limited to these. Since 
WebC01n, in general, does 11ot l1ave full control over every 1nachine par­

ticipati11g in a co1nputatio11, it 1nay i11terpret various unexpected events as 
faults. For example, machines may be rebooted, other processes 1nay fill a 
hard drive or overload a CPU, a local user 1nay suddenly require all of a 
macl1i11e's resources or the macl1ine may be ru1111i11g on a schedule and where 
it is only available to WebC01n for certai11 time periods. These are apparent 
faults. Tl1at is, tl1ey may be i11terpreted as faults but are really just events 

that slow tl1e progress of an execution. 
S01ne of tl1ese eve11ts may be 1ninor faults tl1at can be imn1ediately ad-

dressed by tl1e appropriate WebCom Module. For exa1nple, the ConNian 
Module incorporates so1ne local routines to atte111pt to re-establish a broken 
socket co1111ection. Other appare11t faults 111ay l1ave no sin1ple ren1edy and 
will l1ave a mucl1 larger impact on a11 application execution. These n

1
ore 

severe faults are dealt witl1 by tl1e Fault Tolerance Niodule. 
Tl1e following sectio11s outli11e traditio11al fault tolerance schen

1
es and 

how tl1ey are utilised i11 WebCom to address well known distributed sy
st

en
1 

· l M · · · tl · ct of 111ore 
ris <s. ecl1a11is1ns and algorith1ns developed to n11n1m1ze 1e 1n

1
pa 

unique risks added by WebC01n's dy11a1nic topology 1nanageinent are also 

discussed. 

68 
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4.1 Inherent Mechanisms 

69 

The distributed execution of graphs optimises execution costs by exploiting 
parallelism, but also adds to the complexity of the system by introducing 
network tecl1nology and its associated fallibility. Breaks in physical wires, 
latency caused by variable network traffic loads plus the additional hardware 
failure risk associated with 11etwork equipme11t such as NICs and switches 
all greatly increase the chance of a fault in the distributed co1nputation. 
These problems are not new to WebCom and have been addressed by 1nany 
other systems and in tl1e literature through such techniques as message 
acknowledgements, cl1eckpointing with rollback (see Section 1.2) and redun-

dant executions. 

(i) 
WebCom Unit 

ConMan 
·------· 

Descriptor 

Socket 

Ou ts tanding ~ 
Instructions 

(ii) WebCom Unit 

Backplane 

ConMan 

Descriptor 

Outstanding 
Instructions 

WebCom Unit 

ConMan 

Descri tor 

Socket 

Figure 4.1: Fault Masking:(i} A disconnect from a remote machine i~ de-
u · ( · ') Th Descriptor 

tected by that connection's Descriptor on the local nit. ii e . 
. . . b k th B k lane for rescheduling. 

passes all outstanding instructions ac to e ac P 
A 

. . t · g must be started 
ny instructions the disconnected machine was execu in 

anew. 

. d t th b·eakincr of a network 
Most faults in WebC0111 can be attribute o e r b . . . 

1
. k d ' •t f the network failing, 
1n . This may be caused by so1ne i11ter1ne 1ary par O 

1 . 
l f .1 f the actual n1ac 11ne 

such as a broken wire or failed router, or by t 1e ai ure 0 
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on the other end of the connection. Fault survivability is obtained through 
localised fault management within the ConMan Module. Each Descriptor 
within that Module is responsible for the management of a single connection 
to so111e remote Unit and, by extension, is responsible for detecting problems 
with that connection. Faults such as a broken socket are easily detected 
as the Descriptor's "read" thread, described in Section 2.12 will catch a 
Java IOException. In this case, the descriptor attempts to reopen the 

socket. If the connection cannot be restored it is assumed to be lost and any 
outsta11ding instructions are passed back to the Load Balancing Module for 
rescheduling and the Descriptor is deallocated. This is illustrated in Fig. 
4.1 a11d provides Fault Masking in WebCom, a process used by many other 

1netacomputing systems. 

WebCom Unit 
WebCom Unit (Hung machine) 

ConMan 
ConMan 

\...------
------· 

instructions 
Descrintor 

... Descriptor 
E:] • • [u -

Socket 
Socket 

~ 

Outsranding I :1 -
Instructions ·•·•··. 

Figure 4.2: A remote machine has hung, leaving its network connection 
open. Sending instructions to the socket will not cause a detectable failure. 

However, these instructions will not be executed. 

Another type of fault detectable by tl1e Descriptor, is that of a "hung'; 

remote macl1ine. In that case, the connection is sound and the remote ina­
chine ca11 receive messages but it does not respond. This is illustrated in 
Fig. 4.2. Detecting tl1ese faults is achieved by using messa.ge acknovvledge­
inents. If no acknowledge1nent is returned witl1in an esti1nated tiine then 

the co11nection is co11sidered to be lost. 
A 1nore subtle version of tl1is fault ca11 occur when only the Engine 

Module(s) 011 the re1nove machi11e has hu11g. The remote ConNian Nio~ule 
may tl1en receive a11d ack11owledge 1nessages as nor1nal, but inStructions 
will not be processed by tl1e Engine Module. The ConMan could probe 
for this fault by usi11g instruction timeouts, i.e., by expecting a result t_o 
be generated for eacl1 instruction withi11 a ti111e window. This approach is 
not used in Web Com since instructions 111ay be of an arbitrarily large ( a

nd 

d 
· 11 · · h ' · · d ·s di•fficult to calculate. 

yna1n1ca y determ111ed) size and t 1s t1111e win ow 1 

A f 
· Eno-ine Niodule. 

pre erable optio11 is to directly detect an unresponsive b . . 

Tl 
.11 l . depencl1n0' on 1111-

1e definition of a failed E11gine Module w1 c 1ange b . . . 

1 
. d Tl f 11 wing heur1st1c 1s 

P ementat1ons, and on the tecl1nology e111ploye • 1e 
O 0 
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employed by tl1e Condensed Graphs Engine Module. The Engine Module is 
assumed to have failed when the following conditions are true: 

1. It is not waiting on any partial results. 

2. It has not generated either the result of its computation or further 

sub-task i11structions within a reasonable time. 

Tl1e time window referred to in Condition 2 is extremely small since 
once Co11dition 1 becomes true, the incorporation of a result value into the 
progra1n graph simply involves setting reference pointers. This should al­
most i1nmediately ter1ninate the co1nputation or render another node fireable 

n1aking Condition 2 false. 
This l1euristic will detect a failed Engine Module, i.e., one whose execu-

tion thread has died for some reason, but it cannot distinguish between a 
failed Engine a11d a11 incorrectly constructed progra1n graph, such as that 
illustrated in Fig. 4.3. In the curre11t versio11 of WebCom, the responsibility 
of ensuring correct graph construction is placed on the application developer. 
In the future, well formed graphs will be ensured by both the graph con­
structio11 environment and runtime cl1ecks to detect non-terminating graphs . 

X 

F 

Figure 4.3: An incorrectly constructed graph, Node F has no operand value 

and so will never fire, halting the critical path of the graph. 

Tl1e polli11g required to detect a failed E11gine Module using these n
1
eans 

is performed by the Fault Tolerance Module. When a failure is detected; 
this Module attempts to restart the Engine 1/Iodule s execution thread . If 
the Engine does not restart, or starts but does not generate a result or 
instructio11, the11 tl1e Unit closes its 11etwork connections and shuts do~vn. 
This allows any co11nected macl1i11es to use the fault masking 1nechanisn

1 

described above to co11ti11ue with the computation. During the shutdown 
procedure, WebCom logs various information about the circun

1st
ances at 

the poi11t of failure, i11cluding a description of graph 1ne1nory. O~e of 
th

ese 
descriptions, a snapsl1ot of a grapl1 i11 me1nory, can be seen in Fig. 

4
·
4

· 
The fault tolerance procedures discussed so far all implement_ a form of 

fault masking ensuring that if a Unit fails any tasks on which it is worlnng 
are reschedul~d elsewl1ere. Tl1is means tl1at tl1e con1putation will conlplete 

1 
. . . H tl are two clra,vback 

as 011g as one Unit re1na1ns operational. owever, 1ere · ., . 

t th
. . . . • tl i'root Unit of the 

0 1s approach. A single po111t of failure exists 111 1e 
t 1 b 1 . ·e In general. the 
opo ogy a11d the cost of rescl1eduli11g work 1nay e arg · · 
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closer a failed unit is to the root of the topology tree, the larger the cost is 

likely to be. 

4.1.1 Cost of Survival 

In a 2-tier environment , tl1e recovery effort is limited by the size of the 
rescheduled instructions. However, a WebCom instruction 1nay be arbi­
trarily large and the cost of re-executing it is correspondingly large. The 
dyna1nic topology employed by WebCom also increases the cost of recovery. 
The failure of a single Unit in a complex hierarchical topology 1nay also 
orpha11 processors, as shown in Fig. 4.5. Therefore, the cost of the failure 
includes the loss of all partial results resident i11 tl1e subtree connected to the 
failed Unit and tl1e isolation of the Units in that subtree. The orphaning of 
these Units will reduce the computational power of the metaco1nputer and 
1nay also prevent tl1e application from terminating if the isolated resources 

were executed. 

(i) 

(ii) 

Orphaned machines 

D 

F. l · · b th the loss of work done 
igure 4.5: The failure of a machine resu ting in ° 

by its descendants and the orphaning of those descendants. 
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4.2 Fault Recovery Procedure 
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The previous section illustrates how a single fault can orphan subtrees of 
the executio11 and cause tl1e loss of work. In the worst case, the "root" node 
fails. These problems can be addressed by the Fault Tolerance Module. This 
Module interfaces with the Backplane and se11ds messages to Fault Tolerance 
Modules on connected machines to maintain certain information about the 

Unit's position in the topology. It uses a modified version of the following 
Unit Replacement Procedure to manage fault impact. 

4.2.1 Unit Replacement 

The ability to redirect Units within the WebC0111 topology can be used to 
provide a general procedure for replacing Units regardless of their location 
in the topology. Any Unit A may be substituted by any Unit B through the 

following steps: 

1. U11it B is redirected to the parent of the Unit A. 

2. Tl1e pare11t sends a message to Unit A instructing it to redirect all of 

its cl1ildren to Unit B. 

3. Unit A connects to Unit B and sends it a 111essage containing its entire 

grapl1 1nemory. This is possible since the graph men1ory in the default 
Engi11e Module is a serializable Java object . If it is not possible for 
Units A and B to connect to each otl1er directly, their parent is used 

to relay the message (as described in Section 2.18). 

4. Unit B resumes execution of Unit A's graph. 

011 completio11 of this procedure, the replacement Unit has assumed both 
the topological positio11 of the replaced Unit, and also its execution state. 

Fig. 4.6 illustrates these steps. 
This procedure requires tl1at botl1 Units are equivalent in tern1s of En-

gine and ConMa11 Module functionality. En1ploying this procedure allows 
WebCom to replace a l1eavily loaded Unit with a n1ore powerful Unit and it 
allows a l1eavily loaded Unit at the root of a large subtree of the topolog~ to 
gracefully leave WebCom without major impact on the overall con1putation. 

4.2.2 Replacing Failed Units 

Housekeeping 

Tl 1 f ·1ed Unit anywhere 
le recovery procedure e11ables WebCon1 to rep ace a ai . 

· tl f tl t poloffy and rein-
in 1e topology w l1ile 111ai11taining tl1e structure o 18 0 

b . . 
. . l . th f 11 wing infor1nat1on is 

corporat1ng partial results . To accompl1sl1 t 11s, e O 0 

1naintai11ed by tl1e Fault Tolera11ce Niodule on each Unit: 
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(i) (ii) 

B B A 

(iii) (iv) 

B A 

Figure 4.6: Four stages of the Processor Replacement Routine, Unit B is 

replacing Unit A. 

1. A record of its grandpare11t i11 the topology. It receives this infor1nation 

wl1en connecting to its parent. 

2. Every result sent to its pare11t, along with that result's associated 

instruction. Tl1is information is stored in tl1e Fault Tolerance Module 

and is referred to as tl1e execution history. 

3. Tl1e addresses of all its sibli11gs (if 110 grandparent exists) . 

4. If its parent is the root node of the topology, a copy of that parents 

curre11t instruction. 

Housekeeping Costs 

There are a 11umber of costs associated with the trans111ission and storage 

of this extra i11formation at runtime. These costs are analysed later in 
th

is 

chapter. 

Communications: A 1nessage 1nust be sent whenever a connection is es­

tablished to send grandpare11t infor111ation to new children. N+
2 

(Wl1ere N = the 11umber of existi11g children) n1essages muSt be s~nt 
w l1en a new cl1ild con11ects to tl1e root 11ode, one for each exiSting child 
ai1d one to tl1e new U11it, listing those children. An additi~nal iness_ag~ 
i11forms tl1e 11ew U 11it of what instruction the root node is executing. 
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These messages incur a delay as a client Unit is not considered to be 
active u11til it has acquired this data. 

Storage: Each Unit must record its execution history. The hierarchical 
nature of Condensed Graphs provides a natural bound on the size of 
this history. A Unit's execution history may be safely deleted once 
its parent has sent a result to the grandparent, as the partial results 
stored by its children are now redundant. Therefore, the 1naxin1u

1
n 

size of the execution history is limited to the number of nodes in the 
largest Conde11sed Graph in the application. 

If eacl1 Unit is allowed to execute N instructions simultaneously. the 
1naxi1nu1n storage and "new instruction notification" costs are a factor of 

Action 

If a U11it in tl1e topology fails, tl1e l1ousekeeping infor1nation is used by the 
following procedures. The first procedure is used if the failed Unit had 
a pare11t and the second is used if the failed Unit was at the root of the 
topology tree. 

A 

A B --------- N A B --------- N B ---------

B 

~ 
A B --------- N A 

,......._-, 
B --------- N A C ---------

Figure 4. 7: Choosing a replacement: {i} Grandparent chooses first v_ol­
unteer, Unit A in this case. (ii} The root Unit has failed, its children decide 
amongst themselves who will replace it. 

Failed Unit had a Parent 

1. Tl1e failed Unit's cl1ildren con11ect to their grandparent anc1 a replacde-

I tl , ent ver ion the gran -111ent is cl1ose11 fro1n a1nong the111. n 1e curr 
. . f l · . tl e first volunteer. on the pare11t uses the si1nple l1eur1st1c o c 1oos1ng 1 
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(ii) 

77 
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Figure 4.8: The replacement Unit requests a new copy of the failed unit ·5 
instruction. This instruction is evaporated to a new graph . 

assumption tl1at that Unit will be either the least loaded of the volun­
teers or it will have the fastest network link to the grandparent. An 
adva11tage of this heuristic is that the grandpa.rent does not have to 

wait for all of the failed Unit's children to volunteer before choo ing 

its replacement. Both of these scenarios are depicted in Fig. 4.7. 

2. 011ce a replacement is chosen, it stays connected to the grandparent. 
The grandparent redirects tl1e rest of the failed Unit's children to the 
replace1nent (Depicted in Fig. 4.7(i) ). 

3. The replacement u11it asks its new parent (its old grandparent) for a 
copy of the failed Unit's instruction. It loads a. new CondensedGraph 

appropriate to tl1e i11struction (see Fig. 4.8). 

4. The replace1nent unit 's new children send it a copy of their execu­
tio11 histories , which are 1nerged with its own. These partial re ult 
are then reincorporated i11to the newly allocated graph as sho,vn in 
Fig. 4.9. This is acco1nplished by checking each outgoing instruction 
against tl1ose in the execution history. Where a. n1atch is found. the 

corresponding result is immediately reused. 

5. Execution of tl1is graph resumes. 

Failed Unit was Root Unit 

1. If tl1e root unit fails then its children will con1n1unicate an1ong t theni­
selves and use a voti11g procedure to choose a replacen1ent. In the cur­
rent versio11 the u11it witl1 tl1e least clients of its own is chosen on th 

assu111ptio11 'that if a heavily loaded unit acquire 111any clie~its then 
tl1e least loaded u11it will l1ave acquired the least nu111ber of client,_ In 

tl f . d d • · · ade based on IP aclclres, • 1e case o a tie tl1en a ran on1 ec1s1on 1s 1n c 

Fig. 4. 7 (ii) depicts this sce11ario. 
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2. Once a replacement is chosen, the rest of the f'a
1
·1ecl u ·t·. l -

11 111 , c 11 c ren co11nect to the replacement Unit. , 

3. Since the failed Unit was at the root of the topolo tl , 1 
. . gy, 1 rep ac 111 nt 

U i11t will already have a copy of the instruct1·011 th t tl f ·1 1 · 
. . . a . 1e a1 ec nit was working on 1n its housekeeping records. 

4. The replacement Ui1it's i1ew children send it a copy of tl
1 

·, t· 
en execu 1011 

histories, which are merged with its own. These partial r :ult arc 
then reincorporated into the newly allocated graph as , hown in Fig. 
4.9. · 

5. Executioi1 of this graph resumes. 

(i) (ii) 

~) 
A CD A(}) execution 

~ history .. 

I ....... 

B - - ------- N B --- - ----- N 

Figure 4. 9: The replacement Unit's new clients send it their execution 
histories. These results are then reused in the new graph bringing it to a 
state similar to that of the graph on the failed Unit. 

Rolling a Graph Forward If the failed Unit had not executed any in­
structions locally thei1 the new graph will resun1e fro1n 1vhatever point that 
Ui1it stopped at. However, if the failed Unit had executed instructions lo­
cally tl1en tl1ese instructions may have to be re-executed. The follo1ving 
rol1tine is used to prune uni1ecessary nodes from the graph. 

1. A recursive routine parses the graph, beginning at the Exit node and 
workii1g backwards. 

2. If no result value is present for the current node, it is added to a ne,v 
graph and tl1e routii1e is called again on all nodes for which it i~' a 
destii1ation. 

3. If a result is present for that node then the result value is placed in 
the graph as a constai1t value. 

Fig. 4.10 depicts a graph with known results for son1e node,'. The 
algorithm produces a smaller equivalent graph containing only the nodes 
froin tl1e origii1al graph tl1at inust be re-executed. 
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Figure 4.10: {i) Shaded nodes are nodes whose result is not known, (ii) An 

equivalent graph in which only Nodes H and I must be re-executed. Results 
for Nodes B, C and D are made redundant by other known results. 

4.2.3 Reincorporating Units 

A failed WebCom Unit can be reincorporated into the network topology by 
attacl1i11g to any other U11it. To facilitate this, each Conl\1Ian l\iiodule re ·ord 

a list of N 1nachines to wl1ich it has connected. When rejoining vVebCon1 it 
attempts to co11nect to tl1e U11it at the start of the list and vvorks through 
the list u11til a co11tact is made. The Load Balancing Modules on other Units 
will redirect it to where it is most needed. 

Tl1is feature allows Units which had failed and then recovered to rejoin 
the co1nputatio11. This, coupled with the fault tolerance procedure described 
above, reduces the i111pact of te111porary apparent faults (such as a user 
rebooting a machine or the temporary loss of a netvvork link). 

4.2.4 Incorporating Traditional Checkpointing and Rollback 

The adaptive li11eage routi11e presented above cannot be directly likened 
to traditio11al check:pointi11g and rollback techniques but can utilise the111 
appropriately. It uses tl1e natural distribution of partial results fron1 graphs 
as a co11tinually evolving cl1eckpoint of the states of con1putational subta 'k . 
Shol1ld a fault occur the routine does not roll back but rather begins ,vith ' 
a copy of the original graph, using partial results to quickly roll forward to 
the poi11t where the computation failed . Condensed Graphs can be seen a 
a set of seql1encing co11straints 011 atomic tasks and therefore, the adaptive 
lineage routi11e is fault tolerance at a higher job control level. 
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It naturally follows that traditional checkpointing and rollback t •c-h­
niques are also required at a lower, or process, level. The int gration of 
legacy systems into Condensed Graphs applications may invoke c·omplc•t, 
applications being wrapped into a single primitive node in a graph and some 
of these applications may take hours, days or weeks to run. Thi.- proc-cs.­
level Fault Tolerance has been a topic of investigation in the lit ratnrc f r 
decades and the techniques developed may be directly used by th, Fault 
Tolera11ce Module. 

For example, tl1e Fault Tolerance Module on a WebCon1 Unit ·an cn1-
ploy utilities such as Condor's checkpointing mechanism for Grid compu ing. 
With this, the Module can periodically capture the state of atomic compn­
tations. These checkpoints may then be sent via the 1nes aging ::v,'tc1n. a· 
discussed in Section 2.3 .2, to the Unit's parent or to one or n1ore cli ~nt · for 
storage. In the event of a failure, a replacement 1nachine 1nay then use both 
partial results to roll forward the graph, and checkpoint inforn1ation to roll 
back atomic instructions that the failed 1nachine was working on. 

4.3 Adaptive Lineage Management 

---------

Figure 4.11: A chain of faults occur simultaneously in the lineage. 

It is unrealistic to assume that faults will occur in ingle, i 'Olatecl in­
sta11ces on a large network of l1eterogeneous 111achines. If fault' oc~ur on 

• l · p· · 4 11 for ex-two u11its 11ext to eacl1 otl1er i11 tl1eir lineage as s 10,vn 111 1g. · ~ 
. 1 b l d loss of partial r snlt,' \Ylll ample, then orphamng of topo ogy rane1es an " .. 

• F 1 rr, 1 . chen1e pre entecl abo,· • Tlu, occl1r regardless of tl1e basic au t 1.0 erance s 

scenario of cl1ained a11d sin1ultaneous faults is referred to a a gro_t~p fa ul_t. 
A group fault occurs when a cl1ain of units fail sin1ultaneousl. r or 1£ a 111l 
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UnitA E] 

UnitB E] --Parent: Unit C 
Execution History: 

Instruction: F" [r--r--1 ,,__,, 

GrandParent: Unit B Instruction: F' 
Execution History: I I I I I ] 

GreatGrantParent: Unit A Instruction: F 

l 

~ 
LJ 

. _ . . ·· Execution History: [ I I I • ------- --~:::::[:: ==-==-=======-1 
Figure 4.12: Lineage information recorded by a client. Thi ,. the infor­
mation required to recover from a chain of two faults. 

fails wl1ile its parent is failed. 

To deal with a group fault, the Fault Tolerance :tYiodule' functionality is 
• extended to record a11 exte11ded lineage, i.e., parent, grandparent and great-

grandparent. In addition, each unit records the partial re ults generated hy 
its "a11cestors". Fig. 4 .12 depicts the information recorded by units in the 

' sa1nple lineage. 

Witl1 this i11formatio11, the system can recover fro1n a chain of t\vo unit .. 
failing simultaneously. This method can also be extended to record ancestor 
a11d partial result informatio11 for a lineage of length N which ,vill allo,v th 
Fault Tolerance Modules to recover from a chain of N faults. Fig. 4.13 

illustrates the steps taken when the value of N is three and the algoritlnn 
steps take11 in tl1is sce11ario are as follows: 

1. Machines M1 to MN are collaborating on a co111putation ,vh re th 
topology has evolved into a deep tree. A chain of three n1achines in 
the li11eage fails. 

2. Macl1i11e Ms is chosen as the replacement using the sa111e 111ean .. a· 
described in Section 4.2.2. 

3. Machi11es M6 to MN connect to Ms as clients and send it their execu­
tion l1istories. IVIs also has the partial results generated Ly 1Iachines 
M2, M3 a11d M4. 

4. Ms loads a 11ew grapl1 F, which M2 was working on. Any already 
existi11g results that were generated by NI3 are plugged into it. 

5. Ms will eve11tually uncover subgraphs F and p·,. As hey do ._'o. pre­
existing results are reincorporated into them accordingly'. It is not r -
quired that Ms execute all condensed nodes locally, only thos' nod s 
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(i) 
Ml 

MS M6 - - - - - - - - M7 

(iii) 
Ml 

MS 

M6 - - - - - - - - M7 

(v) 

Ml 

Ms·· 

M6 - - - - - - - - M7 

....... . . . 

(ii) 

l\JIS 

(iv) 

11 

~16 --------

~11 
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. . . . 

M6 -------- ~17 

F' 

F" 

17 

Figure 4.13: Recovering from a chain of fa·ults: (i} a chain of 
machines fail. (ii) machine Jvf 5 is chosen a the revlac ni nt. (iii} th 
other connect to Ji.15 as clients and send ,it all the re ult th y had nt to 
~14. (iv) Af 5 starts up graph F

1 
1ohich 1112 Lua .. 1uorking on. ny al1 ady 

existing results are plugged into it. (v) Eventually graph F' ond F" u zll 
beconie executable. As they do so. preex·i ting re .. ult"' ori inini cliat ly vlugg cl 
into them accordingly. 
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representing graphs for which is has partial re:·nl s. ()nc th r in­

corporation of partial results is con1plete, the ,vhol graph n1a/ th 11 
be scheduled to another 1nachine for execution; :n1 a grtph i: a 
Serializable Java object. 

The storage costs, C, of tl1e Fault Tolerance routin for ach unit er l 

qua11tified by the following equation: 

C == (N + l)a + Ni,!f I ·r 

wl1ere N is tl1e maximum length of a chain of sin1ultancou.~ fc.1111 . . a i: th 
size of a Unit address, M is the maxi1nun1 execution hi tor. , "izc . I i.: th 
maxi1num number of Instructions a Unit will execute . in111ltaneou. lv and r . 
is tl1e size of a11 Instruction/Result tuple. 

Dedicated high­
performance cluster. 
Extremely reliable. 

WAN spread across 
many countries 
(Unreliable at top level, 
may have islands of 
reliability internally.) 

Grid Portal 
(Extremely 
reliable) 

Heterogenous LA 
in various offices 
with 1nany users 
(Moderately reliable 
hardware, unpredictal l ~ 
users) 

Corporate WA 
(Reliable hard\var tt~ 1 

access restricted to \V 11 
defined operation:·. 

Figure 4.14: Neighbourhoods of uaryi11g reliability. 

4.3.1 Cost/Benefit 'Iradeoff 

The value of N in the above equation is t,he only r al varial I · I: a ·t ~-. · -~ h 
• · · ·11 b le er1ni11 Jd b ' he aJ ph · 1 11 

as 1naxi1n u111 execu t1on history size ,v1 e c . 
. d b tl 1 l l l•'.)11 ·inrr J)olicv In i . d of~· ttn1g a11d J will be deter111111e y 1e oac Ja Cl b . · . 

a static value for N future· yersions of ,~TebCorn ma lt1J l . an a lap_ 
1
'" 

' \1 Tl r l . t "' J. i 11 . h ' ll l p U t 8 t l 1 l. 
strategy to 111a11age tl1ese costs. ~ '\ 1en ne,, 1 1 
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they may be assumed to be unreliable and a high value of 111av b us ·cl 
i11 their neighbourhood. Over time, these machines and as ociate~l net,-:ork 
links may prove their reliability and so the value of can be lo-...vered as 
the perceived risk of group faults occurring, and the size of those group .. 
dimi11ishes. In this manner, the system may learn how 1nuch housekeeping 
to employ i11 various areas of the topology; dividing it into neighbourhood 
of varying reliability. Fig. 4.14 illustrates a scenario of different neighbour­

l1oods working togetl1er. 
Tl1e amount of housekeeping done by WebCom n1ay al o be incrra:ccl. 

regardless of reliability, where instructions are of a large grainsize and the 
cost of recording partial results is sn1all relative to the cost of recon1puting 
tl1ose results. In this case it is worth saving the partial results sine Y n if 
a fault is unlikely, its potential cost would be very large. Conver. ely. ,,·here 
extre1nely large data sets are taken as inputs or generated a result". it nu1r 
be less costly to recompute them as necessary rather than tran,'1nit and 
redu11dantly store the result on a number of other n1achines. 

These instruction grai11 sizes may be identified by the application cleYcl­
oper during grapl1 construction, but in the future large grain in 'trnctions 
1nay be dy11amically identified by the Engine :tviodule at runti1ne and large 
data sets 1nay be easily identified by ConMan 1nodules during tran:n1is,"ion. 

4.3.2 Peer to Peer like Topology 

Since the source of partial results is irrelevant with respect to their loca­
tio11 i11 the lineage, the adaptive routine will function in a ··peer to peer" 

like topology without requiri11g 111odification. This topology type i,' one in 
whicl1 a child machine 1nay si1nultaneously act as a parent to its o,vn par­
ent, or wl1ere loops i11 the topological lineage occur. as sho,vn in Fig. 4.15. 

Partially executed grapl1s will be rebuilt as before. reincorporating ,,·hate: r 
informatio11 the surviving Units retain until the graph is rebuilt to the ponit 

wl1ere tl1e fault occurred. 
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Figure 4.15: Evolution of a Peer to Peer-like Topology: {i) Graph 
F contains ubgraph F ·. which in tum contains subgraph F)) and so on. {ii) 
Three niachine , 1vl1 to Jv13 collaborate on F. lvf1 sends subgraph p· to lvf2. 
(iii) 1'.12 reque ts help from M1 . Ji,13 is redirected to act as a client of 1112 
and receives ubgraph F". (iv) M3 uncovers subgraph F

1

'} and requests help. 
1'.11 i currently idle, waiting for the result of F' so lvf1 connects to lvl3 as 
a clierit, forming a loop in the topology. (v) Each machine is connected to 

every other machine with cyclical dependencies. 
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sho\VS: t.he 11u111lJ r of r q11csts for clients is not directly affected b th 
f l . t· . . A y e 

111unb 'I' o 1nac 1111 s !Jar ,1c11)at1ng. number of factors affect th 
T • • • e 1nessages 

. cnt. \ 11 •11 a 11111 ask· its l)ar ~11t for clients: the parent may pass on that 
r •qu ,:t to it: O\Vll par nt. If f w r units are involved then the topology tree 
\vill (Jen rally be 1 . cl !) ancl eacl1 reque. t for clients will be passed on. and 
th 'l' ,for, cl1qJli at cl. f ,v ·r ti111 .. However: they will tend to ask for clients 
111or, freqn 11tly i11 11 . 11p1)ly of clients i more limited. 

noth( r fac r i11 tl1 numr) r of me . age, ent is the number of instruc­
tion. and 1 ul . ff n rat cl and ran, mitted. For the cg Chess application, 
th, 1111111h r of in. ru tio11 g n rat d ,vill re1nain constant as. in its current 
for1n. it clo< s no 1111)}0 ' <- ny . pc ulation. However: an increased nu1nber 
of par iciJ)a ing u11i ,vill l cl o 11nits tran 1nitting more in. tructions than 
ar .· cut cl lo ·all 
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Figur .1: J\- 'Ii r topology peedup a unit are added to lVebCom. 

'l h ~ r ul cl 111011. rat ho,v \\TebCom take advantage of in1plicit par­
all IL 111 in ond 11 · cl oTaJ)h . In a fault free environn1ent. peedup increa es 
a h ' 11u111b r of 1>·1r i i1)ating u11it i11crea e . The executions are particu­
larl. fa t \\ itl1 25 a11cl 30 J)articipating unit . There i a sn1all decrease in 
h nu1nb r of 111 a()' 11 (Fig. 5.2) a11d nun1ber of redirections perforn1ed 

(Fi 0 • 5.:3) <lurinu tl1 •. .· ·11tion ". Fron1 thi it can be concluded that the 
confi 0 ·uratio11 \Ve 111or ff ti,r ,vith thi 111any unit . As the nun1ber of 
unit.:- in r 'a fr 111 thirt · tl1e redirection of units becon1es less effective. 

'I 1 · · ' · · 1 · t opt1· n1al for a hi o-h 
1 ' ratio of 111a ·l11n · to 0 peedup 1n genera 1 no . b 

P rfor111an ·. · ·t 111 b11 it j.~ adequate for the purpo e of these experinlents. 
\\7 b 0111 i. li111it cl b:r its 11a·ive Load Balancing l\Iodule and better speedup 
· 11 l · · d 1 d b 1 c1·110- technique , son1e cou c J a ·111 y 'cl tl1rot1gl1 111ore advance oa a an b · 

of "·hich ar lJ i11g i11,· 'tigated for \\ ebCon1 in[55) · 
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Figure 5.2: Number of messages sent during N-Tier execution 
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5.2 Faults Tolerance Results 

Tl1e effectiveness o_f t he Faul~ Tolerance Module was tested by introducing 
faults a~cl co~p.ar1ng execut ions with the optimal results froin the previ­
ous section. In1t1ally, t he cost of maintaining the Fault Tolerance Iviodule's 
hot1sekeeping information was tested and then actual faults were introduced. 

5 . 2 .1 Housekeeping Costs 

Tl1e extra cost of fault tolerance housekeeping was measured by running a 
st1ite of experiments similar to those described in Section 5.1 but with fault 
tolcra11ce e11abled and comparing the results to those of the baseline cases 
( wl1icl1 l1acl 110 fault tolerance housekeeping overhead). 

It wa expected tl1at t he results would show a small increase in time 
tak:e11 J)er execution due t o addit ional messages being sent to record lineage 
i11for111ation and the local storing of execution histories. 

Tl1e results depicted i11 Fig. 5.4 show that the cost of the housekeeping is 
gc11erally s1nall a11d in some cases actually becomes negative. Investigation 
s110\v cl tl1at this is due to the recording of partial results. The execution 

l1istory is co11 ulted before each instruction is executed and if a result exists 
for a 11ode witl1 the same operator and operands it is used imn1ediately. 

As cli 'CUS eel i11 Chapter 3. Section 3. 7, it is not uncommon for the same 
boarcl J)ositio11 to be evaluated many times and so the local execution history 
011 eacl1 processor acts as a local t ransposition table. This opti1nisation 
:l1oulcl provide speedup for classes of applications which may expose the 

sa111c i11structio11 111ore than once. 
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·t dd d to Fault Tolerant Figure 5.4: N-Tier topology speedup as uni s are a e 

WebCorn, in the absence of faults. 

. d ected due to the house-T l1e 11u111b er of messages sent also increase as exp 
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keeping reliance on a number of messages being passed b f · 
• • • 

1 e ore a connection 
1s co11s1dered active. 

5.2.2 Fault Masking 

To test t l1e effects of faults on the execution WebCom was aga· · d , 111 exercise 
wit l1 t l1e cg Chess application as above. However: in these experinients 
a 11u1nber of failures were simulated. An independent application. called 
randomFaults was run on the cluster. This application was iinplenientecl 
as a sl1ell script and took as a parameter a failure percentage. This value 
cleter1n i11es what percentage of machines will '·fair; during the execution and 
was set to 10%. As an execution progresses, the randomFaults script (see 
Cocle 5 .1 ) sleeps for a period of time between one hundred and two hundred 
seco11cls, ra11do1nly chooses a machine to fail and ter1ninates the \,rebC0111 
ap1Jlication on that 1nachine using the unix kill co1nmand. 

Fault 1nasking was tested by running the application with fault tolerance 
clisa1)led. Tl1is leaves WebC01n in fault n1asking 1node. i.e .. if a unit detects 
t l1at 011e of its clients has failed, it reschedules any ,vork that had been sent 
to tl1at clie11t. This approach provides fault survivability but risks large 
a1nou11ts of ,vork being lost and units being orphaned. 

Tl1e t i1n i11g results for these tests are depicted in Fig. 5.5. Large peaks 
ap1Jear i11 t l1e graph vvhere one or more of the failures caused the loss of vvork 
a11d 1nacl1i11es. Other points in the graph remain reasonably close to the fault 
free execut ion tiines. It can be concluded fron1 these results that ,vhile the 
fault 111aski11g approach has a reasonable best case. its ,vorst case scenario 
ca11 be ext re1nely costly. The variation is this cost extren1ely unpredictable 
as it is cleter1nined by both the tin1ing and the location of faults . An aYerage 
of t l1ese results is depicted in Fig. 5.6 and con1pared against the ba eline. 
For s0111e clata points the execution ti1ne is close to the baseline but others 
sl1ovv steep i11creases ,vhere a fault had a large i111pact . 

5.2.3 Fault Tolerance 

T l1e fi11al set of experin1ents was performed using WebC01n ·s full fault toler­
a.11ce rot1t i11e . Tl1e goal of this routine is to n1inin1ise the in1pact of a fault .on 
t he topology. Ideally, the results should be similar to those of the ba ~line 
experiments but without the large spikes - all faults should ha,·e a relatIYely 

low i111pact . . . 
T he experiments were performed under the same conditwn a ' the fault 

· · · t· ~ t 1 a11agen1ent (the fault tolerance 111ask111g exper1n1ents using 11- 1er opo ogy 111 . . 
· 2 t · t 1 ffy and deffenerates into fault rot1t i11e vvill l1ave no effect 111 a - 1er opo ob b 

. . h · F · er 5 7 and a oT a p h of the 111aski11g) . Tl1e t11111ng results are s own 111 1
b · · b 

average ti111es is sho,vn in Fig. 5.8. 
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#!/bin/bash 

#kill command 
command='killall java' 

#Time to wait between faults 
SLEEP_MIN=100 
SLEEP_MAX=200 
SLEEP_RANGE=$(($SLEEP_MAX - $SLEEP_MIN)) 

#Number of machines to fail 
NUM_FAILING_MACHINES=$1 

#Initialise array of machine names 
for ((arg=1 ; arg<50; arg++)) 

do 
machines[$arg]=$((100 + $arg * 2)) 

done 

# Main loop - sleep then cause a fault 
for ((counter=O ; counter<NUM_FAILING_MACHINES; counter++)) 

do 
myTime=$(($SLEEP_MIN +$(($RANDOM% $SLEEP_RANGE)))) 

echo "Sleeping for $myTime" 
sleep $myTime 

91 

index=$(($(($RANDOM % $((${#machines[*]} - 1)))) + 1)) 

node="cuc${machines[$index]}" 
unset machines[$index] 
tempArray=( ${machines[*]}) 
unset machines 
machines=( ${tempArray[*]}) 
unset tempArray 
echo "Fault $argFault is on $node" 
rsh "$node" "$command">& /dev/null 

done 

Code 5.1: Script to cause random faults during the WebCom execution 
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Figure 5.5: Timing results from two experiments performed where 10% of 
machines failed during the computation and Fault Masking was employed. 
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~omparison Fig. 5.9 compares the results fro1n the f l . , 
11nents to tl1ose of the fault tolerance. The fault tolera au t ma king _exp:r-
a curve similar to that of th d . nee trend n1a1nta1n 

. . e spee up graphs in fault free executions The 
add1t1on of faults does slow the computation b t th . . . · 
. 1 1 u e1r nnpact ren1a1ns con-

s1ste11t y ow wl1en compared to the trend for fault k" Tl 
h inas ing. 1ese result 

prove_ t at the f~ult tolera~1ce ro_utine is successful in replacing the failed 
1nach1nes and re1ncorporat1ng existing work and so k · tl · • . eep1ng 1e 1n1pact of 
w1tl1111 a predictable range. 
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Figure 5.9: Comparison of average timings from fault masking. fault tol­
erance and baseline experiments. 

Worst Case Scenario The worst case scenario for fault n1a king i he 
si11gle point of failure in the root node which destroys the con1putation. 
The worst case in which the computation survives is vvhen the bulk of the 
con1putatio11 l1as been scheduled to a remote unit, that unit ha acquired 
all otl1er units as l1elpers and that unit fails just before returning it re ult. 
Tl1e losses i11curred are: 

Tl1e loss of all work co1npleted by the failing unit and its children. 

Tl1e orpha11ing of those children from the con1putation, thus preYenting 

tl1eir future participation. 

To show tl1is effect, the PowersOfTwo graph was executed ,vith n = 
1000. Twe11ty-five of tl1e cluster's blades were used. A fault fr e xecution 
required 18830n1s to execute the graph. Fig. 5.10 depicts th -tatc of th 
topology cluring tl1is execution just before Unit 156 return th r ,-ult of 
tl1e first condensed node transn1itted, i.e., the one that through recur -ion 
becon1es tl1e i11struction with the largest grain size. If Unit 156 fail at thi' 
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Figure 5.10: PowersOfTwo execution topology )ust before Machine 156 
returns the main result of the computation 

poi11t, all work is lost a11d this instruction must be rescheduled by Unit 150. 
111 addition, all units which were clients of Unit 156 will be orphaned. 

When a single fault was manually triggered to occur in approxi1nately 
tl1is situatio11, the execution time increased to 96182ms. This increase is due 
to tl1e isolation of Unit 150 from the rest of the units - it 1nust re-execute 
tl1e U11it 156's instruction without help. If all orphaned units returned to 
the root 11ode, Unit 150, tl1ey could participate in the re-execution of Unit 
156's i11struction but the execution time would still be ahnost double that 
of a fault free execution. 

Tl1e experiment was perforn1ed agai11 with orphaned clients returning to 
tl1e root 11ode when a fault masking operation takes place. This reduced 
the execution time to 35488ms, ahnost double the value for the fault free 
execution tin1e. Tl1is is expected as al1nost the sa1ne nu1nber of n1achines 

l1ave to repeat al1nost tl1e same amount of work. 
Fi11ally, tl1e experi1nent was performed with fault tolerance enabled. In 

tl1is case the execution time was reduced to 285201ns. With tl1e Po,ver-
' sOITwo application, wl1ich is s1naller in scale than the cg Chess application, 

tl1e ti111e take11 to replace the failure and redirect volunteers to tl1e replace-
111e11t 111ea11t tl1at tl1e computatio11 had completed before all n1achines could 
co1111ect to the replace1nent and contribute their partial result lists. 
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Chapter 6 

Conclusions and Future 
Work 

WebCom is a highly configurable and adaptable n1achine which dynan1ically 
cl1a11ges to match the environment in which it is executing. That adaption 
may be precipitated by static knowledge of the ideal execution character­
istics of tl1e applicatio11. Tl1e execution will then proceed on a best effort 
basis give11 the characteristics of the i1nplementation and the current en­
viro11ment. WebCom allows developers to effectively harness heterogenous 
resources and assemble blocks of functionality into complex applications ac­
cording to a powerful graph based 1nodel of co1nputing. Runti1ne issues 
such as load balancing, fault tolerance and security are dealt with dynan1i­
cally by WebCom, thereby isolating the application, and the developer, fron1 
such concerns. To accomplish this, WebCom takes advantage of features of 
tl1e Conde11sed Graphs model to exploit parallelis1n in progran1 graphs, to 
1nanage its network topology, and to recover in the event of failure. 

The arcl1itecture and features of WebC01n's imple1nentation are pre­
se11ted i11 Chapter 2. This work represents a coinplete rewrite froin a proto­
type WebC01n developed a nuinber of years ago. Originally, WebCon1 vvas 
based aroui1d a single server with a nun1ber of helper clients iinpleinented as 
Java applets. A Condensed Graphs impleinentation written in C vvas used 
011 tl1e server to inanage program graphs[47]. WebCon1 used the Java Native 
I11terface library to interact with this early coinpute engine. Some atten1pts 
were 1nade to develope this system into an n-tier systen1 but, given the sin1-
ple arcl1itecture of the prototype, it becan1e too cumberson1e to clevel_ope 
i11 an orgai1ised 1nanner. The modular architecture presente~ here pr~v1de 

1na11y 11ew features, as discussed in Chapter 2 facilitates the introduction of 

11ew fl1nctionality in an organised manner. 
A WebCoin system is comprised of one or more units coni~ected to each 

tl 
· t k 1· ks Tl1ese units are composed of various n1odules. 

o 1er via 11e wor 111 . . 
Metacoinputer functionality, such as instruction execution, load balancing 
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and security, is implemented in appropriate module t Th. . ypes. 1s encapsu-
lat1011 allows the independent development of subsets of th f t· 1·t · h r e unc 1ona 1 y 
wit . ~ttle or no overlap between modules. A core Backplane entity defines 
a m1n1mal WebCom system that may dynamically load or unload inod­
ules at runtime. Once loaded, modules communicate with each other via 

~ mes~age passing syste1':1 provided by the Backplane. Any Java object, 
111clud1ng actual module 1mpleme11tations, may be sent as a WebCoin ines­

sage. Tl1e Backplane's ability to load and unload 1nodules 1neans that they 

ca11 be deployed at runtime to provide alternate or updated functionality to 

run11ing WebCom units. This feature, combined with the message passing 

system, mea11s deployment of a 1nodule implementation on one n1achine can 

be automatically propagated throughout the entire network topology. The 
Backplane also acts as the i11terface between WebCom and the application 
tl1at insta11tiates WebCom. 

The rest of WebCom's feature set is provided within the different 1nod­

ule subclasses. For example, computational tasks represented by WebCon1 

i11struction objects are executed by Engine Modules. Various Engine 1\Iod­

ule implementations may be loaded simultaneously to act as technology 

bridges and to allow WebCom to utilise different underlying technologies 

for task execution. A Communications Manager Module allows WebC01n 

units linked tl1rough a network to communicate with each other and col­

laborate on tasks. This collaboration facilitates the effective execution of 

parallel tasks tl1at have been automatically uncovered by an Engine 1\Iod­

ule. The allocation of resources throughout the distributed co1nputation i 
the domain of Load Balancing Modules. A Load Balancing Module on each 
unit allocates subtasks to connected helper units. Client units 1nay request 

clie11ts of their own to aid them in their work. In response, the Load Balanc­

i11g J\!Iodule can utilise a redirection mechanis1n to pass on some of it ovvn 

u11it 's idle clie11ts. If none are available it can pass the request to it parent. 
This procedure allows WebCom to auto1natically evolve the interconnection 

topology according to characteristics of the progra1n graph. 
Security co11cerns are addressed by a Security Module that en1ploys a 

Key11ote based Trust Management syste1n to ensure that progran1 _-ubtask 

( and tl1eir associated data and results) are only exposed to a~thor1secl n1a­
cl1i11es a11d users. Asse1nbling these modules together results 111 a po,verfuL 
dyna1nic a11d self-regulating ( with respect to load balancing and fault toler-

ance) 1netacomputing system. . , 
Cl1apter 3 discusses application development for vV~bCon1 s Couclei~~ec~ 

Grapl1s E11gine Module. The i1nplementation of the n1ultithreadecl C~ enbine 

a11d tl1e code structure of cg co1nponents is presented. A nun1ber of sai~iple 
. d • 1 d' . siinple nu111erical con1putat1011s 

progra1n grapl1s are then d1scusse , inc u 1ng 

d b t t kflow application The chapter then focu ses on the 
an a 1nore a s rac wor · · · 1 

. . l t d loped to stress test WebCon1. Tracl1t1ona 
CQ Cl1ess appl1cat1on t 1a was eve . 1 . . • t tl arallel Jan1bore algor1t11n 
cl1ess algoritl1ms a11d tl1e1r evolution 111 o 1e P 
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are discussed and the program graphs of the er.· 1 t · · 
• • '::1 imp emen at1on 1s presented 

S01ne add1t1011al CQ constructs are also presented l · h . · · . . . , w 11c were required to 
build tl1e apphcat1_011 and to increase its efficiency. Experiinental data is 
the11 presented to investigate the parallelism exhibited by tl 1· t· . 1e app 1ca 1011. 
Tl1e ~l1apter closes w1tl1 a number of future optiinisations to the cg Chess 
algord1tl1d1n. These opti1nisations would be required to bring it to tournainent 
sta11 ar . 

Cl1apter 4 details the functionality of the Fault Tolerance Module. A 
novel fault tolerance routine, based on a unit replacement routine is de­
scribed and Cl1apter 5 shows the results of experiments performed' on the 

WebCom imple1nentatio11. To achieve fault tolerance, each unit records some 
local l1ousekeeping information. In the event of a fault, those 1nachines that 
are directly connected to the failing 1nachine coordinate a1nongst the1nselves 
to repair tl1e da1nage in the topology and to recover partial results. 

Experi1ne11tal results, described in Chapter 5, compare the perfor1nance 
of WebCom's fault tolerance to results obtained from fault free executions. 
An i11itial baseline speedup, with respect to the nu1nber of WebC01n units 
i11volved, is first obtained. When faults are introduced and a fault 1nasking 
policy is employed, experiments show that while so1netimes the in1pact of 
tl1e faults may be small, at other times they 1nay be very large. Further 
experi1ne11ts provide e1npirical evidence that using the fault tolerance routine 
allows WebCom to 1nai11tai11 consistent execution times, even when rando1n 
faults occur. Tl1is i11 turn allows execution perfor1nance to be predicted 
based on knowledge of available resources and the general failure rate of 
tl1ose resources. Predictable perforn1ance facilitates efficient job scheduling 
and in applications such as safety critical systen1s, this quality of service is 
ofte11 of l1igl1er importance than simple best case perfor1nance. Quality of 
service is also expected to be an i1nportant requirement in the field of Grid 
co1nputi11g as co1npanies and virtual organisations provide services to each 

otl1er witl1in a11 0111ine econo1ny. 
WebCom can be described as an autonomic distributed systen1, i.e., each 

u11it only i11teracts with its immediate neighbours. Each unit is respo11sible 
for its ow11 tasks and perfor1ns services, such as instruction execution, for 
other units. Tl1ere is 110 master unit responsible for the whole execution. 
In such an enviro11ment, a centralised fault tolerance scheme is not scalab_le 
and tl1e desire to provide autonomic fault tolerance has been ~ocun1ented 

111 

tl1e literature[67]. Tl1is thesis describes a fault tolerance ro~tine that f~lfils 

tl 
· d · d t ds WebCom's dynamic and decentralised nature into 

11s es1re an ex en 
tl1e do1nain of fault tolerance. 
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6.1 Future Work 

Tl1ere are a 11umber o: areas in which WebCom 1nay be iinn1ediately iin­
proved, tl1e first of which beca1ne apparent during the developinent of the 
Fault Tolerance Module. 

Event Listeners The modular architecture e1nployed by WebCom can be 
e11l1a11ced by tl1e addition of event liste11ers. Currently, there is a small degree 
of hardcoded overlap between classes in differe11t 1nodules, e.g., Descriptor 
objects 1nake certai11 calls to the Fault Tolerance Module. If each module 
defined a set of eve11ts it provides, then other 1nodules that are interested 
i11 those events can register as liste11ers. This syste1n is used quite success­
fully in Java's Swing API[42]. In Swing, objects 1nay listen for events fro1n 
grapl1ical user interface components, such as buttons, and react accordingly. 

Manageme11t of events will be incorporated into the Security Module to 
restrict access to events, this will be required for versio11 control. A partic­
ular module may require tl1at listeners to its events be of a certain version 
to e11sure tl1ey know how to correctly interpret the event. Module depen­
dencies will form which must be managed by the Backplane and Security 
Module to e11sure modules know how to interact with eacl1 other. Tl1e Unix 
RPM ( originally called Redl1at Package Manager) is an analagous syste111 -
i11stallatio11 of a 11ew package may require updating of other i11stalled pack­
ages. I11 tl1e sa1ne way, tl1e loading of a new 1nodule by tl1e Backpla11e n1ay 
require the acquisitio11 of updated versions of existing 1nodules. 

WebC01n's eve11t listener syste1n can be extended to be useful re1notely. 
Tl1is will be a particularly useful tool for Fault Tolerance and Load Balanci11g 
Modules. For instance, a u11it may register with its parent to be 11otified 
when tl1e parent l1as a11 idle client (if that unit is authorised to register as a 

liste11er for tl1is event). 

Secure Naming Tl1e Secure N ami11g syste1n will eventually be used at 
every level i11 WebCom. The ability to refer to a particular co11text as 
opposed to a direct reference will be useful for ahnost all interactions betwee11 
units a11d 1nodules. Initially, it will isolate 1nost WebC01n 1nodules fro111 tl1e 
u11derlying network protocol. Nan1es will be translated to network addresses 
wl1ere required by tl1e Co11Man. The ability to refer to applicatio11 grapl1 
co11texts will simplify reincorporation of results into newly allocated graphs. 
As discussed i11 Sectio11 4.2.2, results will simply be "plugged' into tl1e nevvly 
loaded grapl1 before execution resu1nes. This is only possible if the context 
of a result ca11 be specified, e.g., a result value 1night be 11a1ned as ·'the result 
of tl1e SerialSearch node that tal{es six of its operands fro111 tl1e Enter 11ode 

i11 a SerialSearch graph with tl1e following operands ... ". 



CHAPTER 6. CONCLUSIONS AND FUTURE WORK 
100 

Reliability Ratings As mentioned in Section 4.3.1, sectio11s of the overall 
WebC01n network may be partitioned according to reliability. These sections 
are give11 a rating and may gradually earn or lose trust in terms of likelihood 
of a fault free executio11 using their resources. Tl1e actual qua11tification of 
this likelihood, and its modification over time, 1nust be investigated in order 
for tl1e Adaptive Lineage Management scheme presented in Section 4.3 to 
be efficient. The automated judgement of this rating and the associated 
l1ousekeeping required will be important to WebC01n 1naintaini11g its quality 
of service reliability. 

Load Balancing Tl1e issue of load balancing is of great importance to 
a11y distributed system. Tl1e load balancing used in this thesis is extre1nely 
na:ive. Work in a parallel project[55] proposes that WebC01n incorporate a 
fra1nework for load balancing. In this project, various issues such as task 
scl1eduling a11d mapping are addressed and Load Balancing Module subco1n­
pone11ts are specified. Usi11g this framework, WebCom's load balanci11g will 
be exte11ded to allow it to efficiently manage co1nputations across loosely 
co11nected and geographically divergent resources. 

6.1.1 WebCom for Grid Computing 

WebCom has been an ongoing project for a number of years novv and l1as 
sl1own great pote11tial as a distributed computing platform. WebC0111's fu­
ture directio11 is moving towards Grid Co1nputi11g a11d it has a nu1nber of 
features wl1ich will lend themselves well to this field. A Connection Manager 
Module is u11der developme11t which will be aware of Grid structures sucl1 
as Virtual Organisations, as well as raw network connections. 

Tools such as 1nicropayments and WebC01n's advanced security systen1s 
will help to create a viable platforn1 for co1npanies to do busi11ess on tl1e 
Grid. It is envisaged that tl1e Conde11sed Graphs 1nodel will prove to be 
a11 extre1nely simple, yet powerful, means to co1nbi11e both legacy systen1 
coinpo11e11ts a11d new web service co1nponents into complex applicatio11s. 
Tl1ese applicatio11s can then be run on tl1e Grid by WebC0111, auton1atically 
spreadi11g load, acquiring the necessary resources and managing the con1pu­
tatio11. I11 tl1is 1na1111er, it is l1oped that WebC0111 will bri11g the benefits of 
Grid coinputing to a much wider audience than currently exists. 
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